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Abstract

The last few years have seen widespread success of over-parameterized deep
learning models on various applications with massive datasets. However, these mod-
els are often critiqued for assuming access to perfect data, that is, a large amount of
clean, i.i.d sampled data. In real-world scenarios, neither of these assumptions is en-
tirely true. We consider four arbitrary domains as examples of some of these scenar-
10s, namely, point cloud completion (with distribution shift), visual dialog (dataset
size/bias issues), meta-rl for control (noisy, high variance and sparse training signal)
and poaching prediction task (unstructured dataset with skew, noise and distribution
shift). Using these datasets, we show that data and priors are meant to complement
each other in machine learning models and it’s important to think of them jointly on
a task to task basis for better generalization.
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Chapter 1

Introduction

Over the last few years, we have seen the rise of end-to-end deep learning models for various
problems. These models are making major advances in solving problems that have resisted the
best attempts of the artificial intelligence community for many years. It has turned out to be
very good at discovering intricate structures in high-dimensional data and is therefore applica-
ble to many domains of science, business and government. In addition to beating records in
image recognition [38],[16],[80],[79]], natural language understanding[51]] and speech recogni-
tion, [511,[29],[64] it has beaten other machine-learning techniques at predicting the activity of
potential drug molecules[49], analysing particle accelerator data [9]], [2], reconstructing brain
circuits[28], and predicting the effects of mutations in non-coding DNA on gene expression and
disease, [42]],[86].

This success has driven a lot of excitement in the field. Drawing from the success, many have
started advocating for throwing in more data and reducing the priors built into the system. This
thought process emanates from the observation that conventional machine-learning techniques
required careful engineering and considerable domain expertise to design and add prior knowl-
edge at various parts of the inference and training. However, oftentimes, the prior knowledge
was imperfect or didn’t span the entire distribution. As a result, the machine learning models
which used these priors also struggled to perform well in parts of the distribution where the prior
was inaccurate. Citing these issues with conventional machine learning models, more of the ML
community is advocating for more data and fewer priors.

However, these models to ignore the fact that in a lot of scenarios it’s not possible to get ideal
datasets. Just as the conventional ML techniques assumed access to ideal priors, the deep learning
community of today seems to assume ideal datasets (large amounts of i.i.d, clean, unbiased
data). And in most cases, we observe that the world isn’t ideal/perfect. Most problems we
deal with aren’t going to have i.i.d sampled, clean, unbiased datasets. Neither are we going to
have exact knowledge of the priors. Hence, there has to be a middle-ground where we use as
much information as we can from either sources. In fact, throughout this thesis we’ll go through
various problems (point cloud completion, goal directed visual dialog, poaching threat prediction
and exploration in meta-reinforcement learning) and show that a structured pipeline combining
priors and existing/new data helps boost generalization and task performance.

We will start by considering the point cloud completion problem. Here we will consider the
distribution mismatch/shift problem between training and the testing distributions. We will show



that standard deep learning methods need to be complemented with this prior knowledge about
the type of distribution shift in order to perform well at this task.

Second, we will consider the visual dialog task as an example of dataset size/bias problem.
We will show that models trained using standard supervised learning on the dataset would not
produce diverse enough samples on the dataset due to the lack of diversity in the dataset. We
then show that, taking inspiration from humans, as we let multiple copies of the agents interact,
the agents end up generating more diverse and coherent dialog.

Third, we will consider an unstructured dataset for poaching threat prediction. This dataset
is skewed, biased, noisy and faces distribution shifts. To further complicate matters, the unstruc-
tured nature of the dataset also makes it hard for us to come up with any sophisticated priors.
Thus, we show that in such desperate situations, we have to resort to collecting more data from
domain experts but can instead use some priors to collect targeted information from the experts
as in active learning.

Finally, we will consider a set of meta-reinforcement learning tasks and show that adding
priors in these settings is critical as the training is otherwise very sample inefficient and unstable.
This is especially true in rl/meta-rl settings since the high variance and the lack of proper signal
makes learning in these scenarios already very challenging. Hence, the absence v/s presence of
a prior can essentially dictate the feasibility of the solution.

Through these various examples, we wish to show that data and priors are meant to comple-
ment each other in any machine learning model.



Chapter 2

Point Cloud Completion

2.1 Problem Statement

In this chapter, we would be discussing the problem of point cloud completion. Over the last few
years, the increasing availability of 3D sensors like LIDAR, Radar etc., has put a lot of focus back
on processing point clouds accurately. One such task of importance is point cloud completion,
where, a partial point cloud is given as input and the full point cloud has to be reconstructed.
This task is tricky, because, in the real world we do not have access to the ground truth complete
point cloud. However, we do have access to simulation models of the objects which could be
used to obtain the full point cloud of objects. However, it’s hard to get a mapping between
some incomplete point cloud from the real world with its complete point cloud. Hence, training
with the complete point clouds from the simulation models by adding some additional simulated
incompletions seems like the most feasible option. However, this introduces several challenges
that aren’t typically considered hard for data driven models:

2.1.1 Challenges

As described above, in this task we create a training set using the simulation models by sampling
points from the simulation models with artificially induced artifacts. The test set however could
contain other types of incompletions or could even come from the real world.

Distributional Shift

In typical machine learning problems, the distribution of examples in the training and test dataset
are assumed fixed. This is a strong assumption to take in many real world scenarios. The problem
we are tackling here is one such example. In fact the primary problem in this task arises from
the fact that the training time incompletions could be completely different from the test time
incompletions as described above.



2.1.2 Assumptions

In order to tackle the increased complexity of the task at hand, we need to make additional
assumptions and add prior knowledge in order to generalize well at the task. The assumptions
can infact be derived from the task definition itself.
¢ The output distribution, i.e, the distribution of complete point clouds does not change. This
is an obvious, albeit important assumption to consider as it places a strong constraint on
the class of functions possible.

¢ The partial input given in the incomplete point cloud would remain consistent even in the
output point cloud. This could be used to place a constraint on the output space in order to
validate the output of the inference procedure.

2.2 Previous Literature

Neural network based models for point cloud processing are a recent phenomenon. Qi [60,
61]first introduced a deep learning network, PointNet, for point cloud classification and segmen-
tation. The network handles the arbitrary input size of point clouds by using an element-wise
symmetric operation, such as max pool, to encode any input into a fixed size feature vector.

Achlioptas [[1] proposed coupling a PointNet-style encoder with a decoder of fully connected
layers, along with loss metric like Earth Mover’s distance (EMD) to learn representations of
point clouds. They further showed that Gaussian Mixture Models or Generative Adversarial
Networks could be trained to directly generate the latent representations, which can be used for
point cloud generation. The authors of [1] also show that their autoencoder architecture may also
be trained for completing point clouds. More robust formulations of the autoencoder architecture
have been proposed in [69, |88] although these works don’t address shape completion. Moreover,
these improvements could be integrated into our framework as well.

Yu [91] adapt [61] for the task of upsampling point clouds. As noted by the authors in the
paper, their approach is not suited for point clouds with large gaps or missing regions.

Although there hasn’t been much work on point cloud completion using neural nets, some
papers have tried shape completion on voxel representations due to the ease of generalizing
convolution operations to 3D using 3DCNNs [10, 10, 27, [77, 181].

However, all these point cloud based methods mentioned above are based on architectural
changes that improve the processing for the unique data structure that point clouds represent.
Moreover, specifically for point cloud completion, most of the methods mentioned above (in-
cluding voxel based approaches) adopt a straight-forward supervised learning pipeline and don’t
account for any distributional shifts or out-of-distribution samples. Hence, we look back at some
of the earlier point cloud literature to understand the priors used for the task.

More traditional geometric methods for point cloud completion such as [34,54,[74]], used task
specific priors to accomplish the task. However, since they didn’t take into account data driven
priors, they could only fill in small holes in surfaces where the geometric priors worked. A lot
of classical approaches also relied on exemplar-based completion, where a CAD database was
used to fetch similar models to reconstruct the object, which may then be deformed to match the
partial input [45] 46, 70]. This was again using the idea that the output distribution/distribution
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of complete point clouds remains consistent. As discussed earlier this is one of the priors that we
would be exploiting in our models.

2.3 Methods

2.3.1 Generative models for point clouds

We build upon a recent model for point cloud generation proposed by Achlioptas [1l], which
extends [60] to learn an autoencoder for point clouds. The encoder consists of multiple layers
of 1D convolutions followed by a symmetric pooling layer (max pool in our case) resulting in
a single global feature vector (GFV) for the entire point cloud. The decoder consists of a set
of stacked fully connected layers. The last layer of the decoder outputs an N x 3 dimensional
vector which corresponds to the N points of the point cloud. The Earth Mover’s distance (EMD),
which is a permutation invariant metric, is used as the loss function. The EMD between two
point clouds Sy, Ss is given by:

demp(St, S2) = ¢:glli_f)152 Z |z — o(2)]l2 (2.1)

€S

where ¢ : S; — S5 is a bijection. The optimal bijection is unique and invariant under infinites-
imal movement of the points. The autoencoder is trained on the ground truth complete point
clouds in the training set. The trained encoder (E) is then used to extract the global feature vec-
tor encoding for each point cloud in the training set. As in [1l], we then train a GAN on the
extracted global feature vectors. New feature vectors generated from the generator (G) can be
passed through the decoder (H) to generate point clouds. The GAN has the advantage of being
a differentiable network - it is possible to take gradients through it from the output to the input
distribution space. This is key for our latent-space optimization algorithm.

Generative Adversarial Network (GAN). GANs are a popular category of generative models
which have been recently shown to produce state of the art results in image generation. GANs
learn a mapping from an easy to sample distribution (say, a unit normal distribution) to the data
generating distribution using a function approximator like a neural network (generator). The
generator(G) is trained in a game theoretic set up, where the objective of the generator is to
generate samples that look indistinguishable (to another network, called the discriminator) from
the data. The discriminator (D) is trained to distinguish between the real data and the samples
generated by G. We introduce a third network, the Initializing Encoder (IE), that learns a mapping
from the output of the generator to the latent space z. But the traditional GAN training scheme
is known to be unstable. Recent advances in GANs [4, 23] have tried to address this issue by
modifying the loss or the training procedure itself. We use the loss modification proposed in [4]]
for more stable training. We train the GAN on the set of global feature vectors(GFVs) produced
by the encoder. We use fully connected layers for the generator, initializing encoder and the
discriminator. The training procedure for the AE and GAN is given in Algorithm |1} The losses
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Figure 2.1: The proposed Point cloud completion algorithm. Loss terms of the LDO for an incomplete
input point cloud are visualized with dotted lines. Blocks in blue are only used once for initialization.
The losses are used to find the correct point in the latent space of the generator. No network weights are
changed.



optimized for training the GAN alongside the IE have been described below :
TP =y, D(G(2)) ~anpyure D(@) 22)
T =, [IINE(G(2)) = 2ll2 — D(G(2))]
Fonpaara [GUE(S)) = 22
JUE = E(G(2)) = 2l

. . . . +"E‘diata HG(IE(S)) - IHQ . . . .
where, p, is the unit normal distribution centered at the origin, pg.:, 1S the distribution of GFVs,
z and x are samples from these distributions. Note that the IE and generator are jointly optimized
and in alternation with the discriminator.

(2.3)

(2.4)

2.3.2 Point Cloud Completion using LDO

Consider an incomplete point cloud at test time, such as one generated via StM. The point cloud
may also be noisy and have uneven density. If this point cloud is passed through the encoder
E, a "noisy” GFV is obtained, i.e. one that doesn’t lie on the manifold of representations learnt
by the autoencoder. We model the task of completing the point cloud as obtaining a clean GFV
corresponding to the noisy one, through an optimization procedure. The cleaned GFV can then
be passed through the decoder (H) to obtain a completed point cloud.

Thus the task is reduced to projecting the noisy GFV onto the manifold of clean GFVs. This
is not trivial, since we don’t have an analytical expression to represent the clean GFV manifold.
Thus we use a GAN to represent the clean GFV manifold. As described in the previous section
the GAN is trained on clean GFVs, extracted from the training set of complete point clouds.
Projecting a noisy data point onto the manifold of clean GFVs can be reduced to finding the
closest GFV to the noisy GFYV, that is also classified as real by the discriminator. However,
directly optimizing over the space of GFVs would result in adversarial examples. Thus we
choose to perform the optimization procedure in the latent space of the generator, represented by
the latent vector z. First, we produce an initialization for z by passing the noisy GFV through
the Initializing Encoder, z;,;; = I E(GFV'). Note that the initialization is a very important step.
Starting the z from a randomly initialized point makes the optimization much more difficult and
requires imposing a lot of additional constraints. From this initial value, z is optimized so as
to produce a clean GFV through the generator, G(z). Specifically, the objective of our Latent
Denoising Optimization (LDO) algorithm can be decomposed into three parts:

Discriminator Loss: This term ensures that the generated GFV is from the data manifold.
We optimize to maximize the score given by the discriminator to the generated GFV:

Lo(z) = —D(G(2)) (2.5)

Latent Least Squares Loss: This term ensures that the generated GFV, G(z) is close to the
noisy GFV, w; during the optimization and thus remains semantically similar to the input point
cloud. The noisy GFV was obtained using the encoder E, w; = E(.S;). We simply minimize the
L2 distance between the generated GFV and the noisy GFV:

Ly(zw) = [|G(2) — will3 (2.6)

Decoder EMD Loss: This term ensures that the generated GFV maps to a point cloud which
is close to the input point cloud where it exists. Here, we minimize the Earth Mover’s distance
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between the input point cloud and the point cloud decoded from the generated GFV:

Lpmp(z;Si) = dpup(Si, H(G(2))) (2.7)
Thus our final loss becomes a weighted combination of these losses:
Loss(z) = Lpmp(2;S;) + ALp(2) + BLa(z; w;) (2.8)

We perform this optimization using the ADAM optimizer. Note that we use an exponential decay
to reduce the value of A\ and (3, starting with an initial value of 0.001 each. This helps us ensure
that in the initial stages of the optimization, the emphasis on obtaining a semantically consistent
and real looking point cloud and in the latter stages, the emphasis is on reconstructing fine details
of the point cloud. The optimization is stopped as soon as the loss Lp(z) starts increasing. This
ensures that the optimization does not lead to ’unreal’ looking point clouds in order to get the
details right. It is important to note here that we only minimize the loss with respect to z (which
is the input to the Generator). We do not update the generator or discriminator parameters when
performing this optimization. At the end of the optimization, we obtain the optimal latent vector,
z*. We simply pass this through the generator to get the clean GFV, (G(z), which is passed
through the decoder to obtain the completed point cloud, H(G(z)). The entire Latent Denoising
Optimization (LDO) algorithm has been given in Algorithm 2|and visualized in fig[2.1] Note that
the hyperparameter values stay the same for all our experiments. Thus no experiment specific
tuning is required.

Algorithm 1 Training a generative model for use in LDO algorithm
A training set of clean, complete point clouds S. Train an autoencoder, with encoder E
and decoder H, on the training set S, using EMD as the loss metric. For our experiments we
use the implementation in [[1]], but our algorithm is completely transferable to other PointNet-
style architectures such those presented in [61} [88]. Using the trained Encoder, extract the
global feature vectors (GFVs) for all examples in the training set. Train a GAN jointly with
the IE to fit on the distribution of extracted GFVs from training set using Eq

Algorithm 2 Point cloud completion using LDO algorithm

Extract the GFV w; for the partial cloud .S; by passing it through Encoder E. w; =
E(S;)Initialize the latent vector z; using the initializing encoder IE, z; = [ FE(w;) Set
prevLD = Lp(z),A = 0.001,5 = 0.001 k=1,2.N Compute V,Loss(z;) =
V.Leup(zi;Si) + AV.Lp(z) + BV .La(z; w;)Update z; using ADAM Update A = A
0.9998 Update 8 = 5 % 0.9998 Lp(z;) > prevLD Exit Loop Update prevLD = Lp(z;)
Pass the cleaned GFV G(z;) through the previously trained autoencoder’s decoder D to ob-
tain the semantically completed point cloud H (G(z;))

2.4 Evaluation

In this section, we demonstrate the salient features of our LDO algorithm by evaluating its quan-
titative and qualitative performance in multiple scenarios. We compare our model to 2 baseline
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models of point cloud completion, and show the improvement in the reconstruction by applying
LDO in conjunction with these baseline models. We show quantitative and qualitative results
of the improvements gained by LDO on the tasks of point cloud completion and upsampling.
Finally, we show experiments on a real world scenario (SfM) where we demonstrate that our
approach particularly shines in generalizing to real world data, while only having been trained
on synthetic data. To summarize, we’ll be comparing the following models:

2: Autoencoder (AE): An autoencoder trained only with complete point clouds. See Ap-
pendix for full implementation details. This baseline is used to demonstrate cases where
no prior information is available about the deformities in the true data.

2. Denoising Autoencoder (DAE): Another intuitive baseline is an autoencoder with the same
architecture as AE, trained with an augmented dataset of incomplete point clouds. While
working on our experiments, we became aware that the authors of [1]] incidentally updated
their work to suggest a similar DAE based completion method. Our initial experiments
found that DAEs have a tendency to overfit, and don’t generalize well to different amounts
and kinds (small holes, large missing region, low-resolution, SfM point clouds) of incom-
pletion (see appendix). Hence, we train different DAEs with different amounts of incom-
pletion and test them on the same amounts of incompletion to get a competitive baseline
for comparison. Although one would never have this luxury in the real world, this baseline
is used to demonstrate the superiority of our method even when the exact kind and amount
of deformity is known beforehand.

3. Latent Denoising Optimization with AE (AE+LDO): Our algorithm applied using AE and
a GAN learnt on GFVs of the clean training data generated by the AE. We show that despite
never having been trained on noisy/incomplete point clouds, AE+LDO is very effective at
point cloud completion and achieves a huge boost over just the AE’s performance.

4. Latent Denoising Optimization with DAE (DAE+LDOQO): To show the transferability of
LDO, we also apply it on DAE, with a GAN trained on GFVs produced by the DAE on
clean training data. We show that LDO is able to capitalize on the more robust representa-
tions learnt by DAE to improve performance even further than AE+LDO.

Dataset. We use ShapeNetCore, a subset of the full ShapeNet[7] dataset with manually verified
category and alignment annotations. It covers 55 common object categories with about 51,300
unique 3D models. For the purposes of our experiments, we use 4 classes with the most available
data from the dataset, namely: airplane, car, chair and table. For each class, we split the models
into 85/5/10 train-validation-test sets for our experiments and results. We use the models without
any pose or scale augmentations. We uniformly sample the point clouds (2048 points each) from
these models, which serve as the ground truth for our training. In section 4.3, we experiment
on a real-world data case we take sequences of images of faces and pass them through an SfM
pipeline to get noisy point clouds of faces. We use the CMU Multi-PIE [25] dataset as the source
of these face images and the Basel face model [59] to obtain a synthetic dataset of faces. More
details on this are provided in section 4.3
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Figure 2.2: Visualizations of shape completions of LDO on a test set containing all 4 classes. The outputs
under "DAE” are from single denoising autoencodef(t)rained on objects of all 4 classes, with 50% missing
data. Outputs of DAE+LDO are of the single DAE and a single GAN trained on global feature vectors of
the DAE. DAE+LDO leads to much sharper outputs with more details of the partial shape captured. Last
column shows the ground truth and our results overlaid for ease of comparison.
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Figure 2.3: Visualizations of shape completion results of AE and AE+LDO on a test set containing all 4
classes. Random 50% chunks of the inputs are masked at test time. The outputs under AE” are from a
single autoencoder trained on objects of all 4 classes. The rightmost column shows the AE+LDO outputs
overlapped with the ground truth for direct comparison. A massive improvement is seen in reconstruction
quality with our method.
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Figure 2.4: Visualizations of upsampling results of AE and AE+LDO on a test set containing all 4 classes.
The inputs at test time are downsampled to 1/5th of the original points. The outputs under AE” are from a
single autoencoder trained on objects of all 4 classes. The rightmost column shows the AE+LDO outputs
overlapped with the ground truth for direct comparison.
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2.4.1 Masking Experiments

For the first set of experiments, we choose a synthetic masking scheme to demonstrate the ben-
efits of using LDO in point cloud completion tasks. In order to perform masking on a point
cloud, we first choose a random point from the point cloud, and remove its 2048*(X/100) nearest
neighbors of the point to obtain an X% masking. To ease batch processing of point clouds with
unequal number of points, we replicate one of the non-masked points so that each point cloud is
the same size. The PointNet architecture by its nature ignores replicated points. In later sections,
we look into more realistic scenarios where this would become important.

Varying levels of Incompletion

We train a vanilla autoencoder (AE) using the training set in the Airplane class. We then train
a GAN on the GFVs of the AE. At test time, we test the AE and AE + LDO (Latent Denoising
Optimization) with varying levels of masking (20%, 30%, 40% and 50%) in the input point cloud.
The corresponding scores have been reported in Table 2.1] Note that we didn’t have to retrain
our model for the different levels of masking. We observe a clear improvement in performance
by using our method. We also note that the performance of AE decreases with increasing levels
of masking whereas AE+LDO remains more or less robust. We also train multiple denoising
autoencoders (DAE) along with the corresponding GANs with varying levels of masking in the
input (20%, 30%, 40% and 50%). The DAEs are trained to reconstruct the ground truth given the
masked input. In this case, we test DAE and DAE + LDO with masking amounts that the DAE
and the corresponding GAN was trained on. So a DAE and GAN trained with 40% masking are
tested on 40% masking. This is done to demonstrate the benefit of LDO even when the underlying
model (DAE) already has prior knowledge about the incompletion (since it was trained on the
specific kind incompletion). The corresponding scores have been reported in Table 2.1 We
observe that AE + LDO perform on par with a DAE despite not having any prior knowledge
about the kind or amount of incompletion during training. Moreover, performing LDO on DAE
provides further improvement as seen from the scores in Table This shows that our model
can integrate with any AE architecture and capitalize on the robust representations learnt by
the models. A visualization of how reconstruction quality varies with increasing percentage of
missing data can be found in the appendix.

Different classes

To show the robustness of our methods, we test our model on other classes, namely Chair, Car
and Table, both in single-class and multi-class setups. We train a separate AE and the correspond-
ing GAN on the training set of each category. We also train separate DAEs and corresponding
GANs with 30% and 50% masking for each category. We also train a multi-class AE, GAN pair
on a training set with a combination of the four classes (Table, Chair, Car and Airplane). Cor-
respondingly we train two DAE, GAN pairs with 30% and 50% masking respectively (referred
to as Multi-Class in results tables). We test these models on 30% and 50% masking using the
corresponding test sets and report the results in Table 2.1] As in the previous section, the DAEs
trained with specific masking amounts are tested with the same masking amounts. We observe
a similar pattern as was observed in Airplane in all classes except Cars. AE+LDO performs on
par or better than DAE in most of these cases. Moreover, incorporating LDO with DAE further
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Figure 2.5: Plot of losses of a typical LDO optimization. EMD loss against ground truth is used for
evaluation, not for optimization. LD loss is scaled by 0.1 for ease of visualization

improves the results and provides better scores than all other models in most cases. Interestingly,
DAE trained on masked Cars performs better or on par with our models. On further inspection,
we find that this is because there is very little variety in the dataset of cars. Thus DAE is able
to easily transfer from the Car training set to the Car test set by simply producing the nearest
neighbors from the training set. We visualize completion results with 50% masking using our
best performing multi-class model (DAE + LDO) and compare it against its baseline (DAE) in
Figure [5.2(An enlarged version may be found in the appendix). It is seen that our multi-loss
optimization ensures that both, a sharp, valid object is reconstructed, that also fits the available
partial scan as best as possible. Figure [2.3] compares the point cloud completion results of AE
and AE+LDO with 50% masking. We observe that AE produces meaningless point clouds when
the inputs are very highly masked/distorted. Yet, just the addition of our algorithm drastically
boosts the quality of results as shown in the figure, despite the models never having been trained
on incomplete point clouds.

2.4.2 Upsampling Experiments

Upsampling is another important task that comes up in processing 3D data. This is especially
important for StM methods, that often rely on sparse feature points. We investigate the perfor-
mance of LDO for upsampling point clouds that had been downsampled to 20% points of the
original, using just a regular AE without any special training, and see impressive results. We
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Category | % Points Missing | AE DAE | AE + LDO(ours) | DAE + LDO(ours)
Airplane 20% 0.061 | 0.033 0.030 0.028
Airplane 30% 0.079 | 0.036 0.037 0.033
Airplane 40% 0.083 | 0.039 0.041 0.034
Airplane 50% 0.097 | 0.039 0.038 0.037
Chair 30% 0.107 | 0.061 0.052 0.050
Chair 50% 0.120 | 0.064 0.069 0.055
Car 30% 0.096 | 0.0427 0.054 0.041
Car 50% 0.118 | 0.046 0.060 0.051
Table 30% 0.142 | 0.055 0.052 0.047
Table 50% 0.143 | 0.055 0.062 0.050
Multi-Class 30% 0.121 | 0.072 0.058 0.044
Multi-Class 50% 0.113 | 0.069 0.056 0.046

Table 2.1: EMD loss of completed point clouds against ground truth (lower is better). As baselines we
compare against an autoencoder(AE) trained only with complete point clouds as well as a denoising AE
(DAE) trained with partial point clouds. For fairness, the DAEs were trained with the same percentage of
incompleteness as they were tested against. We report the performance of our LDO algorithm when used
together with the AE (AE + LDO) and with the DAE(DAE+LDOQO). Multi-Class refers to training a single
AE/DAE to reconstruct all 4 classes, as well as our own algorithm when used with these AE/DAEs

Category | Amount of | AE | AE+LDO
downsampling
at input

Multi-Class | 80% 0.073 0.058

Table 2.2: EMD loss of upsampled point clouds against ground truth(lower is better). As baselines we
compare against a autoencoder(AE) trained only with complete point clouds. We report the performance
of our LDO algorithm when used together with the AE (AE + LDO).

show the EMD loss for plain AE and our model in Table The upsampled visualizations are
given in Figure 2.4, We see that the AE struggles to reconstruct any meaningful point clouds.
Yet, just by the addition of our algorithm (AE+LDO) we observe a tremendous improvement in
the upsampling quality. This shows the versatility of our approach.

2.4.3 Real-world Experiments

To evaluate the real-world applicability of LDO, we test it on the task of completing input point
clouds obtained from SfM. The aim is to see whether LDO can generalize to real-world point
cloud data, while having been trained only on synthetic data. We use COLMAP [65], a general
purpose SfM pipeline to generate point clouds using sequences of images. We experiment with

the following classes:
1. Shapenet type models: We use some toy car and airplane models for testing. The models
were placed on a rotating surface and multiple images were clicked from different poses
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around the object. These images were then processed through COLMAP. The output point
cloud had incompletions due to severe lack of texture on these models. We test these
incomplete point clouds on the multi-class AE and AE+LDO, as described in section 4.1.2.
We choose these, since we don’t have a training set of real world noisy point coulds along
with their clean counterparts. But we also provide the results of DAE and DAE+LDO
(trained with 50% masking on ShapeNet models) in the Appendix.

2. Faces : We first create a synthetic training set of 3000 face point clouds using the Basel 3D
Morphable Model [59]. The model provides a PCA basis for faces, and different faces can
be obtained by sampling the PCA coefficients from gaussians. We train an AE with similar
architecture as the ShapeNet AEs, except with an input/output size of 8192x3. We then
also train a GAN on the GFVs obtained by this AE, as in the regular procedure to setup
LDO. Next, we use the CMU Multi-PIE [23] to obtain a sequence of images of human
faces taken from different poses. These are processed through COLMAP to obtain point
clouds. These are tested on the AE and AE+LDO models trained on the synthetic Basel
dataset. Here again, we provide the results for DAE and DAE+LDO (trained with 50%
masking on the synthetic training set) in the Appendix.

For both classes, we align and do a “rough” cleaning of the obtained point cloud by aligning
it against a template point cloud of the corresponding synthetic set, and removing points be-
yond a threshold distance from the template. Note that is only to remove background points -
the intrinsic noisiness of the points characteristic of SfM is preserved. Where needed we also
downsample them to fit our model resolution. The qualitative results can be seen in Fig It
is observed that the AE by itself, having only been trained on synthetic data, fails completely
on the ShapeNet-type models, and reconstructs badly fitting faces for the face models, since it
fails to generalize beyond the PCA-basis constrained synthetic faces. However, AE+LDO gets
better reconstructions that fit well with the partial input. We also observe DAE performs worse
than AE, as expected, due to the incorrectly learnt priors. But surprisingly, DAE+LDO seems to
perform better than all the other models (DAE, AE, AE+LDOQO). This illustrates the benefits of
LDO and its ability to exploit the capacity of the underlying model even when the model was
exposed to a bad prior.

2.4.4 Analysis of loss functions

We show a plot of the 3 losses used in LDO optimization and the EMD loss against ground truth
(used for evaluation) during the optimization process of DAE + LDO in Fig[2.5] The x-axis shows
the number of iterations and the y-axis shows the loss values as the optimization progresses. The
plot shows that the initialization encoder provides a decent initialization for the optimization, as
measured by the ground truth EMD Loss (EMD-GT). This shows that the initialization itself is
decent enough to provide scores competitive to that of the DAE. The optimization that follows
is responsible for the improvements over the baseline DAE model. We observe that throughout
the optimization, the three losses, namely, Partial-EMD Loss, Discriminator loss(LD Loss) and
EMD-GT Loss decay gradually until the end of optimization, whereas the L2 loss increases
gradually. This indicates that the GFV is being cleaned as it moves away from the noisy GFV
and moves closer to the clean GFV. The optimization highlighted here takes 324 sec to process
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Figure 2.6: Visualizations of shape completion task on noisy and incomplete point clouds generated by a
general-purpose SfM pipeline.
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50 point clouds on a Titan X GPU. The batch size could be increased to achieve a lower time per
point cloud.

2.5 Discussion

In this chapter, we saw that using the standard approaches for end-to-end learning using purely
data-driven approaches can struggle when exposed to distribution shifts at test time. Thus, we
show that the knowledge of such distributional shifts should be incorporated in the model training
or inference procedure to account for the neccessary invariances. These invariances can help
improve generalization performance and provide more robustness to out-of-distribution samples.

However, note that in this problem, the prior’s connection to the data was very explicit, i.e,
we knew that the output distribution remained constant under distributional shifts and that could
be directly incorporated into the model. In the next chapted, we would be extending this thought
process to a domain where the prior isn’t directly linked to the data and has to be used in a much
more indirect manner.
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Chapter 3

Visual Dialog

3.1 Problem Statement

There has been a lot of recent progress in the machine learning community with developing mod-
els for vision and language understanding, the two most important modalities used by humans in
the real world. Capitalizing on the growth in both these domains, it now seems plausible to build
more advanced dialog systems capable of reasoning over multiple modalities while also learning
from one another. Such systems will allow humans to have a meaningful dialog with intelligent
systems containing visual as well as textual content. Use cases include assistive systems for
the visually impaired, smart multimodal dialog agents (unlike current versions of Siri and Alexa
which are primarily audio based and cannot make effective use of multimodal data) and even
large scale visual retrieval systems. However, as these systems become more advanced, it will
become increasingly common to have two agents interact with each other to achieve a particular
goal [43]. We want these conversations to be interpretable to humans for the sake of transparency
and ease of debugging. This motivates our work on goal-driven agents which interact in coherent
language understandable to humans. This chapter presents work on Goal driven Visual Dialog
Agents.

3.1.1 Challenges

Most prior work on visual dialog [[11], [13]] has approached the problem using supervised learn-
ing where the dialog model is learned using ground truth supervision from a human-human di-
alog dataset to simply increase the likelihood of the human-human dialog. Such supervised
learning based methods have obvious issues though. First, MLE is known to result in models
that generate repetitive dialogs and often produce generic responses. Second, since the agents
are never allowed to interact during training, they end up encountering out-of-distribution ques-
tions and answers when made to interact during evaluation, which would further reduce the task
performance. However, there has been recent work [[12] trying to approach the problem using
reinforcement learning by letting the agents interact using natural language with a common goal
of trying to improve the Q-Bot’s understanding of the image. However, as we will discuss later,
the optimization problem in this interactive setting does not make the agents stick to the domain
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of natural language. Thus, we observe that as we continue training the agents start generating
non-grammatical and semantically meaningless sentences. As in the previous section, we ob-
serve that there is a distributional shift between the training and testing scenarios. Thus, we need
to add additional biases/priors to improve the generalization ability of the model.

However, there doesn’t seem to be any obvious priors on the data distribution itself that
could be utilized trivially as in the last scenario. We do, however, observe that humans continue
to speak in commonly spoken languages despite having plenty of opportunities to specialize, and
hypothesize that this is because they need to communicate with an entire community, and having
a private language for each person would be extremely inefficient. With this idea, we let our
agents learn in a similar setting, by making them talk to (ask questions of, get answers from)
multiple agents, one by one. As opposed to the last scenario, this is a much more implicit prior
on the data generating process.

3.1.2 Assumptions

As described earlier, in this problem, we are going to make assumptions about the underlying
data generating process and incorporate the corresponding priors. To put it more explicitly, we
make the following assumptions:
¢ We assume that humans don’t deviate from natural language because developing a consen-
sus between a huge population of humans is hard.

e We further hypothesise that this behavior will also be observed with our trained dialog
models when training with reinforcement learning.

3.2 Previous Literature

Most of the major works which combine vision and language have traditionally focused on the
problem of image captioning (([36], [87], [82], [30], [47], [90]) and visual question answering
([31, [93], [24]). The problem of visual dialog is relatively new and was first introduced by Das
et al. [[11] who also created the VisDial dataset to advance the research on visually grounded
dialog. The dataset was collected by pairing two annotators on Amazon Mechanical Turk to
chat about an image. They formulated the task as a ‘multi-round’” VQA task and evaluated
individual responses at each round in an image guessing setup. In subsequent work by Das et al.
[12] they proposed a reinforcement learning based setup where they allowed the Question bot
and the Answer bot to have a dialog with each other with the goal of correctly predicting the
image unseen to the Question bot. However, in their work they noticed that the reinforcement
learning based training quickly led the bots to diverge from natural language. In fact Kottur
et al. [37]] recently showed that language emerging from two agents interacting with each other
might not even be interpretable or compositional. We use community regularization to alleviate
this problem. Recent work has also proposed using such goal driven dialog agents for other
related tasks including negotiation [44]] and collaborative drawing [35]. We believe that our work
can easily extend to those settings as well. Lu et al. [48] proposed a generative-discriminative
framework for visual dialog where they train only an answer bot to generate informative answers
for ground truth questions. These answers were then fed to a discriminator, which was trained
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to rank the generated answer among a set of candidate answers. This is a major restriction
of their model as it can only be trained when this additional information of candidate answers
is available, which restricts it to a supervised setting. Furthermore, since they train only the
answer bot and have no question bot, they cannot simulate an entire dialog which also prevents
them from learning by self-play via reinforcement. Wu et al. [85] further improved upon this
generative-discriminative framework by formulating the discriminator as a more traditional GAN
[23], where the adversarial discriminator is tasked to distinguish between human generated and
machine generated dialogs.

3.3 Method

3.3.1 Agent Architectures

We describe all the different components of the agent architectures in this section. Note that the
overall architecture is mostly borrowed from Das et al. [12], Lu et al. [48] with slight modifi-
cations to individual units and an additional caption encoder. We explain these modifications in
detail in this section. We would like to stress that these changes are not the main contribution of
our paper. The main contribution is the Multi-agent dialog framework described in section [3.3.2]

Question Bot Architecture

The question bot architecture we use is inspired by the answer bot architecture in Das et al. [12]],
Lu et al. [48] but the individual units have been modified to provide more useful representations.
Similar to the original architecture, our Q-Bot, shown in Fig. [3.1] also consists of 4 parts, (a) fact
encoder, (b) state-history encoder, (c) question decoder and (d) image regression network.

1. Fact Encoder: The fact encoder is a unidirectional LSTM which is given the previous

question-answer pair (q;_1,a;_1) as input. The LSTM generates a fact embedding F;, €
R512.

2. State/History Encoder: We modify the state-history encoder to incorporate a two-level
hierarchical encoding of the dialog. The encoder first computes the fact embeddings
HtQ = (F, Fy, F3...F,_1), using an LSTM akin to the fact encoder described above. We
pass these embeddings and F; computed by the Fact Encoder through a fully connected
layer, generating attention weights which are used to attend over HtQ , producing the his-

tory embedding ng € R®2. Notice that this results in a two-level hierarchical encoding of
the dialog (g, a;) — F and (Fy, Fy, Fy, ... F}) — SP.

3. Caption Encoder: This is a unidirectional LSTM which is given the image caption c as
input. The LSTM generates a caption embedding C¢ € R°'2.

4. Feature Regression Network: {FtQ, StQ ,C?} are concatenated to produce an embedding
EtQ This is passed through 2 fully connected layers with dropout to produce 3; from the
current encoded state §; = f(S%).

5. Question Decoder: The hidden state of this LSTM is initialized with the hidden state of
the fact encoder. EtQ is passed through a fully connected layer to generate etQ, which is used
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to update the hidden state of the LSTM of the question decoder. The question ¢, is then
generated by sequentially sampling words (either via teacher forcing during supervised
pretraining or via autoregressive generation during RL and evaluation).
Note that we use a dropout of 0.5 in all the LSTMs during training. All LSTM hidden layers
sizes are 512, and the image embedding size is 4096. The input word embedding size is 300.

Figure 3.1: Agent Encoder Architectures (Left: Q-Bot, Right:A-Bot

C LSTM

L= 1
Concat
[Fistmil

dily

) — |

History Attention Encoder History Attention Encoder

Answer Bot Architecture

The architecture for A-Bot, also inspired from Lu et al. [48], shown in Fig. [3.1] is similar to that
of the Q-Bot. It has 3 components: (a) question encoder, (b) state-history encoder and (c) answer
decoder.
1. Question Encoder: The question encoder is a unidirectional LSTM which is given the
current question ¢; generated by the Q-Bot as input. The LSTM generates a question
embedding Q! € R*2.

2. State/History/Image Encoder: The encoder first computes the fact embeddings H/ =
(Fy, Fy, Fs...F;_1), using an LSTM akin to the fact encoder described above. By passing
these embeddings and the Q4 computed by the Question Encoder through a fully con-
nected layer, attention weights are generated which are used to attend over H;!, producing
the history embedding S/ € RP'2. Notice that this results in a two-level hierarchical en-
coding of the dialog (q;,a;) — F; and (Fy, Fy, F3...F) — S {Qf, S, y,:} are then
concatenated to produce an embedding E.

3. Answer Decoder: The hidden state of this LSTM is initialized with the hidden state of
the question encoder. E7 is passed through a fully connected layer to generate e;!, which is
used to update the hidden state of the LSTM of the answer decoder. The answer a, is then
generated by sequentially sampling words (either via teacher forcing during supervised
pretraining or via autoregressive generation during RL and evaluation).

3.3.2 Training

We follow the training process proposed in Das et al. [12]. Two agents, a Q-Bot and an A-
Bot are first trained in isolation, by supervision from the VisDial dataset. After this supervised
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pretraining for 15 epochs over the data, we smoothly transition the agents to learn from each
other via reinforcement learning. The individual phases of training will be described in more
detail below. Note that the key novelty of the work is the multi-agent dialog framework proposed

in Section[3.3.2]

Supervised pre-training

In the supervised part of training, both the Q-Bot and A-Bot are trained separately, using a
Maximum Likelihood Estimation (MLE) loss computed using the ground truth questions and
answers, respectively, for every round of dialog. The Q-Bot simultaneously optimizes another
objective: minimizing the Mean Squared Error (MSE) loss between the true (y ;) and predicted
(1) image embeddings. The ground truth dialogs and image embeddings are from the VisDial
dataset.

Given the true dialog history, image features and a question from the dataset, the A-Bot
generates an answer to that question. Given the true dialog history and the previous question-
answer pair from the dataset, the Q-Bot is made to generate the next question to ask the A-
Bot. Both agents receive only ground truth questions and answers, never what the other agent
generated - so the two agents never actually interact during this phase of training. However, there
are multiple problems with this training scheme. First, MLE is known to result in models that
generate repetitive dialogs and often produce generic responses. Second, since the agents are
never allowed to interact during training, they end up encountering out-of-distribution questions
and answers when made to interact during evaluation, which reduces the task performance. This
can be observed in Figure The performance of the agents trained via supervised learning
dips after each successive dialog round.

Reinforcement Learning Setup

To alleviate the issues pointed out with supervised training, we let the two bots interact with
each other via self-play (no ground-truth except images and captions). This interaction is also
in the form of questions asked by the Q-Bot, and answered in turn by the A-Bot, using a shared
vocabulary. The state space is partially observed and asymmetric, with the Q-Bot observing
{¢,q1,a1...q10,a10} and the A-Bot observing the same, plus the image /. Here, c is the caption,
and ¢;, a; is the i*" dialog pair exchanged where i = 1...10. The action space for both bots
consists of all possible output sequences of a specified maximum length (Q-Bot: 16, A-Bot: 9)
under a fixed vocabulary (size 8645). Each action involves predicting words sequentially until a
stop token is predicted, or the generated statement reaches the maximum length. Additionally, Q-
Bot also produces a guess of the visual representation of the input image (VGG fc-7 embedding
of size 4096). Both Q-Bot and A-Bot share the same objective and get the same reward to
encourage cooperation. Information gain in each round of dialog is incentivized by setting the
reward as the change in distance of the predicted image embedding to the ground-truth image
representation. This means that a QA pair is of high quality only if it helps the Q-Bot make a
better prediction of the image representation. Both policies are modeled by neural networks, as
discussed in Section[3.3.1]

A dialog round at time ¢ consists of the following steps: 1) the Q-Bot, conditioned on the state
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encoding, generates a question ¢;, 2) A-Bot updates its state encoding with ¢; and then generates
an answer a;, 3) Both Q-Bot and A-Bot encode the completed exchange as a fact embedding, 4)
Q-Bot updates its state encoding to incorporate this fact and finally 5) Q-Bot predicts the image
representation for the unseen image conditioned on its updated state encoding.

Similar to Das et al. [11], we use the REINFORCE [83]] algorithm that updates policy pa-
rameters in response to experienced rewards. The per-round rewards that are used to calculate
the discounted returns follow:

Tt(S?, (s> @, 1)) = Uys—1,y"") = Uye, y*) (3.1)
This reward is positive if the distance between image representation generated at time ¢ is closer
to the ground truth than the representation at time ¢ — 1, hence incentivizing information gain
at each round of dialog. The REINFORCE update rule ensures that a (¢, a;) exchange that is
informative has its probabilities pushed up. Do note that the image feature regression network f
is trained directly via supervised gradient updates on the L-2 loss.

However, as noted above, this RL optimization problem is ill-posed, since rewarding the
agents for information exchange does not motivate them to stick to the rules and conventions
of the English language. Thus, we follow an elaborate curriculum scheme described in [11]].
Specifically, for the first K rounds of dialog for each image, the agents are trained using su-
pervision from the VisDial dataset. For the remaining 10-K rounds, however, they are trained
via reinforcement learning. K starts at 9 and is linearly annealed to O over 10 epochs. Despite
these modifications the bots are still observed to diverge from natural language and produce non-
grammatical and incoherent dialog. Thus, we propose a multi bot architecture to help the agents
interact in diverse and coherent, yet informative, dialog.

Multi-Agent Dialog Framework (MADF)

In this section we describe our proposed Multi-Agent Dialog architecture in detail. We claim that
if, instead of allowing a single pair of agents to interact, we were to make the agents more social,
and make them interact and learn from multiple other agents, they would be disincentivized to
develop a private language, and would have to conform to the common language. We call this
Community Regularization.

In particular, we create either multiple Q-bots to interact with a single A-bot, or multiple A-
bots to interact with a single Q-bot. All these agents are initialized with the learned parameters
from the supervised pretraining as described in Section Then, for each batch of images
from the VisDial dataset, we randomly choose a Q-bot to interact with the A-bot, or randomly
choose an A-bot to interact with the Q-bot, as the case may be. The two chosen agents then have
a complete dialog consisting of 10 question-answer pairs about each of those images, and update
their respective weights based on the rewards received (as per Equation [3.1)) during the conversa-
tion, using the REINFORCE algorithm. This process is repeated for each batch of images, over
the entire VisDial dataset. It is important to note that histories are not shared across batches.
MADF can be understood in detail using the pseudocode in Algorithm

Connection to Regularization: It is interesting to note that the MADF setting can actually
be seen as a regularizer for the model. To establish this more formally, we look at the total loss

minimized by each agent. The Total loss (TL) being minimized during the RL phase = Al; +
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A2, at time t, where Al, is negative of the RL reward as described in section [3.3.2] and A2, is
the L-2 loss between predicted and true image embeddings. Consider a setting with N Abots and

1 QBot. The A2; Loss can be written as:
N

A2, = Z(yt(i) —y")? = (y" S+ Z

From the equation, we observe that A2, is a sum of 2 terms, where the first term is the standard
regression loss which would apply for the 1Q,1A case. The second term can be viewed as a
regularization imposed by pairing the other A-bots with the Q-bot, hence we can rewrite A2 as:

A2 = (> — y!')* + Ran, (0) (3.2)
where R 40, (6) represents regularization imposed by the other agents. Similarly, A1, can also be
broken down into a likelihood and a regularization term as follows:

Al = —GWlogn (g, ") + Ray, (6) (3.3)
where G,gl) is the monte-carlo return calculated using the first pair of agents at time t. Thus, both
the terms in the total loss can be broken down into a loss term akin to the 1Q, 1A case and a
regularization term. This regularization term comes from the regularization imposed by pairing
each Q-Bot with multiple A-bots or vice versa. This clearly shows that the multi-bot framework
can be seen as a form of regularization. In the experiments we show that the regularization helps
with the language quality by ensuring that the bots don’t deviate much from natural language.

Algorithm 3 Multi-Agent Dialog Framework (MADF)

1: procedure MULTIBOTTRAIN
2 while train_iter | max_train_iter do > Main Training loop over batches
3 Qbot « random_select (Q1, Q2, Q3....Q4)
4: Abot < random_select (A1, Az, As....A,) > Either ¢ or a is equal to 1
5: history < (0,0, ...0) > History initialized with zeros
6: fact + (0,0,...0) > Fact encoding initialized with zeros
7 Aimage_pred < 0 > Tracks change in Image Embedding
8 Qz1 < Ques_enc(Qbot, fact, history, caption)
9: for tin 1:10 do > Have 10 rounds of dialog
10: quesy <— Ques_gen(Qbot, Qz)
11: Az + Ans_enc(Abot, fact, history, image, ques;, caption)
12: anst < Ans_gen(Abot, Az)
13: fact « [quest, ansy] > Fact encoder stores the last dialog pair
14: history <« concat(history, fact) > History stores all previous dialog pairs
15: Qz + Ques_enc(Qbot, fact, history, caption)
16: image_pred + image_regress(Qbot, fact, history, caption)
17: R; + (target_image — image_pred)? — Aimage_pred
18: Aimage_pred < (target_image — image_pred)?
19: A(wgpot) 1—10 tlol Voaber (Gt log p(ques, Ogpor) — Aimage_pred]
20: A(wApot) < 110 t 1 GV ,,., log p(anse, 0 apot)
21: WQbot <— WQbot + A(WQpot) > REINFORCE and Image Loss update for Qbot
22: W Abot < W Aot + A(W Apot) > REINFORCE update for Abot
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Table 3.1: Comparison of answer retrieval metrics with previously published work. SL has the best scores.
The scores drop drastically in RL-1Q,1A, but MADF agents (RL-3Q,1A and RL-1Q,3A) are able to retain
the same language quality as the SL agent.

| Model | MRR | Mean Rank | R@10 |

Answer Prior [11] | 0.3735 26.50 53.23
MN-QIH-G [11] | 0.5259 17.06 68.88
HCIAE-G-DIS [48] | 0.547 14.23 71.55
Frozen-Q-Multi [12] | 0.437 21.13 60.48
CoAtt-GAN [85] | 0.5578 14.4 71.74
SL(Ours) 0.610 5.323 72.68

RL - 1Q,1A(Ours) | 0.459 7.097 72.34
RL - 1Q,3A(Ours) | 0.601 5.495 72.48
RL - 3Q,1A(Ours) | 0.590 5.56 72.61

Table 3.2: Human Evaluation Results - Mean Rank (Lower is better) : Results show that RL-3Q,1A
outperforms RL-1Q,3A for A-relevance and overall coherence but otherwise SL (Supervised Learning),
RL-1Q,3A, and RL-3Q,1A showed equivalent performance indicating that community regularization can
effectively eliminate any losses to human intelligibility introduced through RL.

| Metric | N | SK | RL1Q,1A [ RL1Q,3A | RL 3Q,1A |
1 Question Relevance 49 | 1.97 3.57 2.20 2.24
2 Question Grammar 49 | 2.16 3.67 2.24 191
3 | Overall Dialog Coherence: Q | 49 | 2.08 3.73 2.34 1.83
4 Answer Relevance 53 | 2.09 3.77 2.28 1.84
5 Answer Grammar 53 | 2.20 3.75 2.05 1.98
6 | Overall Dialog Coherence: A | 53 | 2.09 3.64 2.35 1.90

3.4 Evaluation

3.4.1 Dataset description

We use the VisDial 0.9 dataset for our task introduced by Das et al. [11]. The data is collected
using Amazon Mechanical Turk by pairing 2 annotators and asking them to chat about the image
as a multi round VQA setup. One of the annotators acts as the questioner and has access to
only the caption of the image and has to ask questions from the other annotator who acts as the
‘answerer’ and must answer the questions based on the visual information from the actual image.
This dialog repeats for 10 rounds at the end of which the questioner has to guess what the image
was. We perform our experiments on VisDial v0.9 (the latest available release) containing 83k
dialogs on COCO-train and 40k on COCO-val images, for a total of 1.2M dialog question-answer
pairs. We split the 83k into 82k for train, 1k for validation, and use the 40k as test, in a manner
consistent with [11]. The caption is considered to be the first round in the dialog history.
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Figure 3.2: Comparison of Task Performance: Image Retrieval Percentile scores. This refers to the per-
centile scores of the ground truth image compared to the entire test set of 40k images, as ranked by distance
from the Q-Bot’s estimate of the image. The X-axis denotes the dialog round number (from 1 to 10), while
the Y-axis denotes the image retrieval percentile score. The percentile score decreases monotonically for
SL, but is stable for all versions using RL. This shows that the MADF agents are able to capitalize on the
benefits of interactive learning.

3.4.2 Evaluation Metrics

We evaluate the performance of our model’s individual responses by using 4 metrics, proposed by
[12]]: 1) Mean Reciprocal Rank (MRR), 2) Mean Rank, 3) Recall@10 and 4) Image Retrieval
Percentile. Mean Rank and MRR compute the average rank (and its reciprocal, respectively)
assigned to the ground truth answer, over a set of 100 candidate answers for each question (also
averaged over all the 10 rounds). Recall@ 10 computes the percentage of answers with rank less
(better) than 10. Intuitively all these language metrics are trying to measure similar things, i.e,
how highly does the model rank the ground truth answer over a set of 100 candidate responses.
Thus, if the model gives a lower rank to the ground truth answer, then we can say that the model
is highly likely to produce the ground truth response to the question. But at the same time they
do have some qualitative differences. For example, MRR and Rank@10 are more robust to
outliers but Mean Rank is not (but it is more interpretable). The fourth metric, i.e, the Image
Retrieval percentile, is different from the first 3 metrics. It is a measure of how close the image
prediction generated by the Q-bot is to the ground truth. All the images in the test set are ranked
according to their distance from the predicted image embedding, and the rank of the ground truth
embedding is used to calculate the image retrieval percentile. This gives a measure of the quality
of the information exchange. All results are reported after 15 epochs of supervised learning and
10 epochs of curriculum learning as described in Section Consequently, the training time
of all 3 systems are equal.

Table @ compares the Mean Rank, MRR, and Recall@10 of our agent architecture and
dialog framework (below the horizontal line) with previously proposed architectures (above the
line). SL refers to the agents after only the isolated, supervised training of Section RL-
1Q,1A refers to a single, idiosyncratic pair of agents trained via reinforcement as in Section[3.3.2]
RL-1Q,3A and RL-3Q,1A refer to social agents trained via our Multi-Agent Dialog framework
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in Section[3.3.2] with 1Q,3A referring to 1 Q-Bot and 3 A-Bots, and 3Q, 1A referring to 3 Q-Bots
and 1 A-Bot.

It can be seen that our agent architectures clearly outperform all previously published results
using generative architectures in MRR, Mean Rank and R@10. This indicates that our approach
produces consistently good answers (as measured by MRR, Mean Rank and R@10). It is impor-
tant to note that the point here is not to demonstrate the superiority of our architecture compared
to other architectures. The point here is instead to show that the MADF framework (RL-3Q,1A
and RL-1Q,3A) is able to maintain the same language quality as the supervised agent while im-
proving the image retrieval scores. In fact, community regularization (in the form of the proposed
MADF setup) can be integrated with any of the visual dialog algorithms in Table Notice that
SL has the best scores. The scores drop drastically in RL-1Q,1A, but RL-3Q,1A and RL-1Q,3A
obtain scores comparable to SL. This shows that the agents trained by MADF are able to main-
tain the language quality of SL agents without sacrificing much on the task performance (image
retrieval percentile). Fig. [3.2] shows the change in image retrieval percentile scores over dialog
rounds. The percentile score decreases monotonically for SL, however it is stable for all versions
using RL. The decrease in image retrieval score over dialog rounds for SL is because the test set
questions and answers are not perfectly in-distribution (compared to the training set), and the SL
system can’t adapt to these samples as well as the systems trained with RL. As the dialog rounds
increase, the out-of-distribution nature of dialog exchange increases, hence leading to a decrease
in SL scores. Interestingly, despite having strictly more information in later rounds, the scores
of RL agents do not increase - which we think is because of the nature of recurrent networks to
forget.

The results in Fig. [3.2]and Table [3.1]show that the MADF setup allows the agents to achieve
consistent task performance without sacrificing on language quality. We further support this
claim in the next section where we show that human evaluators rank the language quality of
MADF agents to be much better than the agents trained via reinforcement without community
regularization.

3.4.3 Human Evaluation

There are no quantitative metrics to comprehensively evaluate dialog quality, hence we do a hu-
man evaluation of the generated dialog. There are 6 metrics we evaluate on: 1) Q-Bot Relevance,
2) Q-Bot Grammar, 3)A-Bot Relevance, 4) A-Bot Grammar, 5) Q-Bot Overall Dialog Coherence
and 6) A-Bot Overall Dialog Coherence. We evaluate 4 Visual Dialog systems, trained via: 1)
Supervised Learning (SL), 2) Reinforce for 1 Q-Bot, 1 A-Bot (RL-1Q,1A), 3) Reinforce for
1 Q-Bot, 3 A-Bots (RL-1Q,3A) and 4) Reinforce for 3 Q-Bots, 1 A-Bot (RL-3Q,1A). We
asked a total of 61 people to evaluate the 10 QA-pairs generated by each system for a total of
102 randomly chosen images, requiring them to give an ordinal ranking (from 1 to 4) for each
metric. All the evaluators were provided with the caption from the dataset. Evaluators taking the
perspective of the A-Bot were provided with the image and asked to evaluate answer relevance
and grammar, while those taking the perspective of the Q-Bot evaluated question relevance and
grammar. Both groups rated dialogs for overall coherence. Table[3.2]contains the average ranks
obtained on each metric (lower is better).

The results convincingly validate our hypothesis that having multiple A-Bots/Q-Bots im-
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proves the language quality as compared with single Q-Bot and A-Bot. Kruskal-Wallis tests
found strong differences among rankings (p< .0001) across all measures. Pairwise comparisons
using the Mann-Whitney U test found a consistent pattern in which RL 1Q,1A performed sub-
stantially worse than other methods across all measures: for
1. Q-relevance: SL: U=348, p<.0001; RL-1Q3A: U=2235, p< .0001; RL-3Q1A U=2209,
p< .0001,

2. Q-grammar: SL: U=319, p< .0001; RL-1Q3A U=2280, p< .0001; RL-3Q1A U=2221,
p< .0001;

3. A-relevance: SL U=256, p< .0001; RL-1Q3A U=2741, p< .0001; RL-3Q1A U-2909, p<
.0001;

4. A-grammar: SL U=305, p< .0001; RL-1Q3A U=2857, p< .0001; RL-3Q1A U=2673,
p< .0001;

5. Overall (both groups): SL U=1206, p< .0001; RL-1Q3A U= 9458, p< .0001; RL-3Q1A
U=10052, p< .0001.

Results showed that RL 3Q,1A outperformed RL 1Q,3A for A-relevance U=1889, p< .02 and
overall coherence U=6543, p< .006 but otherwise SL, RL-1Q,3A, and RL-3Q,1A showed equiv-
alent performance indicating that community regularization can effectively eliminate any losses
to human intelligibility introduced through reinforcement learning. These results further support
the claims made in the previous section that the MADF setup allows the agents to show consis-
tent task performance (image retrieval percentile) while maintaining the language quality of the
supervised agents.

We show a couple of randomly chosen examples from the set shown to the human evaluators
in Fig. ??. The trends observed in the scores given by human evaluators are also clearly visible in
this example. MADF agents are able to model the human responses much better than RL 1Q,1A
and are about as well as (if not better) than SL trained agents. It can also be seen that although the
RL-1Q,1A system has greater diversity in its responses, the quality of those responses is greatly
degraded, with the A-Bot’s answers especially being both non-grammatical and irrelevant.

3.5 Discussion

In this chapter, we studied existing methods used for the visual dialog task and proposed the
MADF framework to improve generalization. Moreover, it’s important to note that, the technical
problems of generalization, grounding and distribution mismatch studied in this chapter aren’t
specific to visual dialog. In fact, the problem and the corresponding approach suggested to tackle
the problem using the MADF framework are applicable to all dialog applications. However, the
core concept harks back at utilizing the priors about the dataset/problem in order to obtain a more
desirable solution.

Shifting gears, in the next chapter, we will discuss a very different problem where we as
data scientist don’t have enough intuitions about the dataset to make reasonable assumptions and
build priors into our models. In such situations, it becomes critical to intelligently collect more
data to augment the limited priors available.
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Chapter 4

Poaching Threat Prediction

4.1 Problem Statement

Wildlife conservation agencies try multiple solutions to protect the wildlife and their habitats
from poaching and illegal trade. One of these is to send rangers to patrol in protected conser-
vation areas [41]]. However, because of limited patrolling resources, it is impossible to monitor
all intrusion routes and protect the entire area. Thankfully, rangers record their findings, includ-
ing animal signs and poaching activity signs, e.g., snares placed by poachers during the patrol.
One can analyze these records to get insights of the poaching patterns and strategically allocate
resources to detect and deter poaching activities.

In this chapter, we would be working on the problem of poaching threat prediction in a
Wildlife Conservation Area and use the predicted threat to suggest routes that the rangers could
take to efficiently patrol the areas. This problem statement is unique and different from the other
problems in this thesis and exposes us to a variety of problems that are usually ignored or swept
under the rug by the machine learning community.

4.1.1 Challenges

The dataset comes with several challenges and peculiarities. It suffers from significant class im-
balance, sparsity and noise in negative labels. Furthermore, there aren’t a lot of obvious priors
about the features that we as designers had which we could exploit. So, the data was essentially
unstructured. Making matters worse, we additionally had to tackle the issue of shifting distri-
butions as the poachers would seasonally shift the areas they target depending on the previous
years routes taken by the rangers.

Imbalanced Data and Data sparsity

As can be seen in Figure the dataset is extremely skewed with very few positive examples
(29.5 on averageﬂ) in contrast to a large number of negative examples (9310.5 on average). In

The data in 2017-2018 is not complete and is excluded from the computation of average.
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Figure 4.1: Yearwise number examples of each type

50 60000 10000

9000
o 50000
, 8000
60 8
§ 40000 7000
0 & 6000
2
40 30000 2 so00
5 4000
2
5 5
20000 3
2 £ 200
2 10000
10 1000
. | 0 0

2013-2014  2014-2015  2015-2016  2016-2017  2017-2018* 2013-2014  2014-2015  2015-2016  2016-2017  2017-2018* 2013-2014  2014-2015  2015-2016  2016-2017  2017-2018*

Number of Positive Examples
Number of Unlabeled Examples
Number of Negative Exampl

addition, only a small portion of the area is patrolled every year, leading to a very larger set of
unlabeled data (44493.25 on average).

Noisy Data

Detecting snares requires experience and in many cases, the snares cannot be found easily, given
the tree branches in the scene, especially when one is walking. As a result, the patrollers might
have simply missed the snares in certain regions while patrolling and hence a lot of the negative
data points might indeed be positive. Therefore, we expect noise in the negative labels in our
dataset.

Unstructured Data

Based on geographical data, historical patrol records in 2013-2017, and recent records of 2017-
2018 winter season patrol in HNHR, we divide the area into a 1km grid and construct a dataset
where each data point corresponds to a grid cell in a patrol season. The label for each data point
indicates whether or not there were any poaching activities in the grid cell in that patrol season.
The features of each data point include: the distance from each area to the closest stream, village,
patrol post, river, marsh, village road, provincial road, national road, highway, conservation
boundary; land type, the elevation and slope of each area; patrol length (total distance patrolled
in the grid) in last patrol season.

Unlike images/text/speech etc., these features are pretty hard to interpret for a data scientist.
Hence, adding explicit priors on the data can be hard and requires conversing with the rangers
themselves.

Dataset shift

After every season, the poachers adapt their strategy depending on which of their previous traps
were found by the rangers. Thus, the poachers place the traps in different regions for the next
season using their adapted strategy. So, the prediction model has to additionally take into account
the distributional shift that takes place every season.
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4.2 Previous Literature

There has been some previous work focusing on understanding and predicting poaching ac-
tivities. [S3] and [67]] analyze the physical environment and find correlations between certain
features and poaching incidents. More recently, machine learning based approaches have been
explored to predict poaching. [S5] uses a Dynamic Bayesian Network that explicitly models the
dependencies between occurrence and detection of poaching activities, as well as the temporal
pattern of poaching. [33] designs an ensemble of decision trees which incorporate spatial cor-
relation of poaching to account for the undetected instances. [21] provides a hybrid model that
combines decision trees and Markov Random Fields [21] to exploit the spatio-temporal corre-
lation of poaching activities. [22] proposes to weigh the negative data points in the training set
based on patrol effort so as to account for the label uncertainty. However, the challenge of hav-
ing limited data is not fully resolved and human knowledge is only used in very limited ways in
previous works such as to select features to be considered and to represent the dependency and
correlation relationships. In addition to wildlife poaching, predicting other types of crimes based
on real-world data has been studied using general principles such as “crime predicts crime” in
criminology[32, [7/1]. However, most of these rely on a sufficiently large dataset and ignore the
fact that there are undetected or unreported crime instances. Thus, new methods for exploiting
expert knowledge and using these implicit information in the data is needed to efficiently handle
cases with limited real-world data.

4.3 Methods

Despite the effort made towards addressing these challenges, there has been limited success to-
wards solving the challenges mentioned above purely using machine learning techniques and
hand designed priors. Thus, we use a different strategy. We recognized the fact that the conser-
vation site managers and rangers have extensive experience in the field and have been interacting
with poachers for years. Thus the information they can provide is critical to building a better un-
derstanding of the poachers. Hence, we approach these experts for more domain specific knowl-
edge rather than trying to guess more priors by ourselves. However, extracting useful/relevant
information from the experts is tricky and requires intelligently designed questions. Specifically,
we test 2 approaches to elicit and exploit human knowledge described in Section ?? and ??.
However, in doing so, we need to make sure that we don’t overburden the experts.

At the same time, in order to get a reasonable baseline to build upon, we also use standard
machine learning techniques to balance the data and use the unlabeled data for dynamic negative
sampling.

4.3.1 Eliciting Information from Domain Experts

Extracting coarse/weak supervision

Given the peculiarities of the dataset, it is very important to elicit some explicit or implicit infor-
mation from domain experts so that we can make use of the unlabeled data as well as the noisy
labeled data. It should be noted that several factors need to be kept in mind while collecting
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Figure 4.2: Visualization of the 40 clusters
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domain knowledge from the experts. Firstly, it is not possible for the experts to give very accu-
rate and fine-grained information (e.g, the specific probabilities for every region). Second, the
experts cannot be expected to label a huge amount of data given the limited amount of resources
and time they have. Third, it should be expected that the information provided by the experts can
be noisy. Hence, we have to settle for a limited amount of information which is coarse-grained
and noisy. But at the same time, we need to ensure that we are able to extract enough information
to tackle the bottlenecks in the machine learning models. With these in mind, we develop the
following method to elicit information from the domain experts.

Recognizing the fact that it is difficult for the experts to provide estimates of poaching threat
level for every single grid cell in the conservation area, and that fine-grained labels provided by
the experts can be very noisy, we propose a method to obtain information at a coarse level from
the experts. Instead of asking the experts to score each individual cell, we first group these cells
into clusters using K-means clustering in the feature space. We then present these clusters to
the experts and ask them to provide a score for each cluster from 1 to 10, where 1 corresponds
to minimum threat level and 10 corresponds to maximum threat level. To decide the number of
clusters to be used in this procedure, we asked the domain experts for feedback. They believed
that 40 — 50 clusters would be a reasonable number to ensure consistency across the labeling
on a given set of clusters. Following their advice, we repeat this procedure twice, first with 40
clusters and then with 50 clusters. Doing it twice helps account for any inconsistency in the
scores provided by the experts. This gives us two sets of clusters and their corresponding scores.
This approach helps us extract useful information about the threat level without causing much
cognitive burden on the experts. Specifically, now the experts only need to provide 90 scores
rather than about 75000 scores, one for each grid cell. See Figure 4.2|for visualizations of the 40
clusters in the map.

Constructing Aggregated Score : Based on the two set of scores provided by the expert,
we compute the aggregated score as an indicator of the threat level of a grid cell. The experts
provide us with a score (from 1 to 10) for each cluster for each questionnaire. But we have these
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Table 4.1: Feature Ranges provided by Domain experts

Snaring Threat | dist-village | dist-patrol | dist-river
low [0,0.3] [0,0.03] [0.1,1]
high [0.3,1] [0.03,1] [0,0.1]

confidence score for each cluster set individually. In order to combine these two sets of cluster
scores, we propose a simple approach. If a grid cell k£ belongs to a cluster Cyo(k) with score
s40(Cyo(k)) when 40 clusters are used and belongs to a cluster Cso(k) with score s50(Cjo(k))
when 50 clusters are used, we define the aggregated score as the minimum of the two, i.e.,

s(k) = min{s4(Cao(k)), s50(C50(k))}
In other words, we assign a high score to a data point only if it received a high score in both
cluster sets.

Feature priors

We plotted the histograms for individual features and found that in some of them there was
a clear difference between positive and negative samples. The histograms for dist-village and
dist-river can be seen in Figure 4.3] Hence, we asked the experts to provide specific ranges for
some of the features which they think have high correlation with the labels. We also asked for
their confidence on the specific ranges provided (in line with the 4-point estimates [75]] to elicit
distributions). However, the experts commented that providing confidence for each feature was
difficult since multiple other factors need to be taken into account. Thus they provided only the
ranges for 11 features. A sample of 3 of those features has been shown in Table . T|for illustration
purposes. We further prune the features whose ranges do not correlate well with data. After the
pruning, we were left with ranges for 4 features namely, dist-patrol, dist-village, elevation and
slope.

Given the feature ranges for which the probability P(Y = 1|X) is high, we aim to unlabeled
data points which are more likely to have positive labels. We assume that, given feature X; and
corresponding feature range, F;, the probability, P(Y = 1|X; € F;) = pand P(Y = 1|X; ¢
F;) = g, for any the features. We can apply Bayes rule, and use the Naive Bayes assumption on
the features. Simplifying it we get, "

_ Gy _ H?:l P(Y - 1|Xi] )
PY =1|XV) = P = 1) 4.1
where n is the total number of features we consider. The denominator can be replaced with a
normalization constant Z. If m out of the n features fall inside the specified ranges provided, the

equation above can be simplified to
Py =1x@0y =24 (4.2)

We use these probabilities to then sample from the unlabeled dataset and augment the positive
examples in the dataset. This is described in more detail below.
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Figure 4.3: Histograms for dist-village and dist-river
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4.3.2 Data Augmentation

In order to tackle the unique properties of the dataset we use three ways to perform data augmen-
tation. (1) Positive Sampling (PS) Since the number of positive examples are very low compared
to the negative examples, we choose to duplicate the positive examples to balance the dataset
during training. (2) Negative Sampling (NS) As established previously we know that most of the
unlabeled examples are low threat regions, since the experts chose not to explore those regions.
Hence we add a random partition of the unlabeled set into the negative set during training. It
is important to note here that unlabeled data points have never been patrolled and are thus year
agnostic. Thus we only add the one data point per grid when sampling unlabeled data points
instead of adding a sample for each year. (3) Score based Positive Sampling (PS) Although the
information collected from domain experts as described in Section [4.3.1]is coarse and noisy, it
can be incorporated into the machine learning model in a variety of ways. In this work, we
propose to use the aggregated score or the probabilities to add the unlabeled data points that are
likely to have positive labels to the positive dataset. When using the cluster based scores, we
add all unlabeled data points whose corresponding grid cell has aggregated scores greater than
or equal to 6 to the positive dataset. In the case of feature ranges, we just sample the unlabeled
examples based on the probabilities computed in[4.2]to add to the positive dataset. Similar to NS,
we add only one sample per grid when sampling from unlabeled data points instead of adding an
entry for each year.

4.3.3 Model Implementations

Bagging Ensemble Decision Tree We use bagging ensemble decision tree [6]] with 1000 trees
where each base tree is trained using only 10 percent of the total training data. We use entropy
to compute the information gain at each node. We use the implementation provided scikit-learn
with the above mentioned parameters to train the model.

Neural Networks We also use a three-layer feedforward neural network [40] with 8 neurons
on the first layer , 4 neurons on the second layers and a single neuron in the last layer spitting out
the threat probability for that data point. We use relu nonlinearity in the first and second layers
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and a sigmoid at the output. To predict the final output we use an ensemble of 100 such neural
networks.

4.4 Evaluation

4.4.1 Metrics

We evaluate our model performance using 4 metrics precision, recall, F1 score and the 1l score.
We choose to report the 1l score along with the precision, recall and F1 scores because it offers
better discriminability since it’s not bounded between [0, 1]. We do not include the more com-
monly used AUC ROC score because we observed that it was sensitive to false positives and gave
a high score even when the number of false positives were high.

Recall x TestSetSize

TruePositives + FalsePositives

llscore =

4.4.2 Evaluation on Dataset

Given the limited number of positive samples in the dataset, it is infeasible to separate the dataset
into a test set and a training set without getting a biased evaluation of our model. Hence, we per-
form 4-fold cross validation to train and test our model performance multiple times and average
the results across all the runs. The dataset here includes the entire data collected between 2013
to 2018. Table contains the precision, recall, F1 and the 1l scores for the model and multiple
baselines. In the experiments listed in the Tabled.2] DD indicates Data Duplication. We find that
data duplication is very crucial. The model completely fails (predicts negative labels for every
example) if we remove this component. We test a another data oversampling technique called
SMOTE: Synthetic Minority Over-sampling Technique [8] to compare against data duplication.
We observe that this does not help with our dataset. For DT, we also observe that the Positive
Sampling (PS) when added standalone significantly deteriorates the precision since it leads to
an increase in the false positive rate. Adding Negative sampling (NS) standalone does not cause
much benefit either. But adding both positive and negative sampling together leads to a boost in
performance. In fact, a combination of NS and PS results in performance improvement in the
neural network as well. This shows that expert knowledge can boost the performance of both
the machine learning models even if their relative performances are very different. We observe
that the neural network has a very high false positive rate even after training with Negative sam-
pling resulting in poor performance overall. We also include the scores computed when using a
random classifier which labels any example as positive with probability 0.5 to give the readers a
sense of baseline values for each of the scores.

4.4.3 Feature priors

In order to estimate the probability of being positive for each unlabeled data point, in Eq. [4.2]
we use p = 0.04 and ¢ = 0.01 as advised by the experts. We pick 1000 samples that have the
highest probability computed through Equation and add them to the Positive dataset. We
refer to this data augmentation approach as Positive sampling using feature ranges (PSFR) and
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Table 4.2: Scores for our model and contribution of each component

Models LL score | Recall | Precision | F1 score
Random decisions 0.51 0.5 0.004 0.008
DT 0.0 nan 0.0 0.000
DT with DD 14.60 0.31 0.17 0.219
DT with SMOTE 11.19 0.35 0.12 0.179
DT with DD, PS 4.99 0.35 0.05 0.087
DT with DD and NS 14.05 0.27 0.19 0.223
DT with DD, NS, PS 15.42 0.31 0.18 0.227
NN 0.0 nan 0.0 0.000
NN with DD 3.26 0.72 0.016 0.031
NN with DD, NS 2.47 0.48 0.02 0.038
NN with DD, NS, PS 3.70 0.79 0.02 0.039

Table 4.3: Scores when positive sampling using feature ranges

Models LL score | Recall | Precision | F1
DT with DD 14.60 0.31 0.17 0.219
DT with DD, PSFR 6.87 0.34 0.07 0.116
DT with DD and NS 14.05 0.27 0.19 0.223
DT with DD, NS, PSFR 10.88 0.29 0.14 0.189

report the scores in Table [4.3] We observe that using these features brings down the performance
of the model even after feature pruning. This shows how sensitive the performance is to positive
sampling. Hence positive sampling in such cases needs to be done with utmost care.

4.4.4 Field Tests

The predictions of poaching activities made based on DT with DD and NS trained on 2013-2017
dataset has been used to guide two sets of field tests. In October 2017, a two-day field test was
conducted in HNHR. The rangers selected two patrol routes that covered areas which had not
been frequently patrolled but were predicted to have poaching activities by our model. During
the field test, 22 snares were found. During November 2017 to February 2018, a set of 34 patrol
shifts were undertaken (each taking an avg of 2.85 hours). During these patrols, 7 snares were
found. However, rangers mentioned that that the low number of findings during these patrols is
mainly due to the reduced tolerance to poaching in China this year, as can be seen from a set of
changes in policy [5]. We expect to run larger scale tests with models that incorporates human
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knowledge elicited through the clustering-based questionnaires and data from conservation sites
in Northeastern China in the next patrol season.

4.5 Discussion

In this chapter, we explored a weird dataset/domain that has very different properties from the
ones seen in the last 2 chapter. We observed that in this dataset, it was difficult to simply rely
on the data that was already provided or rely on intuitions to add priors to the machine learning
model. Thus, we had to take an extra step and find innovative ways of eliciting specialized
human knowledge from the experts to enhance the predictive analysis in wildlife poaching. We
designed questionnaires to elicit information from domain experts. The information is then used
to estimate a threat level of each data point and augment the dataset for training. However, we
find that the performance is very sensitive to positive data augmentation. Hence incorporating the
expert knowledge to augment the positive data needs to be done carefully. Biases in the expert
supervision can affect the performance adversely in certain cases as shown in the Alternative
Domain Knowledge section. We demonstrate a more principled method of collecting this prior
knowledge by clustering the data points and getting weak labels over the clusters. It is important
to note that our approach is fairly generic and can be used in a variety of other settings, where the
expert knowledge is costly and a large portion of the data is unlabeled. All results in this section
have already been published in COMPASS 2018 conference.

In the next chapter, we’ll look at another very different domain of reinforcement learning but
continue on this idea of data augmentation. In the RL setting, an agent is tasked with exploring
and collecting its own data to perform a specific task, i.e, based on the past experience the agent
itself chooses the new data to train on.
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Chapter 5

Exploration in Meta-RL

5.1 Problem Statement

Reinforcement learning (RL) approaches have seen many successes in recent years, from mas-
tering the complex game of Go [72]] to even discovering molecules [S7]. However, a common
limitation of these methods is their propensity to overfitting on a single task and inability to
adapt to even slightly perturbed configuration [92]. Meta reinforcement learning addresses these
shortcomings by learning the inductive biases and heuristics required (to quickly adapt to the
new task) from the data itself. These inductive biases or heuristics can be induced in the model
in various ways like optimization algorithm, policy, hyperparameters, network architecture, loss
function, exploration strategies [68], etc. Recently, a class of parameter initialization based meta-
learning approaches have gained attention like Model Agnostic Meta-Learning (MAML) [18]].
MAML finds a good initialization for a model or a policy that can be adapted to a new task by
fine-tuning with policy gradient updates from a few samples of that task. However, we will see
in this chapter, that even meta-learning algorithms benefit from the addition of priors.

5.1.1 Challenges

Since the objective of meta-RL algorithms is to adapt to a new task from a few examples, efficient
exploration strategies are crucial for quickly finding the optimal policy in a new environment.
Some recent works have tried to address this problem by improving the credit assignment of the
meta learning objective to the pre-update trajectory distribution [63,76]. However, that requires
transitioning the base policy from exploration behavior to exploitation behavior using one or few
policy gradient updates. This limits the applicability of these methods to cases where the post-
update (exploitation) policy is similar to the pre-update (exploration) policy and can be obtained
with only a few updates. Additionally, for cases where pre- and post-update policies are expected
to exhibit different behaviors, large gradient updates may result in training instabilities and poor
performance at convergence.
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5.1.2 Assumption

To address the above mentioned problem, we propose to explicitly model a separate exploration
policy for the task distribution. This means that we would add a strong assumption that the
exploration and exploitation policies are completely uncorrelated. However, we would show
through our experiments, that this assumption is very useful when it is true and doesn’t hurt the
performance even when it is not true.

5.2 Previous Literature

Meta-learning algorithms proposed in the RL community include approaches based on recurrent
models [[15} [17], metric learning [73, 78], and learning optimizers [56l]. Recently, Finn et al.
[18] proposed Model Agnostic Meta-Learning (MAML) which aims to learn a policy that can
generalize to a distribution of tasks. Specifically, it aims to find a good initialization for a policy
that can be adapted to any task sampled from the distribution by fine-tuning with policy gradient
updates from a few samples of that task.

Efficient exploration strategies are crucial for finding trajectories that can lead to quick adap-
tation of the policy in a new environment. Recent works [26|62]] have proposed structured explo-
ration strategies using latent variables to perform efficient exploration across successive episodes,
however, they did not explicitly incentivize exploration in pre-update episodes. E-MAML [76]]
made the first attempt at assigning credit for the final expected returns to the pre-update distri-
bution in order to incentivize exploration in each of the pre-update episodes. Rothfuss et al. [63]]
proposed Proximal Meta-Policy search (ProMP) where they incorporated the causal structure for
more efficient credit assignment and proposed a low variance curvature surrogate objective to
control the variance of the corresponding policy gradient update. However, these methods make
use of a single base policy for both exploration and exploitation while relying on one or few gra-
dient updates to transition from the exploration behavior to exploitation behavior. Over the next
few sections, we illustrate that this approach is problematic and insufficient when the exploration
and exploitation behaviors are quite different from each other.

A number of prior works have tried to utilize self-supervised objectives [[19} 131} 50, 158 [84]
to ease learning especially when the reward signal itself is insufficient to provide the required
level of feedback. Drawing inspiration from these approaches, we modify the inner loop up-
date/adaptation step in MAML using a self-supervised objective to allow more stable and faster
updates. Concurrent to our work, Yang et al. [89] also decoupled exploration and adaptation
policies where the latter is initialized as a learnable offset to the exploration policy.

5.3 Background

5.3.1 Meta-Reinforcement Learning

Unlike RL which tries to find an optimal policy for a single task, meta-RL aims to find a policy
that can generalize to a distribution of tasks. Each task 7" sampled from the distribution p(7") cor-
responds to a different Markov Decision Process (MDP) defined by the tuple (S, A, P,r,v, H)
with state space S, action space 4, transition dynamics P, reward function r, discount factor +,
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and time horizon H. These MDPs are assumed to have similar state and action space but might
differ in the reward function r or the environment dynamics P. The goal of meta RL is to quickly
adapt the policy to any task 7 ~ p(7T ) with the help of few examples from that task.

5.3.2 Credit Assignment in Meta-RL

MAML is a gradient-based meta-RL algorithm that tries to find a good initialization for a policy
which can be adapted to any task 7 ~ p(7) by fine-tuning with one or more gradient updates
using the sampled trajectories of that task. MAML maximizes the following objective function:

J(0) =1~p(7) [INPT(/W) [R(/)H

with ¢ = U(Q, T) =0+ OéV@NpT(‘g) [R()] 5.1
where U is the update function that performs one policy gradient ascent step to maximize the
expected reward RR() obtained on the trajectories sampled from task 7.

Rothfuss et al. [63] showed that the gradient of the objective function J(#) in Eq. can be
written as:

Vo J(0) =7p() [ {VGJpost(/) + Vodpre (\') H

~Pr(10) ~Pr('6")

where,
Vodpo(;') = Ve log m(") R(") (I +aR()Vjlog W@())j (5.2)
V(,Z;’ uer transformati;r:from 0" to 0
Vsl ) = aVolog ) (Volos a0 RO (Vo logme (OR() ) (53)
v e}rinner V 0 /\jnuler

The first term Vg Jpos(,”) corresponds to a policy gradient step on the post-update policy
g W.LL.. the post-update parameters ¢’ which is then followed by a linear transformation from
¢’ to 6 (pre-update parameters). Note that V., (,’ ) optimizes ¢ to increase the likelihood of
the trajectories ' that lead to higher returns given some trajectories . However, this term does
not optimize 6 to yield trajectories that lead to good adaptation steps. That is, infact, done by
the second term Vg.Jy.(,”). It optimizes for the pre-update trajectory distribution, Pr(|6), i.e,
increases the likelihood of trajectories that lead to good adaptation steps.

During optimization, MAML only considers Jps(,’) and ignores Jy(,"). Thus MAML
finds a policy that adapts quickly to a task given relevant experiences, however, the policy is not
optimized to gather useful experiences from the environment that can lead to fast adaptation.

Rothfuss et al. [63]] proposed ProMP where they analyze this issue with MAML and incorpo-
rate VgJy(,' ) term in the update as well. They used The Infinitely Differentiable Monte-Carlo
Estimator (DICE) [20] to allow causal credit assignment on the pre-update trajectory distribu-
tion, however, the gradients computed by DICE still have high variance. To remedy this, they
proposed a low variance (and slightly biased) approximation of the DICE based loss that leads
to stable updates.
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5.4 Method

The pre-update and post-update policies are often expected to exhibit very different behaviors,
1.e, exploration and exploitation behaviors respectively. For instance, consider a 2D environment
where a task corresponds to reaching a goal location sampled randomly from a semi-circular
region (example shown in appendix). The agent receives a reward only if it lies in some vicinity
of the goal location. The optimal pre-update or exploration policy is to move around in the semi-
circular region whereas the ideal post-update or exploitation policy will be to reach the goal state
as fast as possible once the goal region is discovered. Clearly, the two policies are expected to
behave very differently. In such cases, transitioning a single policy from pure exploration phase
to pure exploitation phase via policy gradient updates will require multiple steps. Unfortunately,
this significantly increases the computational and memory complexities of the algorithm. Fur-
thermore, it may not even be possible to achieve this transition via few gradient updates. This
raises an important question: DO WE REALLY NEED TO USE THE PRE-UPDATE POLICY FOR
EXPLORATION AS WELL? CAN WE USE A SEPARATE POLICY FOR EXPLORATION?

Using separate policies for pre-update and post-update sampling: The straightforward
solution to the above problem is to use a separate exploration policy /.4 responsible for collecting
trajectories for the inner loop updates to get #’. Following that, the post-update policy 7y can be
used to collect trajectories for performing the outer loop updates. Unfortunately, this is not as
simple as it sounds. To understand this, let’s look at the inner loop updates:

U, T)=0+aVgp, o [R()]
When the exploration policy is used for sampling trajectories, we need to perform importance

sampling. The update would thus become:
Pr(]0)
U0, T) =0+ aVegr(s [QT(Iqb)R()

where Pr(]0) and Q7(|¢) represent the trajectory distribution sampled by 7y and /1, respectively.
Note that the above update is an off-policy update which results in high variance estimates when
the two trajectory distributions are quite different from each other. This makes it infeasible to use
the importance sampling update in the current form. In fact, this is a more general problem that
arises even in the on-policy regime. The policy gradient updates in the inner loop results in both
VoJpre and Vg Jpos terms being high variance. This stems from the mis-alignment of the outer
gradients (Vy J°““") and the inner gradient, hessian (V@ Jinner 72 log m;()) terms appearing in
Eq. and[5.3] This motivates our second question: DO WE REALLY NEED THE PRE-UPDATE
GRADIENTS TO BE POLICY GRADIENTS? CAN WE USE A DIFFERENT OBJECTIVE IN THE
INNER LOOP TO GET MORE STABLE UPDATES?

Using a self-supervised/supervised objective for the inner loop update step: The instabil-
ity in the inner loop updates arises due to the high variance nature of the policy gradient update.
Note that the objective of inner loop update is to provide some task specific information to the
agent with the help of which it can adapt its behavior in the new environment. We believe that
this could be achieved using some form of self-supervised or supervised learning objective in
place of policy gradient in the inner loop to ensure that the updates are more stable. We pro-
pose to use a network for predicting some task (or MDP) specific property like reward function,
expected return or value. During the inner loop update, the network updates its parameters by
minimizing its prediction error on the given task. Unlike prior meta-RL works where the task
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Self-supervised / Supervised Loss Policy Gradient Loss
(gradient descent) (ADAM optimizer)

Figure 5.1: Model Flowchart: Black structures are those consistent with E-MAML/ProMP. Red structures
are the key differences with E-MAML/ProMP (The thin-dotted arrow means the parameters related to
that node.). Specifically, the pre-update trajectories are now collected using a separate exploration pol-
icy p4. The corresponding adaptation update is performed using a self-supervised/supervised objective,
(Mg (s, a) — M(s, a))2, on z to give 2’ and the policy 7y ./ is parameterized using the task specific
parameters 2’ and the task agnostic parameters 0

adaptation in the inner loop is done by policy gradient updates, here, we update some parame-
ters shared with the exploitation policy using a supervised loss objective function which leads to
stable updates during the adaptation phase. However, note that the variance and usefulness of
the update depends heavily on the choice of the self-supervision/supervision objective. We delve
into this in more detail in Section

5.4.1 Model

Our proposed model comprises of three modules, the exploration policy yu4(s), the exploitation
policy 7y .(s), and the self-supervision network Mz . (s, a). Note that M3, and 7y , share a set of
parameters z while containing their own set of parameters [ and 6 respectively. We describe our
proposed model in Fig. [5.1] Our model differs from E-MAML/ProMP because of the separate
exploration policy, the separation of task-specific parameters 2z and task agnostic parameters 6,
and the self-supervised update as shown in Fig.

The agent first collects a set of trajectories using its exploration policy s, for each task 7 ~

p(T). It then updates the shared parameter z by minimizing the regression loss (Mjp . (s, a) — M (s, a)) ?

on the sampled trajectories :
H-1

Z=U(zT)=2—aV.ugr(e) Z (Mg,.(s¢, ar) — M(sy, at))2 (5.4)
t=0
where, M(s, a) is the target, which can be any task specific quantity like reward, return, value,
next state etc. After obtaining the updated parameters 2’ for each task 7, the agent samples the
(validation) trajectories ’ using its updated exploitation policy 7y .. Effectively, 2’ encodes the
necessary information regarding the task that helps an agent in adapting its behavior to maximize
its expected return whereas 6 remain task agnostic. A similar approach was proposed by Zintgraf
et al. [94] to learn task-specific behavior using context variable with MAML.
The collected trajectories are then used to perform a policy gradient update to all parameters
2,0, ¢ and [ using the following objective:

J('zla 9) —T~p(T) [ZNPT(IW’Z/) [R(Z)] ] (5.5)
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In order to allow multiple outer-loop updates, we use the PPO [66] objective instead of the
vanilla policy gradient objective to maximize Eq. Furthermore, we don’t perform any outer
loop updates on 2 and treat it as a shared latent variable with fixed initial values of 0 as proposed
in [94]]. The reason being, that the bias term in the layers connecting z to the respective networks
would learn to compensate for the initialization. We only update z to 2z’ in the inner loop to obtain
a task specific latent variable.

Note that in all the prior meta reinforcement learning algorithms, both the inner-loop update
and the outer-loop update are policy gradient updates. In contrast, in this work, the inner-loop
update is a supervised learning gradient descent update whereas the outer-loop update remains a
policy gradient update.

The outer loop gradients w.r.t. ¢, V4J(Z', 0) can be simplified by multiplying the DICE [20]
operator inside the expectation in Eq. as proposed by Rothfuss et al. [63]. This allows the
gradients w.r.t. ¢ to be computed in a straightforward manner with back-propagation. This also
eliminates the need to apply the policy gradient trick to expand Eq. [5.4|for gradient computation.
The inner loop update then becomes:

Z=U(zT)=2—aV.ug(e [Z (H piplawlse) > (Mj,z(st, ar) —M(Shat))Q]

L T (alse)
where L is the stop gradient operator as introduced in [20].

The pseudo-code of our algorithm is shown in appendix (see algorithm [3). However, we
found that implementing algorithm [3|as it is, using DICE leads to high variance gradients for ¢,
resulting in instability during training and poor performance of the learned model. To understand
this, let’s look at the vanilla DICE gradients for the exploration parameters ¢, which can be
written as follows:

H-1 H-1
Ve (2,0) =1p() [ Z aVglog fis(st) { Z </"’PT(/|9 -’ (V. logmy e (/)R(/))T )

~Q7(l¢) =0 t'=t
7 2
(vz (Mﬂ,z<5t» a/t) - M(St, at)) ) :|]
The above expression can be viewed as a policy gradient update:

H-1
ngj(z/, 9) =T~p(T) |: Z aV¢ log u¢(st)R4 (56)

~Q7(l¢) t=0

with returns
H-1

Rf = [Z (/NPT(% A (Vz/ log g, 1 (/)R(/))T> (Vz (Mﬁ,z(sta @t) - M(Su at))2> ] (5.7)
t'=t o
Note that the variance depends on the policy gradient terms computed in the outer-loop and
the choice of self-supervision. We’ll explain the latter in Sec [5.4.1] However, irrespective of
the choice, we can use value function based variance reduction ([52]]) by substituting the above
computed returns with advantages, i.e, we replace the return R} in Eq. with an advantage
estimate A} and use a PPO ([66])) objective to allow multiple outer loop updates: :
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H-1
. : 1o(5t) e [ Ho(st)
Vel (Z',0) =7 { aV mm( Al clip E( Al
¢ T~p(T) @ (60) [; @ i, (St) t 1 i, (St) t

where,

Al =i+ Vi =W (5.8)
where V}"" is computed using a neural network or a linear feature baseline [14] fitted on the returns
RY. where 1}’ is given by:

— 2
T’f :( (VZ/ 10g7T97Z/</)R</))T) <VZ (Mﬁ,z<5t7at) - M(st,at)) ) (59)

~Pr(10.:)

Self-Supervised/Supervised Objective

It is important to note that the self-supervised/supervised learning objective not only guides the
adaptation step but also influences the exploration policy update as seen in Eq. and We
mentioned above that the self-supervised/supervised learning objective could be as simple as a
value/reward/return/next state prediction for each state (state-action pair). However, the exact
choice of the objective can be critical to the final performance and stability. From the perspec-
tive of the adaptation step, the only criterion is that the self-supervised objective should contain
enough task specific information to allow a useful adaptation step. For example, it would not
be a good idea to use the rewards self-supervision in sparse/noisy reward scenarios or the next
state predictions as self-supervision when the dynamics model does not change much over tasks
since the self-supervision updates in such cases will not carry enough task specific information.
From the perspective of the exploration policy updates, an additional requirement would be to
ensure that the returns computed in Eq. are low variance and unbiased, which further trans-
lates to saying V, (Mg .(s;, ar) — M (sy, at))2 should ideally be low variance and unbiased. For
example, using the cumulative future returns as self-supervision might lead to a very high vari-
ance update in certain environments. Thus, finding a generalizable self-supervision/supervision
objective which satisfies both properties mentioned above across all scenarios is a challenging
task.

In our experiments, we found that, using /N-step return prediction for supervision works rea-
sonably well across all the environments. This acts as a trade-off between predicting the full re-
turn (which was high variance but also more task-specific info) and the reward (which was lower
variance but lower task-specific info). Hence, M (s, a;) becomes M (8;, Gy, St41, Qrg1y - -StaN—1,

i?:tv_l 7(s},a}). However, using Mj_, to directly predict M would still lead to high variance

in V, (MB’Z(St, ay) — M)Q. Thus, we use the truncated /N-step successor representations [39]
(similar to N-step returns) mg(s;, a;) and a linear layer on top of that to compute Mg , (s, at) =
w%mﬁ(st, a;). Using the successor representations can effectively be seen as using a more accu-
rate/powerful baseline than directly predicting the N-step returns using the (s;, a;) pair.

5.5 Experiments

We evaluate our proposed model on a set of 6 benchmark continuous control environments,

at+N71) =

Ant-Fwd-Bwd, Half-Cheetah-Fwd-Bwd, Half-Cheetah-Vel,Walker2D-Fwd—-Bwd,

Walker2D-Rand-Params and Hopper—-Rand-Params used in [63]. We also compare our
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method with 3 baseline approaches: MAML, EMAML and ProMP. Furthermore, we also per-
form ablation experiments to analyze different components and design choices of our model on
a toy 2D point environment proposed by [63].

The details of the network architecture and the hyperparameters used for learning have been
mentioned in the appendix. We would like to state that we have not performed much hyper-
parameter tuning due to computational constraints and we expect the results of our method to
show further improvements with further tuning. Also, we restrict ourselves to a single adaptation
step in all environments for the baselines as well as our method, but it can be easily extended to
multiple gradient steps as well by conditioning the exploration policy on the latent parameters z.

The results of the baselines for the benchmark environments have been borrowed directly
from the the official ProMP website |'| For the point environments, we have used their official
implementatiorﬂ

HalfCheetahRandDirecEnv HalfCheetahRandVelEnv Walker2DRandDirecEnv
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Figure 5.2: Comparison of our method with 3 baseline methods on the Meta-RL Benchmark tasks.

5.5.1 Meta RL Benchmark Continuous Control Tasks.

The continuous control tasks require adaptation either across reward functions (Ant ~-Fwd—-Bwd,
Half-Cheetah-Fwd-Bwd, Half-Cheetah-Vel, Walker2D-Fwd-Bwd) or across dy-
namics (Walker2D-Rand-Params and Hopper—-Rand-Params). We set the horizon length

to be 100 in Ant -Fwd-Bwd and Half-Cheetah-Fwd-Bwd environments and 200 in others

in accordance with the practice in [63]]. The performance plots for all the 4 algorithms are shown

in Fig. In all the environments, our proposed method outperforms or achieves similar per-
formance to other method in terms of asymptotic performance.

Our algorithm performs particularly well in Hal f-Cheetah-Fwd-Bwd, Half-Cheetah-Vel,

Walker2D-Fwd-Bwd and Ant-Fwd-Bwd environments where the /N-step returns are infor-
mative. In Ant-Fwd-Bwd and Half-Cheetah-Fwd-Bwd environments, although we reach

'https://sites.google.com/view/pro-mp/experiments
nttps://github.com/jonasrothfuss/ProMP
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Figure 5.3: 2D Point Navigation

similar asymptotic performance as ProMP, the convergence is slower in the initial stages of train-
ing. This is because training multiple networks together can make training slower especially
in the initial stages of training especially when the training signal isn’t strong enough. Note
thatin Walker2D-Rand-Params and Hopper—-Rand-Params environments, although our
method converges as well as the baselines, it doesn’t do much better in terms of peak perfor-
mance. This could be attributed to the selection of the self-supervision signal. A more appro-
priate self-supervision signal for these environments would be the next state or successor state
prediction since the task distribution in these environments corresponds to the variation in model
dynamics and not just reward function. This shows that the choice of the self-supervision signal
plays an important role in the model’s performance. To further understand these design choices
we perform some ablations on a toy environment in section[5.5.2]

5.5.2 2D Point Navigation.

We show the performance plots for ProMP, MAML-TRPO, MAML-VPG and our algorithm in
the sparse reward 2DPointEnvCorner environment (proposed in [63]) in Fig. Each task
in this environment corresponds to reaching a randomly sampled goal location (one of the four
corners) in a 2D environment. This is a sparse reward task where the agent receives a reward
only if it is sufficiently close to the goal location. In this environment, the agent needs to perform
efficient exploration and use the sparse reward trajectories to perform stable updates, both of
which are salient aspects of our algorithm.

Our method is able to achieve this and reaches peak performance while showing stable be-
havior. ProMP, on the other hand, also reaches the peak performance but shows more unstable
behavior than in the dense reward scenarios, although it manages to reach similar peak perfor-
mance to our method. The other baselines struggle to do much in this environment since they do
not explicitly incentivize exploration for the pre-update policy.

Ablation Study

We perform several ablation experiments to analyze the impact of different components of our
algorithm on 2D point navigation task. Fig. shows the performance plots for the following 5
different variants of our algorithm:
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Figure 5.4: Ablation results

VPG-Inner loop: The semi-supervised/supervised loss in the inner loop is replaced with the
vanilla policy gradient loss as in MAML while using the exploration policy to sample the pre-
update trajectories. This variant illustrates our claim of unstable inner loop updates when naively
using an exploration policy. As expected, this model performs poorly due to the high variance
off-policy updates in the inner loop.

Reward Self-Supervision : A reward based self-supervised objective is used instead of re-
turn based self-supervision, i.e, the self-supervision network M now predicts the reward instead
of the N-step return at each time step. This variant is stable but struggles to reach peak perfor-
mance since the task is sparse reward. This shows that the choice of self-supervision objective is
also important and needs to be chosen carefully.

Vanilla DiCE: In this variant, we directly use the DICE gradients to perform updates on
¢ instead of using the low variance gradient estimator. The leads to higher variance updates
and unstable training as can be seen from the plots. This shows that the low variance gradient
estimate has a major contribution to the stability during training.

E-MAML Based : Here, we used an E-MAML [76] type objective to compute the gradients
w.r.t. ¢ instead of using DICE, i.e, directly used policy gradient updates on .4 but instead with
returns computed on post-update trajectories. This variant ignores the causal credit assignment
from output to inputs. Thus, the updates are of higher variance, leading to more unstable updates,
although it manages to reach good performance.

Ours : The low variance estimate of the DICE gradients is used to compute updates for ¢
along with N-step return based self-supervision for inner loop updates. Our model reaches peak
performance and exhibits stable training due to low variance updates.

5.6 Discussion

In this chapter, we discussed about a specific meta-RL algorithm called MAML and demon-
strated some shortcomings it has. We then showed that introducing some task specific priors
by splitting the exploration and exploitation policies or specifying the self-supervision objective
helps improve the learning dynamics of the model and leads to better overall performance.
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Chapter 6

Discussion and Conclusion

This thesis presented work on various scenarios that demonstrated that both data and the priors
play an important role towards achieving good generalization. In fact, they play a complementary
role in most scenarios. In the first example of point cloud completion we saw that the data helped
us learn the distribution of full point clouds and the prior knowledge about the task, i.e, incom-
pletion only affects the input distribution, helped us project any incomplete point cloud to the
generative model learnt on the distribution of full point clouds. In the second example of visual
dialog, we again found that data helped us learn the distribution of natural human dialog but the
prior of community regularization and RL based finetuning further helped the model understand
how to stay within the distribution of stable interactions. In the third example of poaching threat
prediction, we found that sometimes, when the algorithm designers lack enough intuition about
the data, it’s very hard to design good priors. In such situations, it helps to device intelligent
ways to collect more data or prior knowledge from the experts to augment and complement the
knowledge in the existing data and the known priors. Finally, in the last example, we showed an-
other example in the meta-RL space, where we found that using distribution specific priors like
using specific self-supervision objectives in the inner loop and using separate exploration and
exploitation policies is very helpful in obtaining more stable training dynamics and better task
performance. Overall, throughout the 4 examples, we saw different ways of adding task specific
priors and knowledge into the model to obtain better generalization and final performance.

Future Work

We identify the following areas of interest for future exploration:

1. Although, the meta-learning problem was posed as a framework for learning rich priors for
the task distribution, we observed that it struggled as the task distributions became harder.
Adding priors to make the framework more generalizable to a more diverse distribution of
tasks would be a useful direction of future work. The hope finally is to also handle some
distributional shifts in the meta-learning setting.

2. While working on the problems we felt that strong theoretical frameworks for formalizing
distributional shift and putting the assumptions into the math was lacking. Thinking of var-
ious kinds of distribution shifts and formalizing the corresponding priors and assumptions
is an important direction of future work.
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