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Abstract

Intelligent vehicles have been proposed as one path to increasing traf�c safety

and reducing on-road crashes. Driving “intelligence” today takes many forms, rang-

ing from simple blind spot occupancy or forward collision warnings to distance-

aware cruise and all the way to full driving autonomy in certain situations. Primarily,

these methods are outward-facing and operate on information about the state of the

vehicle and surrounding traf�c elements. However, another less explored domain of

intelligence is cabin-facing modeling information about the driver's cognitive states.

In this thesis, I investigate the utility of a signal that can help us achieve cabin-

facing intelligence: driver eye gaze. Eye gaze allows us to infer driver internal

cognitive states and we explore how this can improve both autonomous driving

methods and intelligent driving assistance. To enable this research, I �rst contribute

DReyeVR, an open-source virtual reality driving simulator, which was designed

with behavioral and interaction research priorities in mind but exists in the same ex-

perimental environments used by vehicular autonomy researchers, effectively bridg-

ing the two �elds. I show how DReyeVR can be used to conduct psycho-physical

experiments by designing one to characterize the extent and dynamics of driver pe-

ripheral vision. Making good on the promise of bridging behavioral and autonomy

research, I show how similar naturalistic driver gaze data can be used to provide

additional supervision to autonomous driving agents trained via imitation learning

to mitigate causal confusion.

I then turn to the assistive domain. First, I describe a study of false positives in a

real-world dataset of forward collision warnings (FCW) deployed in vehicles during

previous a longitudinal study in-the-wild. Deploying FCWs purely based on scene

physics without accounting for driver attention leads to overwhelming them with

redundant alerts. I demonstrate a warning strategy that accounts for driver attention

and explicitly models their hypothesis of other vehicles' behavior, hence improv-

ing both true positive and negative rates. Finally, I propose the shared awareness

paradigm, a framework for continuously supporting driver situational awareness

(SA) with an intelligent perception system. To build the driver situational awareness

model, we �rst collect data using a novel SA labeling method, to obtain continu-

ous, per-object driver awareness labels along with their gaze, driving actions and the

simulated world state. I use this data to train a learned model to predict drivers' situ-

ational awareness of traf�c elements given a history of their gaze and scene context.

In parallel, we reason about the importance of objects in a counterfactual fashion by

studying the impact of perturbing object actions on the ego vehicle's motion plan.



Finally, I put it all together, in an of�ine demonstration on replayed simulated drives

to show how we could alert drivers of important objects they are unaware of.

I conclude by re�ecting on how eye gaze can be used to model the internal

cognitive states of human drivers, in service of improving both vehicle autonomy

and driving assistance.
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Chapter1
�A�M�i�`�Q�/�m�+�i�B�Q�M
�1�v�2 �:���x�2 �B�M �i�?�2 �.�`�B�p�B�M�; �*�Q�M�i�2�t�i

Driving is one of the most routine, yet complex and high-stakes activities that about a billion

people engage in everyday. In the United States, the National Highway Traf�c Safety Adminis-

tration (NHTSA) estimated42;915traf�c fatalities in 2021, a10:5�Wincrease compared to 2020

and the highest annual percentage increase in recorded history (since1975) [6]. Vehicular safety

has been steadily improved via enhancements to road and vehicle design and more recently, Ad-

vanced Driving Assistance Systems (ADAS). Most ADAS focus on the relation of the vehicle to

the traf�c elements such as a leading vehicle (Forward Collision Warning) or lane lines (Lane

Keeping Assist). However, a major reason for traf�c crashes is driver inattention (estimated to be

a factor in20� 50�Wof all motor vehicle accidents) [46]. Hence, intelligent driving systems that

understand drivers' process of attending to and interpreting the world and ultimately can aug-

ment these processes are a worthwhile goal. To that end, I propose to study the use of a signal

closely tied to driver internal states such as attention, awareness, intent, and behaviour — eye

gaze [79].

Studying gaze while driving is a hard problem due to dif�culties with controlling the dynamic

environment during driving and instrumenting the driver to record gaze accurately while main-

taining realism and ecological validity. The closest analogue is operator awareness measurement

using eye gaze in the aviation context, where the pilot's gaze and awareness over complicated

instrument panels are studied. However driving differs signi�cantly in that the elements that the

driver is processing are continuously changing in state but also location due to their driving ac-

tions. Further, this visuomotor nature of the task means eye gaze during driving should be studied

where the subject is actively performing the driving task. However, the outside world cannot be

controlled while studying driving in the real world which means data collected in this way is

highly variable and events being studied can occur infrequently. Moreover, it is not safe to study
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safety critical situations in the real world. Consequently, simulation must be used but driving

simulators with high �delity are very expensive and can be inaccessible to academic researchers.

Some academic simulation centers do exist (e.g. National Advanced Driving Simulator (NADS),

Iowa [65]) but these are rare and can suffer from population bias. To lower the barrier of entry to

this �eld, I introduce a low-cost, open-source simulation platform that relies on consumer-grade

hardware which can still provide a high �delity simulated driving experience with accurate gaze

tracking.

Even with a reliable way to collect gaze data, there are challenges with using it to inform

driving assistance. Gaze can be a noisy and high-frequency signal with confounding non-task

related behaviour seamlessly mixed in seamlessly with task-relevant behaviour. For instance, a

person stopped at a red light may start gazing at non-task related environmental elements or may

“zone out” rendering their point of �xation irrelevant. Disambiguating between these requires

care in multiple stages of the research process from careful study design preventing these as

much as possible to sophisticated analysis which �lters them out when they occur. I explore

this by collecting explicit driver awareness data and learning its relationship with gaze and the

driving context.

I also seek to verify that the relationships between gaze and the cognitive processes of driving

that I learn in the lab are extensible to real world data. To do so, I study an on-road dataset of

forward collision warning deployments and �nd an overwhelming proportion of unnecessary

alerts. Our experiments show that an explicit model of the driver's perception of the scene using

what gaze reveals about their attention shows an improvement in both precision and recall.

Finally, with driving intelligence not being limited to just driving assistance but rather ex-

tending to fully autonomous driving, it remains unclear how eye gaze and driver attention should

assist that paradigm. If autonomous driving is to surpass the inherently resource-limited capabil-

ities of human attention, do vision systems for autonomy have anything to learn from it? I also

explore this question with the key idea of using human attention as an informed prior.

1.1 Background

1.1.1 Eye gaze: terminology and de�nitions

I will give a brief background of the characteristics of human gaze with the driving context in

mind.

Because driving is a complex task with several sub-tasks there are many interacting, and often

con�icting, demands on the driver's gaze. Consider a common highway driving scenario — the

driver must look ahead to where they are driving, while keeping the vehicle within its lane as well

2



as a safe distance from a leading vehicle. Normally, drivers use theirfoveal(central) vision to do

the former while using theirperipheralvision to do the latter [131]. Foveal vision is generally

de�ned to be 2� in diameter around the centre of gaze and together with parafovea (5� ) is regarded

to be “central” vision while “peripheral vision” is outside of that. Generally, peripheral vision is

less sensitive than foveal vision to identifying one of (or distinguishing between) several objects

while it can be used to process global cues and perceive new stimuli (see [129] for a review).

Driver peripheral attention is explored in further detail in Chapter3.

Further, if they want to change lanes, they must use their mirrors to gain awareness of vehicles

behind them while doing the aforementioned tasks. To do so, drivers will need to quickly move

their gaze between areas of interest (AoI) — in movements calledsaccades, while they spend

some time looking at each AoI (�xations). In general, saccades are short (few tens of ms), high

velocity gaze movements which change the point of �xation and areas on which gaze lands

during the saccade are not processed [146]. Fixations, on the other hand, are relatively stationary

gaze events during which a stimuli is processed within the fovea. One other type of gaze event is

the smooth pursuit where the gaze does move (slower than a saccade) while tracking a moving

stimulus to keep it in the foveal region.

1.1.2 Eye gaze tracking

The role of eye gaze as a signal associated with the driver's internal states has been studied

since at least the1960s [72]. Until about the1990s, it was dif�cult to instrument drivers for gaze

tracking while they performed driving tasks and most studies involved participants in the lab who

watched pre-recorded ego-centric or dashcam videos of other drivers [24, 36] (sometimes mim-

icking their actions —“shadow driving”). During studies at this time, custom eye trackers were

often deployed sometimes requiring bite bars or chin rests to keep the head position �xed [114],

which lead to restricted operational conditions for driving subjects. Around this time, researchers

also began to manipulate eye-gaze during on-road studies without precisely tracking gaze [130]

but recording gaze was expensive and rare. In one such landmark on-road study published in

Nature, researchers found that drivers use the “tangent point” on the inside curve of winding

roads as they navigate bends [83].

However, with the advent of commercial eye trackers in the late2000s and early2010s,

more researchers began to use precise eye tracking in both in-lab and on-road settings. In our

experiments, I largely use IR based tracking from within a HTC Vive VR headset, which allows

for very precise (< 1� error) 3D eye tracking with a single step calibration.
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1.1.3 Modeling cognitive states from eye gaze

Eye gaze is a signal of particular interest in many �elds, as a signi�cant non-verbal external cue

that reveals much and more about the gazer's internal cognitive state. Evidence from psychology

suggests

Particularly in robotics, gaze has been studied as a social signal for communication [7], a

direct control signal for manipulation [145] or navigation [47], a shared control signal [8, 10],

and a supervisory signal [19]. Each of these assumes that the eye gaze signal behaves as a proxy

for a mental state such as intention (say, for sub-goal selection), knowledge (where to look for

task-relevant information) or task-state (e.g. indicating when a robot is an anomalous kinematic

con�guration).

I will individually discuss a few mental states that can be inferred from eye gaze are relevant

to our interests in the driving domain:

Intention: The ability to accurately predict driver intention is very useful in ensuring safe

driving outcomes on the road. For instance, given a forecast of the driver's future actions I could

forward simulate and perform safety checks to prevent collisions. Initial research shows that it

is possible to predict lane changes [108], or driving maneuvers [70, 152] from eye gaze and/or

head pose.

Awareness: Eye gaze can provide crucial information about a driver's level of awareness

during manual driving and readiness to take control in semi-autonomous driving scenarios. The

former setting is more well studied, with a wide range of interpretations and scopes of driver

awareness. Distracted, drowsy and drunk driver detection are popular sub�elds, with psycho-

logical studies seeking to link gaze to the driver's situational awareness [107, 97] as well as

algorithmic works that try to operationalize these links towards practical systems [76, 87]. In

the semi-autonomous setting, researchers have studied gaze dispersion prior to takeover alerts

and can distinguish between those engaged in the driving task and those experiencing extended

automation [91].

Cognitive Load: Driver gaze patterns can also serve as and indicator of a driver's cognitive

load. Changes in the scanning patterns, �xation durations/saccade frequency, or blink rates may

signal increased mental workload, which could impact driving performance [22]. This informa-

tion can be valuable for adaptive driver assistance systems that adjust their level of support or

sensitivity based on the driver's cognitive state.

I point readers to a review for more in-depth treatment of these topics [79].
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1.1.4 Levels of Driving Autonomy

In this thesis, I will tackle intelligent driving systems ranging from driver warning systems to

fully autonomous driving policies. I provide a brief introduction to levels of driving autonomy

here.

The Society of Automotive Engineers proposed the now well-known Levels of Driving Au-

tomation in 2014 [34], characterizing autonomy as a spectrum from Level 0 (no autonomy, but

possibly alerts) to Level 5 (full driving automation). Since then, that guidance has been re�ned

to have a coarser taxonomy of Levels 0-2 as driver support systems and Levels 3-5 as automated

driving features. The levels were de�ned as follows:

1. Level 0: provides warnings and/or intermittent assistance

2. Level 1: provide steering OR throttle/braking assistance

3. Level 2: provide steering AND throttle/braking assistance

4. Level 3: autonomous driving but may request human takeovers

5. Level 4: fully autonomous driving within a limited operational domain (e.g.drives only in

a speci�c geographic location or certain weather conditions)

6. Level 5: fully autonomous driving (anywhere, anytime)

Of particular interest to us, are Levels 0 and 1 which are the kinds of assistance covered in

Chapters5 & 7 while Chapter4 deals with an imitation-learned fully autonomous policy which

fall in the Level 5 bucket.

1.2 Thesis outline

In this thesis, I explore the utility of drivers' eye gaze as a tool for inferring their internal states

and ultimately contributing to the safety of intelligent vehicles.

First in Chapter2, I describe our contribution of an open source platform for performing

behavioural and interaction research involving intelligent driving in the form of a virtual real-

ity driving simulator: DReyeVR. DReyeVR is built to be compatible with the popular driving

simulator for autonomous driving CARLA [42]. This constitutes the �rst step in facilitating the

important study of human behaviour around these algorithms.

Then in Chapter3, I present a psychophysical experiment conducted in the DReyeVR simu-

lator to characterize the extent and dynamics of the peripheral attention of drivers during ordinary

driving. Here, I �nd that driver peripheral attention is asymmetric in the vertical and horizontal

directions. I also �nd that driver responses to peripheral targets is degraded in the �rst second

after their gaze has moved between �xations.
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Figure 1.1: An overview of the thesis: The projects in this thesis seek to show how gaze can be used to access
driver internal cognitive states such as attention (Ch.3), awareness (Ch.6), risk perception (Ch.5), decision causality
(Ch.4)) and how these states can be leveraged in service of intelligent driving, across the autonomy spectrum. While
the DReyeVR (Ch.2) sim, a VR driving simulator served as the platform for most of the research in this thesis, we
also used real world data to study driver risk perception in forward collision warning deployments (Ch.5).

Next in Chapter4, I explore the potential of eye gaze as a supervisory signal for autonomous

driving agents trained via imitation learning. Speci�cally, I posit that the correlation of gazed-

at areas with causal parts of the driving environment can be helpful in mitigating the causal

confusion problem in IL based driving agents.

In Chapter5 I consider practical challenges surrounding currently deployed Advanced Driver

Assistance Systems (ADAS). A naturalistic dataset reveals an overwhelming number of false

positive alert deployments and I show that augmenting such systems with a sense driver attention

through gaze can help remediate these issues.

Further, in Chapter6, I propose to explore the use of eye gaze as a tool in determining driver

situational awareness (SA) which can then be used to provide alerts when de�cient. To this end,

I present a novel method of collecting continuous, per-object SA labels. I use this method to

collect SA labels which then serves to train a driver SA model. This model uses a history of

driver gaze and scene context to predict the driver's situational awareness on each traf�c element

in the scene.

Finally, in Chapter7 I incorporate the above driver SA predictor with an object importance

estimation algorithm into a single system, in our “Shared Awareness” paradigm. I demonstrate

it's effectiveness in identifying drivers' lapses in situational awareness in real time via of�ine
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replays of critical scenarios.

I conclude with Chapter8, where I discuss the implications of this research, try to synthesize

some recommendations, and re�ect on challenges ahead as well as open questions.
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Chapter2
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(a) Physical setup with participant
driver in driving pose, alongside exper-
imenter's setup monitoring the simula-
tion. Monitor shows the binocular VR
view and a �at spectator view show-
ing the gaze reticle. The same scene is
shown in more detail on the right.

(b) DReyeVR �rst person perspective during a trial with eye reticle (red
crosshair) denoting eye gaze. Some features are highlighted,i: rear and
side view mirrors added to the ego-vehicle.ii : in-vehicle HUD shows
speed, engaged gear (Drive/Reverse), turn signal activation (not shown).
iii : custom scenario design is supported, including ego vehicle triggered
traf�c events, weather controls.iv: in-world navigational sign props and
dynamic placement system is provided.

Figure 2.1: DReyeVR is an open-source VR-based driving simulation platform for behavioural research. We both
describe a viable hardware design using consumer products and provide the requisite open-source software to run
human subjects studies.

Simulators are an essential tool for behavioural and interaction research on driving, due to

This chapter is sourced from the publicationDReyeVR: Democratizing Virtual Reality Driving Simulation for
Behavioural & Interaction Research.by G. Silvera, A. Biswas, and H. Admoni. In 17th ACM/IEEE International
Conference on Human-Robot Interaction (HRI) 2022

8



the safety, cost, and experimental control issues of on-road driving experiments. The most ad-

vanced simulators use expensive 360 degree projections systems to ensure visual �delity, full

�eld of view, and immersion. However, similar visual �delity can be achieved affordably using

a virtual reality (VR) based visual interface. We present DReyeVR, an open-source VR based

driving simulator platform designed with behavioural and interaction research priorities in mind.

DReyeVR (read “driver”) is based on Unreal Engine and the CARLA autonomous vehicle sim-

ulator and has features such as eye tracking, a functional driving heads-up display (HUD) and

vehicle audio, custom de�nable routes and traf�c scenarios, experimental logging, replay capa-

bilities, and compatibility with ROS. We describe the hardware required to deploy this simulator

for under5000USD, much cheaper than commercially available simulators. Finally, we describe

how DReyeVR may be leveraged to answer an interaction research question in an example sce-

nario. DReyeVR is open-source at thisurl. 2

2.1 Background

Emerging intelligent systems in vehicles, from Advanced Driver Assistance Systems (ADAS) to

the upper levels of SAE-de�ned vehicular autonomy [34], is turning vehicles into autonomous

agents in their own right. To enable safe and ef�cient driving experiences alongside such auton-

omy, researchers are studying various aspects of driver behaviour and driver-vehicle interaction

(see [78] for review). For instance, researchers have sought to understand how much time it takes

for drivers to gain situational awareness after a period of inattentiveness [93] or if the safety of

handovers from autonomous to manual driving in critical situations can be predicted from driver

eye gaze preceding the handover [152].

Usually, carrying out such studies in the real world is not just expensive and/or dangerous, it

also leads to immense challenges in measurement, instrumentation, and environmental control.

Hence, driving simulations play a valuable role in collecting human data for behavioural and

interaction research.

Advances in computer graphics and projection systems have resulted in high visual �delity

simulators with real vehicle cabs surrounded by360� Cave Automatic Virtual Environments

(CAVEs). However, due to high cost (� 300;000USD), simulators with these visual interfaces

remain inaccessible to most researchers, �nding use primarily in industrial or national govern-

ment labs [65, 71, 162].

Instead, researchers commonly use a series of joined �at screens as the visual interface, which

comes at the cost of a reduced driver Field of View (FoV) and immersion [77, 35]. Some groups

have attempted to circumvent the cost of CAVE visual systems while maintaining360� FoV by

2This work was funded in part by the National Science Foundation (IIS-1900821).
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using consumer virtual reality (VR) headsets [134, 57, 158]. Apart from the low cost, previous

studies have found that for a simulated driving task, user concentration, involvement, immersion

and enjoyment was greater when drivers experienced the simulator via virtual reality rather than

on a �at screen [85, 106]. VR-based simulators also allow for accurate head pose and eye gaze

estimation without restricting FoV or naturalistic head or eye movements — important signals

for behavioural research.

Virtual reality is an increasingly popular modality in human-robot interaction research [148],

seeing the emergence of new VR robotics tools [147] and use in automobile driving [57, 158],

motorized boat driving [102], wheelchair driving [140] among other areas including manipula-

tion [44], teleoperation [98, 135], and deictic communication [149].

In this work, we introduce our open-source VR based driving simulation platform for be-

havioural and interaction research involving human drivers: DReyeVR. DReyeVR features sup-

port for collecting signals that are widely used in behavioural driving research including eye

gaze and head pose. It also supports researchers by providing an experimental monitoring and

logging system to record and replay trials as well as a sign-based navigation system to direct

drivers in the simulator. We build atop CARLA [43], a popular open source driving simulator

for autonomous driving, and Unreal Engine 4 (UE4) adding naturalistic visual (e.g. in-vehicle

mirrors) and auditory (e.g. vehicular�� ambient sounds) interfaces allowing ecologically valid

information gathering behaviour by drivers. Our foundations provide access to semantic infor-

mation about the simulated world, and a �exible interface to de�ne custom traf�c scenarios with

granular control over other vehicles, pedestrians, and traf�c lights — all useful experimental

tools for researchers.

In the rest of this section, we provide a detailed description of DReyeVR's features and

software stack. We also describe the hardware required to establish a workable driving simulator

using DReyeVR for< 5000USD and example usage.

2.2 Related work

Driving simulation is a widely used tool which allows for tightly controlled study of driver be-

haviour, especially in dangerous situations which cannot be studied on-road due to safety and eth-

ical concerns. These tools comprise a range of physical, visual, and motion interfaces which have

been validated to different degrees (see [126, 21, 155] for review). In most cases, behavioural

trends tend to transfer from driving simulation to on-road driving even if only in relative terms

rather than absolute numerical effect sizes [21].

Driving simulators: Hardware design The most realistic simulators (> 12 on the simula-

tor �delity scale [155]) use CAVE360� projection systems, physical vehicle cabs, and Stewart
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platforms for motion realism [71, 65, 162, 11]. These usually require resources that are only

feasible on the scale of national government or industry projects and are hence inaccessible to

the majority of academic labs.

Virtual reality (VR) based simulators offer an alternative that is orders of magnitude cheaper

to CAVE visual systems (a few thousand USD vs hundreds of thousands of USD) while still

maintaining an immersive360� FoV. Promisingly, [104] found that hazard perception related

effects discovered in a high �delity simulator with a vehicle cab were replicable in a VR based

simulator.

Driving simulators: Software design Behavioural studies that use driving simulators (in

VR or otherwise) usually construct them ad-hoc for their particular needs and research questions,

resulting in closed-source driving simulators and repeated development cost across groups.

On the other hand, CARLA [43] is an open-source simulator for autonomous driving de-

velopment and research, among others (AirSim [121], DeepDrive[3], TORCS [154]). These all

focus on training and evaluating algorithmic and autonomous driving with little emphasis on

human driving. Consequently, none of these simulators natively support or prioritize VR devel-

opment as this is irrelevant for algorithmic agent use. The closest alternative to DReyeVR would

be [95], which is an independent driving simulator for behavioral research. However, it prior-

itizes a traditional �at-screen display interface over VR, which limits naturalistic eye gaze and

head movement behaviour and measurement. They also do not provide the �exibility of user de-

�ned traf�c scenarios and a recording/replay system that DReyeVR does through its relationship

with CARLA and do not open-source their simulator.

2.3 DReyeVR Features

Figure 2.2: DReyeVR feature dependencies.

Emphasizing human interaction, DReyeVR builds on top of CARLA [43] to add novel fea-
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tures necessary for behavioural and interaction research. Our contributed features are:

1. Ego vehicle control: We extend CARLA's �at-screen ego vehicle controller to an immer-

sive and maneuverable VR interface between a human driver and the world.

2. Sound design: CARLA is an audio-less simulator designed for visual AI drivers. Humans,

unlike CARLA's intended visual AI models, naturally use and expect spatial sound cues as

additional sensory information while driving. To enhance immersion for human drivers,

we add spatially accurate sound cues from the ego and other vehicles in DReyeVR, as well

as ambient sounds.

3. HUD and Mirrors : CARLA vehicles have no in-built HUD or mirrors since they are un-

necessary for autonomous vehicles. However, they are an essential tool for human drivers'

situational awareness.

4. In-environment directions: CARLA's autonomous agents can be fed test routes via text

�les which is not a practical interface for humans. Instead, we provide a set of in-world

directional road signs as a human-readable navigation system and a means for dynamically

placing them at runtime (Fig.2.1biv).

5. Eye tracking and recording/replaying: We create a custom virtual sensor for collecting

eye gaze, head pose, and human inputs that can be recorded and replayed.

6. Experimental monitoring system: We include an interface for monitoring the progress

and head/eye gaze of a participant during an experiment.

7. ScenarioRunnerintegration: We provide integration with CARLA's traf�c scenario man-

agement tool,ScenarioRunner, to operate with DReyeVR's custom ego-vehicle and sen-

sor.

2.3.1 Ego Vehicle

CARLA's built-in vehicles are not designed for human drivers and therefore do not include sev-

eral essential features that humans often rely on while driving. For instance, drivers depend on

their vehicle's side and rear-view mirrors to quickly gather information about their surroundings

and blind spots.

To support this, we added side and rear-view mirrors as an additional stream of information

allowing drivers to maintain environmental awareness in a naturalistic manner (Fig.2.1bi).

We also added a heads-up display inside the vehicle's dashboard containing a digital speedome-

ter, drive/reverse indicators, and turn signals (Fig.2.1bii ) for vehicular monitoring.

Finally, to maneuver the vehicle, we provide integration with external hardware that mimics

the posture and inputs of realistic driving. This hardware includes an arcade seat, steering wheel
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with force-feedback, turn signal paddles, and brake/accelerator pedals (Fig.2.1a). It is still

possible for the ego-vehicle to be algorithmically controlled and also to handoff control to the

participant, allowing simulation involving partially and fully autonomous vehicles.

2.3.2 Sound Design

World audio is absent from the CARLA simulator, but is another important aspect of driving

simulation for behavioural research since humans use and spatial sound cues to track information

such as the location of other vehicles, the engine gear, state of their own vehicle etc.

In DReyeVR, we give each vehicle its own responsive engine revving sound and pedestrians

walking/talking sounds, allowing for an attentive human driver to make use of this information

and locate other actors around them. Additionally, the engine revving sound is parameterized by

the engine RPM and location, allowing drivers to infer the speeds and accelerations of surround-

ing vehicles. We also added other ego-vehicle only sounds for sensory information on driver

inputs, such as turn signal clicks and gear shifts. Further, we added a spatially accurate and

velocity-dependent collision sound generator, allowing drivers to infer the intensity and location

of a collision in the absence of physical motion cues.

To complete the environmental sound design, we added relevant sound to various regions in

the CARLA maps:e.g. areas with plentiful vegetation have bird chirping sounds, and city/un-

derground regions have wind and traf�c/urban sounds.

2.3.3 In-Environment Directions

CARLA's primary method of providing directional instructions to its users (autonomous agents)

is via a .json �le describing the entire route through waypoint coordinates — not a suitable

interface for humans. Instead, road signs are a natural environmental cue for navigation that

modify driver eye gaze in an ecologically valid manner. For instance, “Right to goal” signs can

be placed at an intersection (Fig.2.1biv). We added a system allowing these to be pre-speci�ed

during experiment design (see documentation) and then dynamically placed at runtime. This

allows scenario designs (and corresponding sign placements) with different routes on the same

map to be swapped easily during experiments.

2.3.4 Eye Tracking

To integrate eye tracking, an important signal in behavioural research, we elected to use an HTC

Vive Pro Eye as the head-mounted device for DReyeVR because of its built-in eye tracking and

head pose tracking sensors. Using HTC's proprietary developer SDK for their VR eye tracker
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(SRanipal), we integrated their UE4 plugin with our system to passively track and record eye

tracker data in real time. This provides information on individual eye gaze directions, pupil

diameters and positions, and eye openness. These are important signals that can be used to

monitor the driver's attentiveness, cognitive load, and infer their intent.

To collect this information, we created a custom CARLA sensor that tracks eye gaze data

through SRanipal, head pose data through SteamVR (UE4 plugin), and all other user inputs

through the corresponding hardware interface. The sensor also can easily stream data to the

CARLA client API. Asynchronous eye tracker querying can be employed to collect data unteth-

ered from CARLA's simulator tick, our headset supports up to120Hz eye tracking.

2.3.5 Experimental Recorder and Replayer

Simulation research provides experimenters the useful ability to effortlessly record and replay

previous simulator data for further analysis. CARLA includes a native recorder and replayer

system that serializes world information on every simulator tick for post simulation reenactment,

but this is only meant to track world actors (doesn't include ego-vehicle or sensors such as eye

tracker).

Alongside the default CARLA world state recording, recording and replaying the human

driver's sensory and mechanical inputs is important for behavioural research as it allows post-hoc

analysis and precise comparison between different participants. We added support for recording

custom sensor data to CARLA's binary recorder �le, and converting this data back to a human-

readable format when desired. Similarly, replaying the DReyeVR sensor data supports visualiz-

ing user gaze and head pose data accurately, so an experimenter understands exactly where the

driver was looking at any time.

Additionally, CARLA only provides simple controls for controlling the replay status through

an external python API, which is tedious to use interactively. To make this a more natural in-

terface, we added support to play, pause, restart, speed up/down, and skip ahead in the replay,

all within the simulator itself. These “media controls” allow experimenters to easily control the

replay status on demand, which is useful for studying interesting sections in the recording.

ROS compatibility We extend CARLA's ROS integration to include our ego-vehicle and

sensor data, which is useful for users who want to test online driving assistance algorithms (e.g.

an eye gaze and world state based hazard warning system) without modifying the DReyeVR C++

simulator code.
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2.3.6 Custom Traf�c Scenario Support

Within the CARLA ecosystem,ScenarioRunner, a behaviour tree based action model, is used

to design and execute “scenarios” with dynamic triggers and environmental effects for vehicles

to navigate. CARLA contains a library of (NHTSA recommended [100]) pre-crash scenarios.

DReyeVR extends compatibility with existingScenarioRunnerscenarios and features such as

scoring our driver based on their route performance, starting and stopping a recording/replay,

and all other client vehicle commands.

2.4 System implementation and Usage

Figure 2.3: System schematics denoting DReyeVR (blue) and CARLA (red) alongside signals such as A: VR
environment and vehicle to driver. B: Human driver inputs. C: Head pose and eye tracker data. D: DReyeVR data
streaming to client.

Hardware setup: During testing, we used the HTC Vive Pro Eye as our head-mounted

device (HMD) which has SteamVR support, built-in eye tracking, and an available eye tracking

SDK. The kit included2 Valve base (tracking) stations, and two controllers. For our driving

hardware we elected to use a Logitech G29 wheel and pedals kit, which has an open source

UE4 plugin, mounted to a GTR arcade seat for comfort and improved immersion. DReyeVR

is modular, and uses macros to enable HMD and racing wheel speci�c features at runtime so a

different HMD or racing wheel can be used with some changes (replacing with the appropriate

UE4 plugin). This also extends to using other sensors (say a 3rd-party gaze tracker or a pulse

oximeter to measure cognitive load) alongside our simulator, which can be interfaced directly

with UE4 or can use the ROS compatibility.

Software and computation: DReyeVR is currently dependent on the Windows 10 OS for
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proprietary SDKs such as HTC's SRanipal eye tracker driver. While Windows is recommended

for optimized VR support, all our work translates to Linux systems except for the eye tracking

and hardware integration which have Windows-only dependencies. We have tested that it is

possible to connect a CARLA ROS bridge running on a Linux machine to a CARLA server

instance running on a Windows machine. This enables streaming data from the host simulator,

including all DReyeVR sensor data, to a ROS core on Linux with minimal latency.

DReyeVR Simulator �delity: According to the simulator �delity scoring system developed

by the recent meta-review of Wynneet al., DReyeVR scores9/15 points, ranking us in the

medium simulator �delity category [155]. The score breakdown is: 1 (Motion, No motion base)

+ 5 (Visual,> 270� FOV) + 3 (Physical, Arcade seat with steering wheel) = 9 (mediumsimulator

�delity). For comparison, a similar setup with conjoined �at screens instead of VR [35] would

scored 6 points, a �xed-base simulator with a vehicle cab and CAVE visual system would score

11 and one with a full 6-DOF motion base would score 15 [162].

Example usage:Previous research has explored how eye gaze can be used to track situational

awareness (SA) across task relevant stimuli in a scene. However, once such a system predicts

a low awareness of a task relevant stimulus, advanced driver-assistance systems (ADAS) must

intervene in some manner to prevent a dangerous situation such as by alerting the driver to

enhance SA or via a direct driving intervention. We seek to investigate the effectiveness and

perceived safety of these assistive driving interventions in comparison to each other. We do so

by designing a between subjects simulated driving study in which the independent variable is

the intervention method used by the ADAS in a safety critical driving situation. In our designed

situation, a pedestrian emerges from between two parked cars and starts jaywalking. It is possible

to spot the pedestrian a few metres ahead of the scenario starting but our pilots indicate that very

few people actually spot it if the scenario happens just after a busy intersection. There are three

conditions: Alert, Highlight, and Takeover. In Alert the ADAS makes a sound to indicate that a

task relevant stimulus has been missed by the driver. In Highlight, the ADAS uses the simulated

windshield to (similar to augmented reality) highlight the task relevant stimulus. Finally, in

Takeover, the ADAS takes over and applies the brakes in order to prevent collision with the

jaywalker.

Our simulator, crucially, allows us to ask participants to deal with dangerous driving situa-

tions and use objective metrics (such as collisions and reaction times) to measure driving quality

without actual danger. Additionally, DReyeVR enables custom scenarios and different types of

interventions to all be programmed into the same simulator while also tracking eye gaze in real

time and providing a real-time API.

For more uses, see the rest of this thesis: In Chapter3, we use DReyeVR as the platform

for a psychophysics study that involved precise spatio-temporal deployment of stimuli in driver
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peripheral vision and driver responses to those stimuli. Subsequently in Chapter4, we show how

data collected in DReyeVR can be used to bene�t autonomous policies for CARLA. In Chap-

ter6, we design a custom driver situational awareness data collection paradigm, implemented in

DReyeVR that is then used to build a model of driver situational awareness.

2.5 Conclusion

We present DReyeVR, an open-source VR based driving simulation platform, designed espe-

cially for use for behavioural and interaction research involving manual, partially autonomous,

and fully autonomous driving. DReyeVR adapts the CARLA autonomous driving simulator

adding crucial features for human use while maintaining compatibility with CARLA systems

allowing �exible control of the environment around the ego-vehicle. DReyeVR is well doc-

umented with guides for installation, usage, and extending with custom sensors and is being

actively maintained at thisurl.
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Chapter3
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Many intelligent driver assistance algorithms try to improve on-road safety by using driver

eye gaze, commonly using foveal gaze as an estimate of human attention. While human visual

acuity is highest in the foveal �eld of view, drivers often use their peripheral vision to process

scene elements. Previous work in psychology has modeled this combination of foveal and pe-

ripheral gaze as a construct known as Functional Field of View (FFoV). In this work, we study

the shape and dynamics of the FFoV during active driving. We use a peripheral detection task

in a virtual reality (VR) driving simulator with licensed drivers in urban driving settings. We

�nd evidence that supports a vertically asymmetric (upward-inhibited) shape of the FFoV in our

active driving task, similar to previous work in non-driving settings. Additionally, we show that

this asymmetry disappears when the same peripheral detection task is conducted in a non-driving

setting. Finally, we also examine the dynamic nature of the FFoV. Our data indicates that drivers'

peripheral target detection ability is inhibited right after saccades but recovers once drivers �xate

for some time. The �ndings of the FFoV's task-dependent nature as well as systematic asymme-

tries and inhibitions have implications for gaze-based intelligent driving assistance systems.

This chapter is partially sourced from the publicationCharacterizing Drivers Peripheral Vision via the Func-
tional Field of View for Intelligent Driving Assistance.by A. Biswas and H. Admoni. In IEEE Intelligent Vehicles
Symposium (IV) 2023.
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(a) Physical setup with participant driver
wearing VR headset and performing the
route sign following task.

(b) First person perspective during VR simulation with eye gaze reticle
(red crosshair) denoting eye gaze on in-world navigational sign as well
as red sphere stimulus (reticle is for illustration only).

Figure 3.1: Experimental setup illustration showing a subject in our virtual reality driving simulator. The bucket
seat and steering wheel and pedals help provide a realistic physical interface for driving. Red crosshair represents
driver gaze, which is not visible in VR to the user. Note the red sphere which serves as the peripheral stimulus that
participants must respond to.

3.1 Introduction

Advanced driving assistance systems (ADAS) are a promising tool to increase on-road vehicular

safety. For instance, Intelligent Speed Adaptation (ISA), which alerts the driver to slow down

if exceeding the statutory local speed limit, is predicted to reduce4 � 19�Wof crashes in the

Netherlands depending on penetration [92]. Forward collision warnings and automatic cruise

control systems together are predicted to prevent6 � 15�Wof all rear-end collisions in the USA

per year and upto35�Wof near-crash events under foggy conditions [99, 161].

One mechanism of intelligence in such systems uses driver-facing sensors to infer and fore-

cast driver mental states. In these human-centric paradigms, eye gaze commonly serves as a

proxy for human attention. Gaze has been shown to be a useful signal in inferring people's

goals in human-robot collaborative tasks [67], robot tele-manipulation [10] and even as auxil-

iary supervision for autonomous driving [18]. In the assistive driving setting, researchers have

demonstrated the value of eye gaze as a signal to predict drivers' attention [105], situational

awareness [152] and future actions [75].

Many of today's gaze-based driver awareness models only account for foveal (i.e., central)

vision [152, 75, 79]. However, drivers routinely use their full range of vision, including pe-

ripheral vision, to maintain situational awareness (SA). While driving, we are responding to a

constantly and rapidly changing environment involving other vehicles, surrounding pedestrians,

traf�c signs, and other objects. Relevant stimuli such as a jaywalking pedestrian or a speed limit

sign often �rst appear outside of foveal (small region around the point of regard) gaze, but we are

still able to perceive, process, and respond to them. To characterize this phenomenon, psychol-
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Figure 3.2: Hypothesized dynamics of Functional Field of View (FFoV) [36] (1-4: L-R):(1) Driver is �xating (�x-
ation point indicated by red crosshair) at a road sign and the FFoV (blue ellipse, solid) is indicated at it's maximum
level around the �xation point. (2) The driver saccades and starts �xating at the traf�c light — the FFoV resets to
a lower level than the maximum (blue ellipse, dotted). (3) Driver continues �xating on the traf�c lights and FFoV
expands. (4) The driver is still �xating on the light and the FFoV has expanded to its maximum level again.

ogy researchers commonly use a construct known as the Functional Field of View (FFoV, also

UFoV: useful FoV) — the region of our �eld of view (FoV) in which stimuli can be processed

during a single �xation [12]. The FFoV consists of both foveal and peripheral vision. It has been

shown that a degraded FFoV can be predictive of negative outcomes in real-world driving [32].

For instance, older drivers with a40�Wor greater impairment in their FFoV were 2.2 times more

likely to incur a crash in the 3 years following FFoV measurement [103]. This makes it an im-

portant visual phenomenon that is necessary for intelligent driving assistance systems to model,

in order to provide effective assistance.

In this work, we study the shape and dynamics of the FFoV during active driving. To do

so, we conduct a human subjects study involving a peripheral detection task within a virtual

reality driving simulator. Our goal is to characterize the FFoV's shape and movement to inform

intelligent driving assistance algorithms.

Initial descriptions of the shape of the FFoV simply describe it as a30� region around the

fovea [116]. More recent research suggests an asymmetric shape [120] with higher reaction times

for stimuli in the upper and left portions of the visual �eld. Here, higher reaction times imply

delayed attentional or processing mechanisms which may suggest the need for more assistance in

these regions. Additionally, the slower reaction time in the left portion of the FFoV is speculated

to be due to the asymmetric nature of traf�c (the study in [120] was conducted in Japan, a left-

sided driving nation). This would imply an opposite effect for the purposes of this study, where

the human subjects population was drawn from the USA (right-sided driving).

On the other hand, FFoV dynamics during driving are less well studied. In non-driving

settings, it is has been found that visual sensitivity is degraded just before and during eye move-

ments or saccades, a phenomenon termed “saccadic suppression" or “saccadic omission" [25].

While previous work in the driving setting suggests a similar narrowing of the FFoV right after

a saccade, this effect has not been directly investigated. In the most related work, Crundall et al.

[36] asked subjects to press a button when they detected peripheral stimuli during a driving video

watching task. Their data suggested that people watching ego-centric driving videos are more
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likely to detect more eccentric peripheral stimuli the longer it has been since the last saccade.

While this is consistent with saccadic suppression, that work did not analyze the data to con�rm

this effect.

The studies described above sometimes use driving video-watching as a proxy for driving,

or use driving simulators with highway driving scenarios where the driver largely only has to

steer for lane maintenance and collision avoidance. In contrast, we use an active urban driving

task where the driver must follow in-world signs (Figs.3.1a& 3.2) to navigate as well as deal

with traf�c lights and other on-road vehicles and pedestrians. This leads to a more ecologically

valid cognitive load on the participating drivers and consequently a more representative FFoV

behaviour.

In developing intelligent driving assistance, it is imperative that we model human visual per-

ceptual abilities accurately, so as to provide assistance in situations where its limits are reached.

For instance, models that are restricted to foveal vision may underestimate driver (SA), result-

ing in redundant assistive alerts or interventions. In the well-established area of aviation as-

sistance [23] and more recently in some controlled driving studies [55], users are shown to have

lower task engagement when they receive too many automation based alerts (tuned towards being

more conservative). Recently, some work in the area has started to account for the role of periph-

eral vision in maintaining situational awareness, but this does not consider the dynamic nature of

human peripheral vision nor the asymmetric shape of it [156, 166]. Considering the important

role that peripheral vision plays in maintaining situational awareness while driving [151], the

shape and dynamics of the FFoV should be accounted for by driver assistance systems.

Our research questions inspired by the above motivations are:

1. What are the asymmetries in the shape of the Functional Field of View during driving?

Are they speci�c to the driving task?

2. What are the dynamics of the Functional Field of View? In particular, how does the Func-

tional Field of View degrade post saccade during driving? Is post-saccade degradation

explained by the post-saccade shrinkage and in-�xation expansion of the FFoV, as hypoth-

esized in [36]?

We present data from two virtual reality user studies, one involving participants engaged

in a Driving task and the other with a Non-Driving task, which demonstrate evidence for the

asymmetrical shape of the �eld of view (FFoV) during the driving task but not during the non-

driving task. Additionally, we examine the detection of peripheral targets with regard to their

onset relative to the duration of the driver's �xation in order to investigate the effects of saccadic

suppression and provide partial support for this hypothesis.
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3.2 Related work

3.2.1 Shape of the FFoV

When �rst introduced, the FFoV or UFoV was hypothesized to simply be a30� region around

the fovea [116] but many studies since have showed properties such as it being wider in the

horizontal direction than in the vertical direction [68], narrowing with age [36], narrowing with

cognitive load [96] and sensitivity to other factors. However, much of this work is performed

in non-driving settings. In this section, we will limit ourselves to discussing previous work that

attempts to characterize the shape of the FFoV during driving, via a driving simulator.

In recent years, Park & Reed have used a �at screen frontal display and lane maintenance

steering task to simulate driving [110, 111]. However, in these experiments: the display was

limited to line drawings of a highway scene, peripheral targets were shown in speci�c �xed

locations on the screen, and the driver's head was �xed using a chin rest and their gaze was �xed

on a central �xation cross during the whole experiment. While this resulted in well-controlled

gaze eccentricities of peripheral targets due to �xed gaze and target positions, the simulation

of the driving task is limited since the participant does not have to perform complex navigation

tasks and their cognitive processes are not similar to driving.

The closest work to ours was described by Seya et al. [120]. They performed an experiment

with a screen-based driving simulator where participants drove on an expressway and performed

a peripheral discrimination task where they responded to the sidedness of the character `E' that

would be intermittently displayed on the screen either naturally or mirrored. The peripheral `E'

was not �xed to be onset at particular screen locations and participant gaze was also free to move

around naturally while driving, both improvements from previous studies. However, we address

a few limitations in that study: �rst, right before peripheral target onset, the participant's cur-

rent gaze position on the screen was displayed which could cue them to prepare for peripheral

target presentation and hence change their attention behaviour from that during normal driving;

second, they used a19-inch screen which limits the extent of the driver FoV that can be stud-

ied (maximum eccentricity was7:5� ; third, their peripheral targets were always spawned at �xed

eccentricities from the gaze marker (2:5; 5; 7:5� ) while ours are not constrained; and lastly, partic-

ipants drove on expressways which did not engage the same cognitive processes as complicated

urban driving situations where driving assistance is likely to be required and FFoV needs to be

understood.
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3.2.2 Dynamics of the FFoV

The most explicit suggestion for saccadic suppression during driving comes from [36]. In this

work, subjects were asked to view �rst-person driving videos on a13:4�]monitor and “look for

any hazardous events in order to rate each clip on two 7-point Likert dimensions." The two di-

mensions asked the raters to evaluate the inherent danger and driving dif�culty of the scene.

Additionally, the screen had 4 overlays on the mid points of each side of the screen which oc-

casionally lit up with a red light for200ms. Participants were asked to press a button when

they noticed one of these targets light up. Unsurprisingly, they found that peripheral targets that

were more eccentric (further) from the gaze center while appearing, were detected less often

that those which were more central. One additional measure was that of onset �xation duration,

which measured the length of the �xation that participants were making while the peripheral

target was onset. Interestingly, spotted targets coincided with an average increase of450ms in

the OFD compared to missed ones. There were two possible explanations: spotting a target

suppresses the next saccade, and increases the current �xation duration OR longer �xations may

improve chances of spotting a peripheral target. It was also found that for more eccentric spotted

targets, the OFD was larger, and most of this difference was pre target onset. This seems to

support the latter explanation, that longer �xations improve peripheral detection but is not fully

tested in previous work (or alternately, saccades lead to a narrowing of the FFoV). This is the

particular effect we are looking to characterize out this paper. Other works have found similar

indications —mostly in a non-driving setting [25, 61]. In driving settings, [120] shows that in a

PDT, reaction times for peripheral target detection were longer for targets that appeared after the

participant had saccaded in the last100ms.

Our experiment has some differences to the one in [36]. We use a virtual reality (VR) driving

simulator instead of a �at screen, resulting in a much wider portion of the driver's �eld of view

during driving being occupied (Fig.3.1a). Additionally, instead of using passive video viewing,

we use a driving simulator, engaging cognitive processes closer to that of on-road driving. We

also spawn peripheral stimuli in a larger range of FoV and in any location (as opposed to lighting

up the �xed overlays used in previous work). Together, these changes enhance ecological validity

of our experiment.

3.3 Experimental design

To answer our research questions, we conducted two psycho-physics studies to gather data on

peripheral detection task performance with and without driving. For the driving task, we ask

participants to perform a direction following Driving Task (DT) in an urban environment using a

VR driving simulator while also responding to peripheral stimuli that appear in various parts of
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their �eld of view (Fig. 3.1a). In the Non-Driving Task (NDT), participants do not drive but are

instead placed in a virtual “clean room" Fig.3.3where they also perform a peripheral detection

task.

3.3.1 Driving Task

The experimental setup for our experiments, as shown in Fig.3.1a, consisted of a �xed-based

virtual reality driving simulator. We used consumer grade hardware for the physical frame,

steering wheel (Logitech G29), and VR headset (HTC Vive Pro Eye). The Vive Pro Eye was

speci�cally chosen since it contains a built-in eye tracking module and easily interfaces with our

simulator software via Unreal Engine. We used the DReyeVR simulator [124], which is a virtual

reality simulator built on top of the Carla simulator [43], speci�cally for behavioural research.

DReyeVR provides straightforward logging of simulated world events as well as participant

behaviour (including eye gaze and driving actions) on a common timeline.

Driving Instructions

Participants were asked to follow directions provided by in-world (e.g. blue GOAL signs in

Fig. 3.2) while obeying standard United States traf�c rules. Participants �rst undertook a test

drive, to familiarize themselves with the controls and the experience of driving while wearing a

VR headset. During this time, they were also introduced to the GOAL signs and the peripheral

detection task and asked to practice driving while responding to peripheral targets. Following

the test drive, participants completed a pilot route and 4 experimental routes, each of which took

3 � 5 minutes to complete (this varied based on how fast participants chose to drive through the

route; to encourage natural driving behaviour we did not prescribe a speed). Participants were

encouraged to take breaks and step out of the simulator between breaks, especially if they felt

dizzy or nauseous.

Peripheral target generation

For peripheral detection tasks, it is common practice to use either physical lights on the viewing

screen [36, 37], or spawn visual artifacts like red blocks [141, 53] or Gabor �lters [56] as the

stimuli that subjects respond to. Similarly, we spawn red orbs at various retinal eccentricities, in

the �eld of view the participant (Fig.3.1ainset). In many of the previous experiments mentioned

above, the targets are spawned at �xed directions([120]) locations with participants required to

either �xate on a central point during the experiment [141, 53] or not [36, 37]. In both cases,

�xed targets can lead to priming, where participants anticipate the appearance of stimuli only

in certain parts of their �eld of view. In our experiment, both participant eye gaze and stimuli
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Figure 3.3: Non-Driving task setup: simulated “clean room" with Fixation Cross (black cross), gaze location (red
crosshair; not shown during experiment), and peripheral target (red sphere) displayed.

spawn locations were unrestricted to allow natural gaze behaviour during driving and coverage

of the entire �eld of view.

The red peripheral target has a5cm virtual radius and subtends about2� , a proportional size

to the stimuli from [36] (their display device was a single13�] �at screen rather than in VR, so

ours is scaled up).

The peripheral stimuli are spawned randomly in segments of12second intervals, for250ms

each, similar to [36, 37].

We spawn our stimuli at a �xed distance away from the participant's eyes but at different

retinal eccentricities. Speci�cally, the spawn direction is parameterized as a pitch and yaw,

centered around the participant's head direction. The pitch and yaw are sampled uniformly from

a 28� and68� extent centered on the head direction respectively. The vertical direction is offset

upwards by15� , since the car's dash blocks the view in the lower area of the FoV. This span

represents more than a double increase in the available FoV in both directions than the previous

works which use �at screen based simulators. Participants are instructed to follow a route marked

with directional signs to a goal and to respond by pressing a paddle on their steering wheel when

they detect a red orb which appears in their �eld of view.

Figure 3.4: Timeline of events during the trial in the case when participant responds to the peripheral target. Note
that while the typical order of “End of �xation" and “Button Pressed" events is depicted here, they may interchange
in order.
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3.3.2 Non-Driving Task

The non-driving task was conducted in the same physical hardware setup as the driving experi-

ment (Fig3.1a), with the paddles on the steering wheel used to indicated responses to peripheral

targets. Participants were placed in a virtual clean room (Fig3.3) where they were asked to

�xate on a black cross (henceforth, Fixation Cross or FC) in the center of their FoV. Once the

experiment started, the FC would intermittently move to a new location and participants were

asked to keep �xating on it at all times. Once the FC moved, this would involve saccading to

it's new location. We moved the FC in order to control when the participants' gaze performed a

saccade —as a reminder, we wanted to investigate if saccadic suppression was occurring in the

non-driving task. After the FC moved and the participant gaze had moved to the new FC loca-

tion, a peripheral target was sometimes randomly spawned for a brief period. Peripheral targets

were not always spawned after an FC movement since we did not want the participants to game

the task by responding every time the FC moved.

Additionally in the non-driving task, participants were instructed to utilize the left response

paddle for peripheral stimuli presented to the left of the central �xation cross and the right re-

sponse paddle for stimuli presented to the right. This manipulation was included as a means of

ensuring that participants were accurately attending and responding to the target stimuli, rather

than potentially gaming the task.

During pilots, some participants did not gaze at the FC immediately after it moved. Hence,

to make sure targets were responded to only after the participants had completed a saccade to the

new FC location, they were spawned after participant gaze moved near the FC.

3.3.3 Participants

For the Driving task, participants were pre-screened using the Motion Sickness Susceptibility

Questionnaire Short-form (MSSQ-Short) [58] and participants scoring over the75th percentile

were not considered. Additionally, two participants who could not complete the test-drive with-

out feeling nauseous, were also disquali�ed. In the driving task, we present data fromN = 10

participants (not including pre-screens/test-drive failures) recruited using word-of-mouth from

around the university (age mean:24:7, range: 18 � 36). All participants had held a driver's

license for at least one year (mean:6:7, range:1 � 20). Some of the participants were unable

to complete all four drives and were immediately asked to stop when they felt slightly dizzy,

resulting in 31 total collected driving episodes. The study was approved by the university's

Institutional Review Board.

For the Non-Driving task, we recruitedN = 6 participants using word-of-mouth recruiting.

There was no requirement for these participants to have a driver's license nor were they screened
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for motion sickness (not required since the NDT did not involve a moving background). The

NDT required fewer participants to get a comparable amount of data in terms of number of

peripheral target onsets.

3.4 Data collection and analysis

Before we delve into the data analysis, we will de�ne some terms that will help clarify the

timeline of events during a typical peripheral target appearance. Such a timeline is shown in

Fig. 3.4. Usually, some time after a participant enters a �xation, a peripheral target appears. In

the case where a participant accurately responds to a peripheral target, a button press occurs after

the peripheral target onset and the time between these events is termed the “reaction time". For

our experiment, if a button press was not detected in the2 seconds following the appearance of a

peripheral target, the target was considered to be “missed" by the participant.

At some point after the peripheral target onset, the participant usually exits their �xation.

This may or may not be after the button press. The time from the start of the �xation during

which the peripheral target is onset to its end is known as the “Total Onset Fixation Duration"

(TOFD) corresponding to that peripheral target. This is divided by the peripheral target into the

“Pre-Onset Fixation Duration" and “Post-Onset Fixation Duration". The “Pre-Onset Fixation

Duration" is the time since the end of the last saccade and is the important part of the TOFD for

the purposes of determining the effect of saccadic suppression on the FFoV. The “pre-OFD" will

be simply known as the “Onset Fixation Duration" (OFD) in the rest of the paper.

3.4.1 Gaze event detection

The gaze data obtained from our experiment was post-processed of�ine. The VIVE Pro Eye

was used to obtain this data at the rate frames were displayed on the VR headset (approximately

50Hz). This frame rate was not constant, due to different computational demands associated with

rendering different parts of the simulated world. We used the I-BMM gaze event detector [133]

to segment the gaze into �xations, gaze, and noise. This model uses a Gaussian Mixture Model

to cluster point-to-point 3D gaze velocities. Two means corresponding to �xations (low velocity)

and saccades (high velocity) are initialized. In general, during a �xation our eyes rarely remain

completely still due to small eye movements called microsaccades or �xational saccades [90].

These microsaccades are included in what we call �xations, as is commonly the case in driving

literature [79].
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Figure 3.5: Spatial distribution of peripheral targets with respect to driver gaze direction at the time of target onset
(Driving Task only).

3.4.2 Gaze eccentricity

When a peripheral target is onset, our experiment produces data tuples of the form:(t ls ; � t ; 
 t ; r ),

wheretOF D is the time since start of the last �xation (in ms),� t and
 t are the pitch�� yaw dif-

ference between the gaze direction and the peripheral target direction (in degrees),r is a Boolean

indicating whether or not the driver responded to the peripheral target. The pitch and yaw are

further combined intoet , the onset gaze eccentricity of the peripheral target (in degrees). The

gaze eccentricity is de�ned as:et =
p

� 2
t + 
 2

t

3.5 Results & Discussion

3.5.1 Shape of the FFoV

We �rst examine the spatial distribution of peripheral targets that were detected (hits) and not

detected (misses) (Fig.3.5). We �nd that driver misses are likely to occur higher in their �eld of

view, indicating a downward bias of attention and supporting previous results in similar experi-

ments. However, we �nd no evidence to support a right-ward or left-ward bias in attention which
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(a) Target pitch distribution during Driving Task. (b) Target pitch distribution during Non-Driving Task.

(c) Target yaw distribution during Driving Task. (d) Target yaw distribution during Non-Driving Task.

Figure 3.6: Distributions of peripheral target pitches (a, b) and yaws (c, d) with respect to participant gaze direction
at the time of target onset. Red curves correspond to misses and green to hits. Both distributions are normalized
within groups. In the DT pitch distributions, misses have a statistically signi�cant upward bias, indicating a “pitch
blindness" effect during driving. Pitches of missed and hit targets are not statistically distinguishable in the NDT
indicating the “pitch blindness" effect is modulated by the driving task.
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Figure 3.7: Distribution of Gaze Eccentricities of peripheral targets vs corresponding (pre) Onset Fixation Dura-
tions. Only targets with OFD< 1s (left) shown.

is suggested in some previous work [120].

Pitch. During the Driving Task, the distribution of misses was centered at a higher pitch

(vertical) eccentricity in the driver's FoV than the distribution of hits (Fig.3.6a). Using a two-

sample Student's t-test, we found that the pitch eccentricity of hits (� hit = 12:94� ) was statisti-

cally signi�cantly different than the pitch eccentricity of misses (� miss = 19:81� ) during driving

(t(df = 854) = � 5:73; p < 0:001). However, this difference is not observed in the Non-Driving

task (t(df = 737) = � 1:55; p = 0:12).

Yaw. In the Driving task, we see fewer misses toward the center of the yaw (horizontal)

axis, which is to be expected since attention is central (Fig.3.6c). However, we do not see

any signi�cant horizontal asymmetry of hits or misses in either Driving or Non-Driving task

(Fig. 3.6). To test this, we divided the yaw miss distribution into two halves aboutyaw = 0,

resulting inyawright (> 0) and yawlef t (< 0). Next, we mirrored the left side of the yaw

distribution: yawmirror = � yaw 8yaw 2 yawlef t . Since these were not normally distributed,

we comparedyawmirr andyawright using a two-sided two-sample Kolmogorov-Smirnov test,
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which did not show a statistically signi�cant difference between these distributions (ks = 0:08,

p = 0:65). We also see no statistically signi�cant difference between the two sides of the yaw

distribution in the Non-Driving task (ks = 0:06, p = 0:42).

Reaction times.Additionally, we analyzed reaction times (time between target onset and

participant response) for both tasks (for hit targets only). Average reaction time was0:734s

during the Driving Task and0:605s during the Non-Driving Task. While there was no signi�cant

difference across the horizontal or vertical meridians within each task, the average reaction times

across tasks did differ signi�cantly (t(df = 144s) = 11:35; p = < 0:001), which is to be expected

since the driving task is much more cognitively taxing.

Discussion.In prior work [120], the authors found an attention de�cit in the upper and left

portions of the FFoV. Their study used a slightly different peripheral detection task in which

participants had to discriminate between the appearance of a mirrored/non-mirrored “E" in �xed

locations around their point of regard. In their task, peripheral targets remained on screen until

the participant responded. Hence, that study measured reaction times instead of detection rate as

in our study. Our results partially agree with results found in prior work by �nding an attention

de�cit in the upper region of the FFoV. However, we did not not �nd any attention de�cit in the

left region of FFoV.

The authors posit that slower responses in the leftward FFoV region may be due to left-sided

driving in Japan (where the study was conducted) and the allocation of more attention to the

right. Since our study was conducted in the USA (with right-sided driving), an equivalent result

in our study would have indicated a leftward attention bias and a greater degree of misses in the

rightward region of the FFoV. However, we found no difference between misses in left and right

regions of FFoV.

One explanation for the difference in results between our study and prior work [120] could be

that the driving scenarios in the prior work were expressway-based, while our scenarios involved

urban driving. In expressway driving, there tends to be a more explicit separation of lanes than

in urban driving. Due to the more structured nature of expressway driving, it may have been

the case that fewer driving-relevant stimuli �rst appeared from the leftward direction. This bias

would not be re�ected in urban driving scenarios that our participants saw, where both left and

right turns were represented and no dividers were present to separate oncoming traf�c, yielding

a more horizontally symmetrical distribution of attention.

Both our study and prior work found a downward-biased FFoV asymmetry in driving, but

this effect did not hold in our Non-Driving Task. One explanation offered by Seya et al. [120]

was the nature of the human visual system: “research has shown that the number of ganglion and

cone cells is higher in the superior (lower) direction than in the inferior (upper) direction on the

retina.” However, our results provide evidence against this explanation, since vertical asymmetry
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does not occur during the non-driving task and hence cannot be attributed to the human visual

system.

3.5.2 Dynamics of the FFoV

The distribution of the onset gaze eccentricities of the peripheral targetset (de�ned in Sec.3.4) vs

the Onset Fixation Duration (OFD, Sec.3.4) for peripheral targets across all participants during

the Driving task is shown in Fig.3.7. From this plot (and Figs.3.5, 3.6a, 3.6c), misses are

observed to be overall more eccentric than hits during the driving task: mean eccentricity for hits

and misses are25:89� and32:90� respectively (a t-test revealed this difference to be statistically

signi�cant, t(df = 854) = 5 :02; p < 0:001). This is also consistent with our �ndings in the

previous section.

Additionally, we examined the distribution of OFDs for hits and misses. Misses tended

to have shorter associated OFDs (0:41s on average) than hits (0:69s). Using a two-sample

Kolmogorov-Smirnov test (to account for non-normally distributed data), we found that this tim-

ing of hits and misses was statistically signi�cantly different (ks = 0:234; p = 0:0011< 0:01).

Further, we observed that81:5�Wof all misses occurred within0:5s of �xation onsets, while only

62:1�Wof all onsets fell within that period (89:5�Wmisses/80�Wonsets within1s).

Together, these data indicate that misses are most likely to occur in the �rst second of a

new �xation. Note that this does not necessarily imply that drivers should avoid moving their

eyes in order to maximize peripheral visual performance, since eye movements are necessary

to perceive important scene elements during driving maneuvers such as turning, merging, lane

changing, navigating, etc. However, the implication for driving assistance systems is that it may

be bene�cial to raise the cautiousness levels of the system during and right after driver saccades

since drivers may be more likely to miss stimuli entering their peripheral FoV in these periods.

Lastly, we also examined interactions between OFD and onset eccentricity of peripheral tar-

gets to investigate the FFoV contraction and expansion hypothesis from Fig3.2and [36]. While

misses were more eccentric and on average occurred closer to the start of driver �xations (in-

dicating partial support for saccadic suppression), misses did not occur at signi�cantly higher

eccentricities at higher OFDs. Hence, no evidence was found for the hypothesis that the FFoV

contracts post saccade and expands during �xations.

3.5.3 Limitations & Future work

A point of consideration in this work should be the interaction of any potential effect of sac-

cadic narrowing of the FFoV with the narrowing caused by cognitive load. The widely accepted

theory of general interference states that the FFoV narrows uniformly across all eccentricities
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under increased cognitive load [36, 37, 14, 56]. This is in contrast to the perceptual tunneling

theory which posits an increased degradation of the FFoV at higher eccentricities under cogni-

tive load [141]. In our experiment, we do not control nor explicitly measure cognitive load. If

the general interference theory is true, then in the limit of large amounts of data, the effects of

cognitive load would even out, since the degradation is uniform across eccentricities. However,

if cognitive load is correlated either with higher OFDs (drivers �xate longer under higher cogni-

tive processing) or higher eccentricities (more eccentric gaze behaviour is required during high

cognitive load inducing tasks), in our limited sample this may have a competing effect.

To control the effect of cognitive load in FFoV dynamics measurement, a similar experiment

could be carried out in which drivers are explicitly cognitively loaded at different levels via a

calibrated N-back task [94]. If the same relationship between OFD and detection rates persists

across all levels of cognitive load, we may rule out an interaction between those confounds.

Finally, more work is required to integrate our �ndings about the FFoV into intelligent driv-

ing assistance systems. As mentioned before, one simple integration would seek to allocate

more perceptual resources, such as active sensing from the vehicle, to the upper portion of the

driver �eld of view. Additionally, such perceptual systems may seek to lower their threshold of

intervention if important stimuli enter the driver's FoV during, or less than one second after, a

saccade.

3.6 Conclusion

We investigated the shape and dynamics of the Functional Field of View of drivers' with a view

on identifying psycho-physical limitations that could be augmented by driving assistance sys-

tems. We found an effect of inhibition of peripheral target detection in the upper portion of

drivers' �eld of view as well as an inhibition in the �rst second after a saccade occurred. How-

ever, we did not �nd support for the previously hypothesized post-saccade FFoV shrinkage and

post-�xation expansion. Future work should investigate the effectiveness of deploying targeted

assistance to augment drivers' perceptual capabilities keeping these limitations of the FFoV in

mind.
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Imitation Learning (IL) algorithms such as behavior cloning are a promising direction for

learning human-level driving behavior. However, these approaches do not explicitly infer the un-

derlying causal structure of the learned task. This often leads to misattribution about the relative

importance of scene elements towards the occurrence of a corresponding action, a phenomenon

termedcausal confusionor causal misattribution. Causal confusion is made worse in highly

complex scenarios such as urban driving, where the agent has access to a large amount of infor-

mation per time step (visual data, sensor data, odometry, etc.). Our key idea is that while driving,

human drivers naturally exhibit an easily obtained, continuous signal that is highly correlated

with causal elements of the state space: eye gaze. We collect human driver demonstrations

in a CARLA-based VR driving simulator, DReyeVR, allowing us to capture eye gaze in the

same simulation environment commonly used in prior work. Further, we propose a contrastive

learning method to use gaze-based supervision to mitigate causal confusion in driving IL agents

— exploiting the relative importance of gazed-at and not-gazed-at scene elements for driving

decision-making. We present quantitative results demonstrating the promise of gaze-based su-

pervision improving the driving performance of IL agents.

This chapter is sourced in part from the publicationMitigating Causal Confusion in Driving Agents via Gaze
Supervision.by A. Biswas, B.A. Pardhi, C. Chuck, J. Holtz, S. Niekum, H. Admoni, and A. Alessandro. In IEEE
Intelligent Vehicles Symposium (2024)
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Figure 4.1: Outline of training for imitation learning with gaze as a supervisory signal for approximating causal
information in the scene. Here gaze pixels represent a noisy approximation of the causal pixels in the RGB image
space, while the causal pixels are an abstraction of the causal scene elements. Gaze is only required at train time.

4.1 Introduction & Background

Imitation learning (IL) is a popular method for learning urban driving policies due to its ease

of implementation and de-coupling of the data collection/action step and the training step by

allowing of�ine learning of control, among other factors. However, it does not explicitly model

the underlying causal structure of the task, instead inferring causality from strongly correlated

elements of the state space that occur before speci�c actions are performed. This results in

a policy that does the right things for the wrong reasons in the training distribution and thus

doesn't generalize well at test time.

While a policy is a causal function mapping observations to particular actions, it is often

dif�cult to identify which underlying state variables caused the policy to take a particular action.

This is made more complex by the fact that instead of observing the state directly, the policy

uses observations—i.e camera images, which are themselves a function of the state variables. It
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is then dif�cult to attach a particular state variable to any particular pixel. Causal confusion then

arises when an undesirable state variable triggers a particular action.

In the original paper identifying causal confusion [38], the authors use an example of a re-

alistic driving setting to illustrate this phenomenon where, counter-intuitively, access to more

information yields poorer task performance by the imitation learning agent. In the aforemen-

tioned example, an IL agent learns from demonstration images from inside the cab of a vehicle

with and without a brake light indicator on the dash. When a brake light is present (and always

on when the brake is applied), the agent may learn to brake only when the brake light indicator

is on. This is an undesirable misattribution of cause and effect.

Several additional works exist in which history-based imitation models perform worse than

their counterparts without access to this historical information, especially during driving (see

Sec 4.7 from [28] for a review). For instance, in [144], imitation learning policies are trained

with and without ”history information about the car's past trajectory as input. The model with

history has better performance on held-out demonstration data but much worse performance

when deployed, indicating that causal confusion is occurring. Another example is in [33], where

they identify a failure mode where the training data displays a tendency to stay static at a full

stop, leading to a strong correlation between low speed and not accelerating in the �nal policy.

This leads to the �nal policy staying stopped at stop lights even after they turn green.

The most straightforward resolution to the causal confusion problem would be to simply

learn the correct underlying causal structure. De Haanet al. propose methods using targeted

interventions (DAgger-like expert queries [115] or GAIL-like environment interaction [66]) to

prune a set of2N causal hypotheses whereN is the dimensionality of the state space. This is

a large search space for visuomotor tasks like driving, where the state-space dimensionality is

often in the millions. Moreover, expert queries or environment interaction in the training loop

can often be too expensive to be a feasible solution.

Taking a complementary approach, we seek to use a signal that human drivers naturally

exhibit while operating vehicles which is highly correlated with causal parts of the state space

— eye gaze. Our idea is to use driver eye gaze as a supervisory signal, alongside driving control,

to highlight the lower dimensional parts of the (very high-dimensional) visual state space that the

driver �xated on before making their driving decision. Speci�cally, we use a contrastive learn-

ing formulation to encourage visuomotor IL driving policies to change driving decisions based

on visual information in the �xated-at regions. This gaze supervision seeks to mitigate causal

confusion by directing the causal function of the policy towards the variables of the observation

(clusters of pixels), which correspond to an underlying state variable that the human believes is

causal to the optimal behavior, as outlined in Fig.4.1.

The bene�t of using eye gaze from human driving demonstrators is that it is essentially “free”,
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i.e. it is a signal that is naturally exhibited by humans as they drive. Importantly, it does not

require additional labeling or intervention from human experts and is non-intrusive, with gaze

data being able to be collected with a pair of wearable glasses or even in-cabin sensors. In

fact, some data-collection vehicles are already instrumented with cabin-facing visual or infrared

sensors, that can be used to obtain traf�c-scene registered eye gaze directly. For this work, we

used eye gaze collected from a driver using a VR simulator with eye tracking built into the VR

headset (Fig.4.3).

We propose a gaze-based contrastive supervision method to incorporate driver gaze into

policy training and show that �netuning a pre-trained IL driving policy using our method re-

sults in better driving performance than the pre-trained model. Our formulation encourages the

trained policy network's driving actions to be affected by gazed-at regions. Further, the �ne-

tuned method's saliency better matches drivers' attention as indicated by their gaze. In summary,

we investigate the utility of natural driver eye gaze-based supervision as a tool for mitigating

causal confusion in imitation learning-based driving agents. We contribute:
• a novel dataset of human driving with actions and associated eye gaze in a CARLA-based

VR simulation,

• a gaze-based contrastive supervision formulation for �ne-tuning learned models for gaze,

and

• experimental results quantifying the performance improvements in simulated driving sce-

narios with gaze supervision.

4.2 Causal confusion in Imitation Learned driving agents

As an example algorithm for exploring causal confusion in IL-based driving agents, we consider

the popular and well-established Learning by Cheating (LBC) [27] model for autonomous urban

driving in CARLA. This method uses a two-step approach where a teacher model is �rst trained

with access to ground truth, overhead-view semantic segmentation maps around the ego-vehicle

(approaching perfect perception). Then, this agent is used as an oracle to train a sensorimotor

agent that only has access to RGB (left/center/rightviews) sensor data and a high-level command

from a global plan. We use the latest author-provided code and model [4], which is a slight

deviation from the original paper [27]. Of particular note, the LBC sensorimotor model takes a

ten-channel image as input where nine channels correspond to three RGB images (left, center,

right) and the last is a heatmap with the only “hot” region being a Gaussian distribution centered

at the next waypoint in the frame of thecentercamera.

As one may expect, the LBC model also shows symptoms of suffering from causal confusion.

Anecdotal descriptions from the authors can be found in [2]: “ I believe that the network has
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Figure 4.2: Salience map generated by using blur-based saliency (Sec.4.2.1) for LbC model [27] at instant a vehicle
comes to a stop after which it fails to restart. The bulk of salience weight is at the traf�c light's base — a non-causal
region which indicates causal misattribution.

some issues with starting/stopping”. These problems seem to occur primarily in the absence of

surrounding vehicles which may be wrongly used as causal cues. We especially notice traf�c

light infractions where the LBC agent either does not stop for a red light or fails to restart after

stopping at a red light. We also observe cases where the agent stops at a red light but restarts

when opposing traf�c moves, even though the red light has not changed.

In more recent works such as Transfuser [30] and PlanT [113], we see special heuristics or

inputs to tackle problems due to causal confusion. The Transfuser agent uses a “creeping” behav-

ior that gives the ego vehicle a small velocity if it has not moved in55seconds. It is used along

with a safety heuristic that stops the car if there is a lidar hit in front of the vehicle. The PlanT

model uses a privileged input to deal with this problem: it directly reads the state of the relevant

traf�c light from the simulator which is a lower dimensional causal signal. Consequently, it is

also not validated on the of�cial leaderboard. In this work, we are focused on exploring gaze

as a supervisory signal that can act as a proxy for high dimensional causal variables, so we per-

formed our experiments with a popular, validated method (LBC) which does not have associated

heuristics.

4.2.1 Saliency-based causal confusion diagnosis

To investigate the relative importance of regions of the input state space in making decisions, we

used a saliency method to investigate the decision-making process of the LBC model. Speci�-

cally, we used the blur-based saliency method by Greydanuset al. [60]. This method is designed

to identify which spatial regions of the visual input are most salient for the action produced by a

given deep visuomotor policy network. The method is network architecture agnostic and works

by blurring different regions of the given visual input and measuring the difference in output with

the original input. It reasons that input image regions, which, when blurred, cause the greatest

difference in the agent's policy network output, are the most salient.

The original method was designed to work with Atari playing agents with inputs that were a

single image per timestep. A uniform grid is sampled over each input image and a blur centered
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(a) Physical setup with participant
driver in driving pose, alongside exper-
imenter's setup monitoring the simula-
tion.

(b) First person DReyeVR simulator perspective during the same episode
with eye reticle (red crosshair) denoting eye gaze on in-world navigational
sign that gives drivers route direction. The crosshair is only for illustration
(not shown in VR).

Figure 4.3: Experimental setup during gaze data collection.

at each sample location is performed independently to construct the modi�ed inputs for salience

calculation. However, in the typical CARLA-based driving formulation, at each timestep, mul-

tiple images with varying amounts of overlap are used to represent the scene. Consequently, we

modify the aforementioned method such that the blur salience is calculated only for the middle

image. However, when a portion of the middle image is blurred, we also blur the corresponding

region in the left (or right, as applicable) image so that the target space is blurred when input to

the policy network.

Using this blur-based saliency measure, we can generate saliency maps for the LBC method,

such as in Fig4.2. The �gure shows a vehicle stopped at a red light the frame before it turns

green. Here, most of the salience lies erroneously on non-causal parts of the input image, such

as the base of the traf�c light.

4.2.2 Relationship Between Gaze Supervision and Causal Confusion

The causal relationship described in Fig.4.1 can be formalized in terms of a Structural Causal

Model (SCM). The state spaceS can be represented as a set ofn causal variablesS := fS 1; : : : ;Sng,

representing other vehicles, pedestrians, time of day, trees, etc., while the random variableS rep-

resents the distribution over particular state values. The observation spaceO, is determined by a

causal functionf of the underlying statef : S ! O . Here, the random variableO represents the

distribution of observation values. Given a state, a particular observation variableOi will not have

equivalent counterfactual dependence on all state variables. This means there exists some causal

variableSi where an intervention tos0
i will have a signi�cant effect on the distribution of observa-

tion variableOi : P(oi js;do(Si = si )) 6= P(oi js;do(Si = s0
i )) . There also exists causal variable

Sj which has little effect on the distribution ofOi : P(oi js;do(Sj = sj )) 6= P(oi js;do(Sj = s0
j )) .

In practice, this is the assumption we make about gaze: that the cluster of gaze pixelsg 2 G,
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which is a collection off oi 8i 2 Gg is causally dependent on a state variable that the optimal

policy should depend on.

Next, we can observe the causal relationship between the policy� and the observationO.

A policy is a mapping from observation to actions:� : O ! � . For a cluster of gazed pixels

g 2 G, our method applies two interventions in the form of perturbations on the observation

p+/ � : O � G ! O , wherep� applies the perturbation to the gaze regulated components of

the observationg, andp+ applies the perturbation to the gaze unregulated components�g. By

applying these interventions, the loss ensures thatP(� = � (o)jdo(O = p+ (o; g))) � P(� =

� (o)jdo(O = p� (o; g))) > � . Intuitively, this enforces the policy to be robust to perturbations of

the non-gazed variables while being sensitive to perturbations of the gazed.

Combining these insights, our operation enforces both interventional dependence on the state

variables that generate the gaze and independence on the state variables not gazed at. In other

words, for a gazed state variableSi = si , P(� = � jdo(Si = si )) 6= P(� = � jdo(Si = s0
i )) for

some values ofs0
i , and for ungazed state variableSk = sk , P(� = � jdo(Sk = sk)) = P(� =

� jdo(Sk = s0
k)) . By aligning which causal state variables the policy is dependent on to salient

features, our method reduces causal confusion.

4.3 Method

Our method seeks to use human drivers' natural eye gaze as a supervisory signal for imitation-

learned driving agents to help mitigate causal confusion. We collect driving demonstrations and

driver eye gaze in a VR based driving simulation and incorporate gaze supervision as an auxiliary

contrastive loss to existing driving imitation policies.

4.3.1 Gaze data collection

Human demonstration data was collected in the DReyeVR simulator [124], a modi�ed version

of the CARLA simulator to enable human driving in VR. DReyeVR also enables the collection

of driver eye gaze as they use the simulator. Drivers were tasked with completing a navigational

sign following task (Fig.4.3b) while their driving actions (steering, throttle, brake), and gaze

movements were recorded.

Eye gaze was collected at the simulator rate, about50Hz. Eye gaze can be a noisy and high-

frequency signal. To correct for this, we performed pre-processing in the following manner.

First, driver eye gaze movements were classi�ed into low-velocity �xations and high-velocity

saccades using I-BMM, an off-the-shelf gaze event classi�er [133]. Then, saccades were dis-

carded (during saccades, drivers are moving their eyes between �xation points and cannot pay
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attention to the point of regard). Finally, �xations were aggregated into attention maps by ini-

tializing a Gaussian distribution(� = 2) centered at each �xation point and aggregating these

across a15 second window of gaze history. LBC uses data from the simulator at2Hz meaning

each frame's associated attention map was composed of a maximum of30gaze points (some are

discarded due to being saccades). This eye gaze was obtained in the form of 3D gaze coordinates

in the virtual CARLA world, allowing us to project the gaze point-of-regard to virtual cameras

in the world (such as theleft, center, rightimages taken in as input by LBC (see Fig.4.6).

We use data fromN = 7 drivers, all of whom had held a US driver's license for more than

one calendar year. Each participant drove �ve routes, with the �rst being for acclimatization to

the VR simulator (this data was not used). However, three participants were unable to complete

all four experimental routes due to motion-sickness in the simulator and four routes had to be

discarded due to improper data recording. This data collection was approved by the relevant

institutional review board. In total, we used 17 routes with about four minutes of driving data

each or about70minutes of data. This is much lower than the auto-generated data used to train

the LBC models, which is upwards of350 minutes. We will release our collected gaze and

driving data in a format that will make them fully replayable in the CARLA-based DReyeVR

simulator allowing future users to generate data from arbitrary virtual sensor con�gurations with

associated gaze. In rest of this paper, this dataset is referred to as the DRVR dataset.

Figure 4.4: Synthetic gaze generated by a state machine, shown at timet = k: after a transition to a new object, it
becomes the current �xation. The process repeats at every timestep.

We also experiment with synthetic gaze generated using a heuristic policy. Human gaze is

expensive to collect, so synthetic gaze allows us to investigate the ef�cacy of our gaze-based

supervision method with synthetic datasets. Since the human gaze signal is modeled with a

Gaussian distribution centered at the �xation point, the heuristic method generates �xation points

using a probabilistic state machine (Fig.4.4). Intuitively, the synthetic gaze checks which objects

are in the scene, �xates on an object for some time, or until the object leaves the frame, and

then �xates on a new object, favoring more important objects. Speci�cally, �xation stays in a

state with initial probabilityp = 0:99 that decays by0:01 every time-step of the �xation. If
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