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ABSTRACT
Autonomous navigation remains a considerable challenge,
primarily because of the difficulty in describing the
environment of the robot in a way that captures the
variability of natural environments. In this paper, we focus
on the problem of extracting the ground terrain surface
from sparse 3-D data from LADAR mobility sensors,
including the segmentation of the terrain from obscuring
vegetation. In this paper, we briefly review possible
approaches to LADAR processing, discuss their
limitations, and describe our current approach. Results
obtained with the GDRS CTA LADAR are presented1

INTRODUCTION
Autonomous navigation remains a considerable challenge,
primarily because of the difficulty in describing the
environment of the robot in a way that captures the
variability of natural environments [1]. In particular, while
it is possible – although by no means trivial – to build
models of smooth, 3-D terrain, it is much more difficult to
deal with areas that cannot be described by piecewise
smooth surfaces. For example, the geometry of terrain
types such as tall grass, densely forested areas, bushes are
naturally described as 3-D texture rather than by smooth
surfaces.
In this paper, we are interested in segmenting point clouds
acquired from LADAR into classes of points
corresponding to surfaces, e.g., ground terrain or objects,
linear features, e.g., tree trunk and branches, and scatter
corresponding to vegetation, such as bushes. We want to
do this in a way that does not rely on a specific sensor
geometry or scanning pattern and we want to minimize the
amount of hand tuning required to adjust the classification
parameters. Beyond classifying individual data points, we
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are interested in grouping similar points into consensus
regions corresponding to large pieces of surfaces.
After describing briefly the related work in this area, we
describe below our current approach to the problem. Most
of the data used in the work reported in this paper was
acquired with the current version of the LADAR used on
the Demo III XUVs [20]. The laser has an effective range
of 20 meters and a 7.5 cm range resolution. In the
configuration used in those experiments, its field of view is
90o by 15o. The initial data set consists of 130 frames, each
with detailed ground truth, including detailed record of
position and size of obstacles with respect to the sensor. A
second data set, provided by GDRS, is much larger and
contains thousands of scans with limited ground truth. Part
of the data set was acquired from a moving robot in order
to evaluate the change in performance due to errors in
registration between data frames. Terrain types include
vegetation, rocks, wires, and small-diameter objects.

RELATED WORK

Because of its importance in navigation and in image
understanding of natural scenes, the issue of identifying
vegetation has been explored in the past. Generally
speaking, terrain classification using spectral data has
received a lot of attention, while the practical use of
geometric information has not been as systematically
explored. Several researchers have attempted to capture
the statistics of natural images in order to facilitate image
segmentation and interpretation.
A few approaches considered the statistics of range data in
natural environments [8]. These approaches are primarily
based on single point statistics evaluated globally, i.e., the
distribution of range values over an entire image or a large
portion thereof. In practice, the single point statistics are
generally insufficient to characterize texture locally and
we need alternative local statistics on range, derivatives of
range, and frequency components.
In robotics, an interesting approach is described in [17] in
which single-point statistics are computed from data from
a single-line laser range finder. The statistics, based on the
model from [8], are used to discriminate between highly
textured regions, that are presumably vegetation and



through which the robot can drive, and smooth regions that
are true obstacles. Encouraging discrimination results are
reported.
The issue of vegetation detection and suppression has
received considerable attention in the remote sensing
communities as well. In most cases, the techniques take
advantage of the fact that the measurements are performed
in the vertical thus providing height from the ground at
each point. For example, texture measures restricted to
height data, are described in [16], and [2]. Work in this
area includes also sensor-dependent processing [13][10]
and interpolation of the terrain surface through vegetation
areas [11]. A complete treatment of vegetation filtering for
airborne surveying can be found in [19].
In [7], we evaluated three classes of approaches for terrain
characterization from LADAR data. The first approach is
inspired from remote sensing work [21]. The basic idea is
based on the observation that, if a data point is on the
ground surface, then few data points should be seen in a
volume originating at that point and oriented in the
direction of the measurement. For example, in the case of
data acquired from an airborne sensor, the volume would
be a cone with its apex at the data point. This approach is
shown to be very effective at separating ground surface
from vegetation (Figure 1). However, its main drawback is
that it cannot provide more detailed information beyond
the initial ground/vegetation segmentation.
The second approach is based on classical texture
classification and the observation that 3-D point clouds
follow characteristic distributions in images on natural
scenes [8][17]. In this work, we evaluated different types
of features for classification, including single point
statistics [17], local standard deviation of range
measurements [19], and local frequency content of the
data. One important realization that we made in the course
of that work is that it is not practical to “manually” tune
the terrain classifiers based on these features. Instead, we
proposed to use standard classification techniques such as
SVM or Bayesian classifiers that learn the optimal
classification function from actual sensor data. Although
the features used in that prior work turned out to require
too high a data density to be practical, we have retained the
learning approach as our main approach for constructing
classifiers. We describe this aspect in detail below.

Figure 1. Top: 3-D point cloud from the GDRS LADAR.
Bottom: Segmentation vegetation/terrain surface; ground
points are displayed in white.

3-D FEATURE AND SURFACE
CLASSIFICATION

The approach that we are currently exploring is derived
from prior work in the area of surface interpolation and in
obstacle detection from LADAR data. The basic idea is
illustrated in Figure 2. Given a sparse set of 3-D points,
one can compute at each point a shape matrix that
characterizes the local distribution of the point cloud in a
neighborhood around the data point. Intuitively, points that
are on a surface will yield “flat” distributions, points on an
elongated structure, e.g., a tree trunk, will yield mostly
one-dimensional distributions, and points that are in the
middle of a widely scattered point cloud, e.g., in bushes,
yield distributions that are isotropic, that is roughly equally
elongated in all dimensions.
Classifying each point individually gives an indication of
the local terrain type but it is not sufficient as it would
generate a large number of isolated outliers. A second
observation is that neighboring points that lay on a
particular type of terrain, e.g., a surface, have similar local
distributions. Based on this observation, it is possible to
construct algorithms that group points with similar local
distributions into terrain regions. For example, in Figure 2,
the points on the ground have consistent distributions and
can be grouped into a single surface by consensus. Figure
3 shows another illustration of this intuition on 3-D
LADAR data. The shape of the local distribution is shown
at three different points: On a bush, a vertical pole, and on
the ground terrain surface.
Formally, this is implemented by maintaining at each data
point – or at each occupied cell of a 3-D grid – a current
estimate of the scatter matrix representing the local
distribution in a neighborhood of that point. From the local
distribution, three shape features – sometimes called



saliencies in the context of surface recovery – are
computed from the eigenvalues of the matrix. The values
of the three shape features correspond to the three types of
shape: 2-D surface, linear structure, and 3-D scatter. Points
can then be grouped based on feature consensus.
This approach is grounded in prior work in the area of
surface reconstruction, in which one tries to recover a
smooth surface from a sparse point cloud [18]. Recently,
theoretical support has been given to this class of approach
[4]. In the context of autonomous mobility, a simplified
version of this approach was used in an early system for
obstacle detection developed for the DemoII program [6].
In that version, a linear Kalman filter was used at each cell
to update the slope and mean surface location within the
cell. In this earlier work, a degraded version of our shape
matrix was maintained at each point for obstacle/non-
obstacle classification.

Figure 2. Principle of the local shape classification
approach. Local shape descriptors – shown as ellipses – are
computed from the data. Neighboring from consistent
surfaces have similar shape descriptors.

Figure 3. Principle of the local shape classification in the
case of 3-D LADAR data.

Two key issues need to be addressed in order to implement
this approach: Efficient local computation of the shape
matrix, and accurate classification of the resulting shape
features.
Computation of the shape matrix is implemented as
follows: All the data points are stored in a voxel list. The
voxel list is used for efficient access to 3-D neighborhoods
(the neighborhood of any point can be retrieved in constant
time). The value of the current shape matrix S(P) in a fixed

neighborhood is attached to each point P in the data set.
Whenever a new data point Pn arrives, the set of existing
data points {P1,..,PN} whose neighborhood contain Pn are
retrieved and the corresponding shape matrices
{S(P1),..,S(PN)} are updated by adding the new point Pn.
A crucial advantage of this approach is that it operates on a
point by point basis, that is, the state of the world
representation is updated any time a new data point is
added, irrespective of whether the data point comes from
the same sensor scan as the previous points, or of its
temporal position in the current scan. In other words, this
approach is completely independent of the sensor – e.g.,
the number of points per scans – and is completely
asynchronous – i.e., it does not require batches of data
points to be processed together. This offers more
flexibility in interleaving sensor processing and data
acquisition. In particular, the points do not need to be
classified every time they are updated. Instead, the
classification can be applied to the shape matrices only
when needed by the mobility system, which is
considerably less frequent than sensor update rate.
Another key advantage of this approach is that it provides
a natural way to encode the uncertainty due to the range
sensor and the uncertainty due to the registration errors:
Every time a new data point is inserted, a covariance
matrix that summarizes the uncertainty on its position can
be used. This is particularly important to take into account
the potentially large registration errors encountered in field
data. More work is needed on converting the registration
uncertainty from the IMU to a model that can be used for
data insertion.
The second issue is to classify each point into one of the
three classes, given the values of the three features s =
(ssurface, slinear, sscatter) computed from the shape matrix. In
practice, it is not feasible to hand-tune a threshold for this
classification task because the distribution of these values
may vary considerably depending on the type of terrain,
the type of sensor, and the configuration of the sensor and
the vehicle. If fact, we would like to be able to adjust the
classification parameters automatically for different
configurations.
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Figure 4. Computing a classifier from training data.
Labeled training LADAR scans are used for construction a
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representation of the distribution of features in feature
space from which a classifier can be extracted.

A standard way to do this is to learn a classifier that
maximizes the probability of correct classification on a
training data set. Specifically, given a large collection of
points P1,..,PM from a training set, together with their
ground-truth labels L1,..,LM, we model the distribution of
the feature vectors s1,..,sM in each class as a mixture of
Gaussians, that is, Prob(s|L) is a linear combination of
normal distributions. At run-time, given a vector of shape
features s from a given point P, the class label selected is
the one that maximizes the likelihood ratio
Prob(s|L)/Prob(s| not L). The likelihood ratio provides an
estimate of the confidence in the classification at that
point. If the ratio is close to 0.5, then the classification
output is unreliable.
This approach implements a Bayesian classifier using a
mixture of Gaussian distribution as a parametric
representation of the set of feature computed from the
training data. Note that other classification strategies could
be used, although, given the low-dimensionality of the
space, the Bayesian approach is sufficient.
With this approach, the classification parameters are
automatically learned from real data and therefore, they
are sensitive to sensor resolution and noise and general
configuration of terrain; changing the parameters for a
different configuration of robot or sensor amounts to re-
training on new data. This approach has been very
successful in past in tuning parameters for the analysis of
range data in a sensor-independent manner.
The overall approach can be summarized as follows:
• Whenever a new data point Pn arrives

– Find the set {P1,..,PN} of existing data points
whose neighborhoods are affected by Pn

– Update the shape matrix C(Pi) for each of those
points

– Insert Pn in the set of current data points
• Whenever classification is requested:

– A each point P:
• Propagate C(P) to neighbors
• Compute the vector s of shape features

using the shape matrix C(P)
• Classify s using the classifier built off-line

from labeled training data
Figure 5 shows the classification output on LADAR data
acquired in a densely forested area. The interesting feature
of that result is that tree branches and trunk are recovered
even though they are partially obscured by vegetation.
Similarly, the ground surface is recovered despite
obscuration from the vegetation.

Figure 5. Classification (Top) of LADAR data acquired in
a densely forested area (Bottom).

Figure 6 shows two examples of classification output from
data from the GDRS LADAR. This data was acquired with
the sensor mounted on the XUV robot during normal
motion of the robot. In this case, scatter points,
corresponding to vegetation, are shown in green. The
surface points are further divided into ground surface
points, shown in blue, and object surface points, which are
potential obstacles, shown in red. The division of the
surface points into those two classes is done using the
ground recovery algorithm described in [7]. The top
example is from a forested area in which the challenge is
to deal with heavy vegetation and to extract thin tree
trunks. The bottom example is from a parking lot. The
large object at right is a car. In front of the car, a thin pole
is correctly detected.

The examples above showed the classification results after
a large number of scans are accumulated. However, since
the algorithm is by design incremental, it is interesting to
look at the evolution of the classification output as new
data is progressively added. For that purpose, we selected
individual point locations and plotted the values of the
shape features at that single point as new data is added.
Figure 7 shows one such example in the case of a point
selected on a tree trunk that should be classified as a linear
feature point. In this case, 17 scans were taken as the
robot was moving from 30m away to 10m away from the
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scene point. The Figure shows the behavior that one would
expect from the algorithm: Initially, the point is
misclassified because there is an insufficient density of
points in its neighborhood. After a larger number of scans
are accumulated, the point is correctly classified as a
“linear structure” point.

Figure 6. Two examples of classification on field data
from the GDRS LADAR. The top example is from a
wooded area; the bottom example is from a parking lot.

Figure 7 shows a similar example tracking the evolution of
the shape features at a point on the wall. The key
difference is that, because the data around the point is
much cleaner, it is classified very quickly as “surface”
point (after the second scan). Since the output of the
classifier is not particular useful if it is wrong but does not
give any indication that it might be wrong, it is also
interesting to look at the evolution of the confidence
generated by the classifier as more data is introduced. This
is shown in Figure 9, which corresponds to the tree trunk
example above. This display shows clearly that the
confidence starts increasing rapidly around scan 14 when
enough data is included for the linear structure of the trunk
to become apparent.
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Figure 7. Evolution of the shape features at a point on a
tree trunk.
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Figure 9. Classification confidence as function of scan
number for the example of Figure 7.

There remains one important parameter in this approach,
the discussion of which we have so far carefully evaded,
and that is the size of the neighborhood over which the
shape features are computed: Too small a neighborhood
and the shape features are too sensitive to sensor noise and
quantization effects; too large a neighborhood and details
of the terrain are smoothed out. The selection of the size is
complicated by the fact that the density of the point clouds
may vary drastically from one data set to another.
This suggests two possible solutions. First, we could
compute the features at multiple scales simultaneously.
Instead of having a vector of shape features s = (ssurface,
slinear, sscatter) at each point, we would have a longer vector s
= (si

surface, s i
linear, si

scatter)i=1,..,K , where the features are
computed over K different scales, i.e., K different



neighborhood sizes. In the image analysis context, this is
the approach used in [12]. This is the approach that is
currently used with 3-D data. Another approach is to adapt
the size of the neighborhood using the approaches
developed formally in the area of kernel-based fitting in
which the optimal local scale at which the data should be
analyzed in automatically computed. Although more
appealing from a theoretical standpoint, this approach is
currently too expensive computationally.
Another computational issue is the propagation of the
shape features from each point to its neighbors. Earlier
work in the context of surface interpolation used large
kernels to propagate the shape matrix computed at one
point to the rest of the data points. Full implementation of
the kernels is not possible in our case for computational
reasons and we can only perform local propagation.

CONCLUSION
Several challenges still remain for the effective use of the
classification techniques in mobility systems. Chief among
them is the computational cost of these techniques, which
is higher than that of the traditional approaches.
Appropriate heuristics and data structures are being
developed to decrease the computation cost, but more
experimentation is required to assess their effect on
performance.
A separate issue is that all the approaches assume a fairly
accurate level of registration between LADAR scans acquired at
different robot positions. This is obviously critical in cases in
which the resolution of the sensor is not sufficient to accurately
capture terrain shape in a single case. Unfortunately, that is
almost always the case with current technology. All the
approaches are resistant to errors in registration so long as they
are of the same order as LADAR measurement errors. The
registration is being addressed separately by other research
groups; experimental assessment of performance after
incorporation of the advanced registration algorithms will be
critical.
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