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Abstract

This paper discusses how spatial information at multiple levels of abstrac-
tion is used in ATLAS, a multilayered replicated architecture for robot con-
trol. ATLAS was specifically designed to address the real-time requirements
of robot systems executing complex tasks in real-world environments. The
architecture is multilayered in the sense that robot system control is per-
formed at multiple levels of abstraction and at varying control rates, and it is
also replicated, meaning that the fundamental activities of sensing, decision-
making, and execution occur at each layer of the architecture. ATLAS differs
significantly from many other robot control structures in that the layers of
the architecture are not ordered along increasing levels of abstraction of the
information being processed, but are rather organized as a multirate control
system. Consequently, the faster control layers operate closer to the physical
robot system and the slower control layers operate on top of faster ones. This
arrangement allows ATLAS to respond to urgent control demands in real-time,
while maintaining the ability to approach complex tasks in a planned and de-
liberative manner. Since each ATLAS layer requires access to sensor-based
information, we outline how different levels of abstraction of spatial informa-
tion are used in the architecture, and discuss how these representations are
automatically generated from sensor data. These levels of abstraction of spa-
tial information range from raw sensor data to sensor-close Occupancy Grid
models, geometric representations and topological models. Each representa-
tion is used in the ATLAS layers in which it fits most naturally, both in terms
of the information needs of those layers and their cycle time requirements.
The paper concludes with an application of these concepts to a mobile robot
executing repetitive navigational tasks. We show that, by monitoring the ac-
cumulation of information by the robot, ATLAS can switch between its active
layers, allowing the robot to improve in the execution of its task over time
and thereby to exhibit a skill acquisition behaviour.

1 Introduction

Perhaps one of the most significant results of the last twenty years of research in
Robotics and Computer Vision has been a more realistic assessment of the complex-
ities inherent to the interaction of a substantially autonomous robot system with
the real world in the execution of a non-trivial task. This realization has led to more
focussed research in realistic scenarios and to the development of new approaches
to various problems in robotics.

Some of the robotics research areas where these developments are particularly
evident include recent work in robot control architectures and new frameworks for
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dealing with sensor data. When robots need to execute complex tasks in the real
world, issues such as robustness, safety, and timeliness become driving concerns.
These in turn require efficiency, real-time response, fault-tolerance, and diagnosis
and deliberation capabilities. These capabilities have to be explicitly designed for
and built into control architectures, so that the goals of robustness, safety and
operational speed be achieved. However, these same capabilities are also strongly
related to the approaches used for processing sensor data. Consequently, the design
of robot architectures and of robot perception frameworks has to be intimately
woven together.

This paper discusses aspects of such an integrated design. We review the funda-
mental concepts of ATLAS, a multilayered replicated architecture for robot control,
and discuss how different levels of abstraction of sensor-based information are gen-
erated and integrated into the architecture.

ATLAS was designed as a multilayered replicated architecture. It is multi-
layered in the sense that robot system control is performed at multiple levels of
abstraction and at varying control rates. It is also replicated in the sense that the
fundamental activities of sensing, decision-making and execution occur at each layer
of the architecture; in fact, the system is designed to continue to be operational even
if only one of the layers is active. The representations of spatial information used
by the layers of ATLAS range from raw sensor data to sensor-close Occupancy Grid
models, to geometric representations and to topological models.

To illustrate some of the aspects of ATLAS, we conclude the paper with a dis-
cussion of an experiment where a mobile robot has to execute repetitive navigational
tasks. We show that, as ATLAS builds up its spatial models of the world and mon-
itors the accumulation of information by the robot, it can control the robot using
those layers that are best suited to each situation. This allows the robot to im-
prove in the execution of its task over time and thereby to exhibit a skill acquisition
behaviour.

2 The ATLAS Architecture

2.1 Robot Architectures

The earliest control architectures for autonomous robot systems consisted of sim-
ple sense/plan/execute loops, and emphasized deliberation over real-time response.
Typically, this structure precluded the incorporation of parallelism in these systems,
and their response to unexpected events was slow or non-existent. The subsequent
wave of architectures discussed in the literature tried to address both planning re-
quirements and real-time issues. They tended, however, to be baroque in style, with
very complex control flow, leading to difficult manageability and implementation
issues (see, for example, 1,2). Reactive architectures, in turn, were initially proposed
to address both the excessive complexity of these systems and the real-time response
problem. The encapsulation mechanisms of these systems are particularly relevant;
in their more radical forms 3, however, these architectures have not been shown
to be able to address higher-level goal-oriented tasks or to achieve performance
levels beyond what can be obtained with standard feedback control mechanisms.
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Figure 1: A Single Layer of the ATLAS Architecture. Each layer is self-sufficient in the sense that
it can control the robot in the absence of signals from other layers.

In contrast to these, integrative proposals such as the schema-based architectures
discussed in 4,5 bring together both the deliberative and the reactive components
within a coherent and systematic framework.

In our own research, we have proposed and experimented with blackboard-
based and distributed architectures6,7, and with layered architectures based on task
abstraction 8 and on information abstraction 9. The blackboard-based approach al-
lowed us to experiment with the advantages and drawbacks of common repositories
of information accessed by multiple distributed modules. Task abstraction allowed
us to decompose a complex robot control system into functional components, so that
we could deal with tasks at different levels of complexity. Information abstraction
allowed data to be processed, analysed and stored at multiple levels of representa-
tion and increasing levels of economy in the representation. Overall, each one of
these architectures simplified some of the aspects of the design and construction
of an overall robot control system, thereby improving its intellectual manageabil-
ity, but introduced, at the same time, other limitations in regard to the real-time
performance of the robot.

2.2 ATLAS: A Multilayered Replicated Architecture

In 1989, we started the design of a new architecture called ATLAS. ATLAS was
initially proposed in the context of the Autonomous Control Logic (ACL) project,
a US Navy-sponsored research effort focussed on the development of a control ar-
chitecture for an autonomous underwater vehicle (AUV) required to execute un-
supervised missions with a duration of up to 14 days 10. One of the weaknesses
perceived in the older architecture available for the system was the fact that the
sensing and control systems available onboard the target vehicle were not designed
to handle unexpected events. Rather, the onboard control was primarily geared
towards following pre-specified routes, using its navigational sensing and low-level
control abilities. Additionally, the older architecture also did not have higher-level
mission planning and monitoring capabilities.

The ACL project provided us with the opportunity to develop a new robot
architecture specifically designed to address the real-time requirements of robot
systems executing complex tasks in real-world environments. In particular, the new
architecture would have to be able to handle unexpected events, maintain the basic
vehicle operational and navigational capabilities, and provide planning capabilities
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Figure 2: The ATLAS Architecture. ATLAS is built as a multirate control system, with each layer
operating at a different cycle time. Lower layers operate at higher cycle times, while higher layers
operate more slowly. Consequently, bandwidth increases from top to bottom, while the complexity

of the tasks that can be addressed at each layer increases from the bottom to the top.

so that it would be able to handle more complex missions and scenarios.

ATLAS was designed as a multilayered replicated architecture. It is structured
as a multirate control system, so that robot system control is performed by imple-
menting multiple layers of decision-making that operate at varying control rates and
process information at different levels of abstraction. Faster control layers operate
closer to the physical robot system, while slower control layers operate on top of
faster ones.

ATLAS is also a replicated architecture, meaning that the fundamental activi-
ties of sensing, planning and decision-making, and execution occur at each layer of
the architecture (see Fig. 1); in fact, the system is designed to continue to be oper-
ational even if only one of the layers is active. This arrangement brings robustness
and fault-tolerance characteristics to the architecture. Coupled with the multirate
structure of the system, this approach also allows ATLAS to respond to urgent con-
trol demands in real-time, while maintaining the ability to handle complex tasks in
a planned and deliberative manner (Fig. 2).

The representations of spatial information used by the layers of ATLAS range
from raw sensor data to sensor-close Occupancy Grid models, to geometric repre-
sentations and to topological models. It is noteworthy, and contrary to many of
the robot architectures proposed in the literature, that the layers of the ATLAS
architecture are not ordered along increasing levels of abstraction of the data be-
ing processed, but are rather ordered according to their processing speed. In fact,
higher levels of abstraction of spatial information are typically used at the lower
(faster) layers of ATLAS, while lower levels of abstraction are used at the higher
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(and therefore slower) layers.

The multirate structure of ATLAS also means that, under normal operation,
all layers are continuously active, filtering, processing and monitoring the incom-
ing sensor information relevant to the analysis, diagnosis, planning, decision and
execution activities that reside in each layer. From the point of view of a specific
physical actuator, however, there is always a primary active layer that has prior-
ity in determining the control actions to be executed on that actuator. This rule
does not apply to the lowest control level, which always has maximum priority and
processes the sensor data directly in a feedback control system that supervises the
basic actions and state of the vehicle.

In its initial conception, ATLAS was designed with three layers of sensing,
decision-making and control: the lowest level, called the operational or vehicle con-
trol layer, provided low-level sensor processing and sensor-based feedback control of
the vehicle; the second or tactical layer provided sensor-based situation assessment,
short-term diagnostic capabilities, and contingency-based decision-making and con-
trol; the third or strategic layer provided long-term planning and plan monitoring
capabilities. For the proposed ACL/AUV project, the lowest (fastest) ATLAS level
was designed to operate at 2 Hz, while the higher layers were designed to operate
at expected cycle rates of 0.1 Hz and 0.01 Hz, respectively.

We have continued to experiment with the ATLAS architecture concept, and
have subsequently used it as a mobile robot control architecture for indoor naviga-
tion tasks, using the TJ1 robot (Fig. 3). More recently, we have started to explore
the use of an ATLAS architecture for use onboard a robotic Lighter-Than-Air (LTA)
system for autonomous environmental monitoring of remote and inaccessible sites11.
As would be expected, the number of layers of ATLAS, the cycle time of each layer
and the specific characteristics of the modules that compose each layer have varied
with the application, the complexity of the scenarios and the missions that have to
be addressed, and the capabilities of the robot system being controlled. The overall
concept, however, has allowed us to develop systems with the appropriate levels of
robustness and real-time response required for real-world applications.

3 Lattice-Based Spatial Representations

As mentioned earlier, real-time response and robustness constraints link robot per-
ception frameworks and robot control architectures inextricably together. We will
now outline, in the context of a mobile robot operating in and exploring indoor envi-
ronments, how multiple levels of abstraction of spatial information are automatically
generated for use in the various ATLAS layers. The levels of spatial information
used range from raw sensor data to sensor-close, data-intensive Occupancy Grid
models, to geometric representations, and to topological models.

3.1 Stochastic Tesselated Representations

A variety of models for the representation of spatial information have been proposed
in the Robotics and Computer Vision literature. Using a taxonomy we have sug-
gested elsewhere 9, these models can be classified as geometric or lattice-based, and
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Figure 3: The TJ1 Robot. This mobile robot, used for some of the experimental work presented
in this paper, was developed at the Autonomous Robotics Lab of the IBM T. J. Watson Research
Center. It uses an RWI omnidirectional mobile base with three wheels in a synchro-drive arrange-
ment, and has been instrumented with a ring of 8 Polaroid ultrasonic ranging sensors, a ring of
16 infrared proximity sensors (IRs), an ESP infrared optical scanner and an ARLAN serial radio

link for remote communication.

as either deterministic or stochastic in nature. In our own work, we have focussed
on stochastic, lattice-based spatial representations.

The Certainty Grid work, discussed in 12,8, was the first approach to use a
grid-based spatial representation for robot mapping that incorporated uncertainty.
It used certainty factors and a heuristic updating procedure to build spatial maps
from sensor data, and was successfully applied to mobile robot navigation 13,8.

This work was subsequently reformulated using a probabilistic framework and
was substantially extended, leading to the Occupancy Grid framework for robot
perception and navigation 9,14,15. The Occupancy Grid framework has provided
a unified approach to a variety of problems in the mobile robot domain, includ-
ing autonomous mapping and navigation, sensor integration, path planning under
uncertainty, motion estimation, handling of robot and sensor position uncertainty,
composition of multiple maps, and multi-level map generation 9,15,16.

A generalization of the Occupancy Grid, the Inference Grid, a multi-property
tesselated representation, was introduced in 17,18 for the purposes of dynamic plan-
ning and control of perception, as well as for autonomous experiment planning and
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Figure 4: An Example of the Occupancy Grid. The TJ1 robot crossed part of a large laboratory
area, traversed portions of a corridor, and entered an office. Along the way, it built the partial

world map shown above.

execution by robot agents 22. Other related work in probabilistic grids has included
navigation in dynamic environments 19,20, and recovery of high-accuracy spatial
models for manipulation applications 21.

We will briefly outline some of the central concepts of the Occupancy and
Inference Grid models in what follows. A more extensive review is provided in 22.

3.2 The Occupancy Grid

The Occupancy Grid (OG) is a multi-dimensional (typically 2-D or 3-D) discrete
random field model that maintains probabilistic estimates of the occupancy state of
each cell in a regular spatial lattice (for an example, see Fig. 4). The state variable
s(C) associated with a cell C of the lattice is defined as a discrete random variable
with two states, occupied and empty, denoted occ and emp.

To construct a map of the robot’s world, we use a recursive Bayesian estimation
mechanism that employs stochastic sensor models to interpret the sensor observa-
tions. The range sensor models used in our experimental work typically take into
account the target detection probability, the sensor noise that corrupts the range
measurements, and the variation of range uncertainty with distance. Given a sen-
sor range measurement vector r, it is interpreted using a probabilistic sensor model
defined by the pdf p[r | z], where z is the actual vector to the object being detected.
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The updating of the Occupancy Grid is cast as a multistage Bayesian estimation
problem 9. Given a sequence of observations Rt = {r1, · · · , rt}, a new observation
rt+1, and the current estimate of the state of a cell Ci, P [s(Ci) | Rt], the sequential
updating formulation of Bayes’ theorem gives us:

P [s(Ci) | Rt+1] =
p[rt+1 | s(Ci)] P [s(Ci) | Rt]

∑

s(Ci)

p[rt+1 | s(Ci)] P [s(Ci) | Rt]
(1)

where the previous estimate of the cell state, P [s(Ci) | Rt], is obtained directly
from the Occupancy Grid. This allows incremental updating of the OG using multi-
view/multi-sensor data. A more detailed discussion of the estimation procedures
used is found in 9,16,22.

Equation 1 describes the recursive relationship governing the evolution of the
conditional state pdf from one stage to another for a Markov sequence with mea-
surements depending only on the state, and with the cell states assumed to be
independent. We note in passing that there are applications, such as precise shape
recovery, where more complex OG estimation models using higher-order MRFs may
be required. We have developed and performed experiments with such higher-order
models; as expected, more accurate descriptions can be obtained at the expense of
higher computational costs.

3.3 The Inference Grid

In the context of our work on Dynamic Perception 17,18,22, we have suggested a
generalization of the Occupancy Grid representation called the Inference Grid. The
Inference Grid (IG) is a multi-property random field defined over a discrete spatial
lattice. By associating a random vector with each lattice cell, the Inference Grid
allows the representation and estimation of multiple spatially distributed properties.
For robot perception and spatial reasoning purposes, typical properties of interest
may include the occupancy state of a lattice cell, as well as its observability and
reachability by the robot (Fig. 5). For optical sensors, features such as surface color

or reflectance may be represented, while for navigation purposes properties such as
terrain traversability or region connectedness may be of relevance.

Properties of interest may be estimated independently, or may depend on other

Robot

ObservabilityReachabilityOccupancy

Figure 5: Some Properties of the Inference Grid: Occupancy, Reachability, Observability. The
shaded areas of each map indicate regions that are occupied, reachable by the robot, and observable

by the robot.
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Figure 6: Occupancy Grid of a Sequence of Corridors. This map was built autonomously by the
TJ1 robot using an optical range scanner, as it was exploring its surroundings.

properties. The reachability and observability properties, for example, are repre-
sented as binary random variables, and are estimated using cell occupancy infor-
mation and appropriate models of the sensory and locomotion capabilities of the
robot. These properties are useful to determine exploration strategies for a mobile
robot. More details and examples are found in 17,18,22.

4 Computing Spatial Representations at Varying Levels of Abstraction

The Occupancy Grid representation discussed in the previous section can be used as
the basis for the recovery of maps at different levels of abstraction. Consider the map
shown in Fig. 6. Taking advantage of the tesselated nature of the representation and
its mathematical similarity to raster-based images 15, we can use standard image
processing operations to extract higher-level descriptions.

4.1 Geometric Maps

To obtain a geometric representation of the world, we start by extracting the oc-
cupied and empty regions of the Occupancy Grid. These can be obtained through
cell labelling, using a maximum a posteriori (MAP) estimate of the cell states, and
computing subsequently the edges of the occupied and empty regions. In the work
presented here, we use an optimal edge detector based on the difference recursive
filter (DRF) discussed in 23 and on the first directional derivative operator for sym-
metric exponential filters 24. Fig. 7 (a) and (b) show the boundaries extracted from
the occupied and empty regions, respectively.

While the edges at the boundaries between occupied and empty regions are
generally the same for both regions, each has additional edges that correspond to
the transition between occupied and unknown, and between empty and unknown.
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(a) (b)

Figure 7: Edges of the Occupied (a) and Empty (b) Regions of the Occupancy Grid.

Additionally, we should note that the edge detection filters employed provide a
certain amount of smoothing prior to edge detection, so that the boundaries between
empty and occupied areas are not replicated exactly in all cases, as detail is lost for
both the occupied and the empty regions.

The edges recovered can be used in polygonal boundary descriptions of the
occupied and empty regions, and serve as a geometric description of the robot’s
environment. For object shape recovery, the boundaries of the occupied regions are
of significance, while for navigation the boundaries of the empty regions are useful,
and allow the use of standard geometric path-planning algorithms (such as visibility
graphs or configuration space methods) for polygonal environments.

4.2 Shape and Topological Maps

For the recovery of higher-level qualitative representations that go beyond geometric
models, we are interested in obtaining abstract representations of shape. For that,
we have experimented with morphological operators such as those employed in
Image Processing and Computer Vision applications.

The usefulness of specific morphological extraction methods depends largely on
the purpose for which the more abstract representation will be employed. In the
case of maps that will be used mainly for navigational and positional registration
purposes, we are primarily interested in an abstract representation of navigationable
(empty) regions, as well as in the topological connectivity between these regions.

To illustrate this concept, Fig. 8 shows the result of applying a standard distance
transform (DT) to the Occupancy Grid shown in Fig. 6. More precisely, the distance
transform is applied to a transformed map M ′ that encodes the probabilities of the
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Figure 8: Distance Transform of the Empty Regions of the Occupancy Grid. The DT is computed
over a transformed map M

′ that contains only the empty regions of the original OG.

empty regions of the original OG M . These are obtained by complementing the
original OG and thresholding at the unknown state probability level:

M ′(x, y) =

{

1− P [s(x, y) = occ](x, y) if P [s(x, y) = occ] < 0.5
0 otherwise

(2)

If we now apply a region-growing method followed by a skeletonization proce-
dure to the distance transform, we obtain the result shown in Fig. 9. We mention
in passing that it is possible to perform a skeletonization operation directly on the
empty regions of the OG to obtain an abstract representation of the shape of these
regions. This approach tends, however, to result in a much lower quality model, re-
quiring additional processing to eliminate gaps and discontinuities. In contrast, the
skeletonization of the distance transform, which is in itself a smoothing (integrative)
operation, results in a higher-quality model. It is also important to notice that the
Skeletonized Distance Transform (SDT) correctly represents both the overall shape
of the empty regions and their connectedness, and provides a very convenient model
for high-level, global route planning.

It is possible to represent both the geometric and the shape models recovered
above in a stochastic fashion. This, as we have argued elsewhere 9,22, allows the
use of decision-theoretic models for the selection of optimal actions under uncer-
tainty. Furthermore, it facilitates the use of more abstract models in real-world
applications, by incorporating in these models information about the uncertainty
and conflict inherent to the sensor data obtained by autonomous robot systems.
Both in the geometric and the topological models, we assign probabilistic values
to the segments recovered on the basis of their support by the underlying OG.
This is exemplified in Fig. 10, where the stochastic version of the SDT of Fig. 9 is
shown. Here, each segment has a computed probability of being empty, based on the
strength of the support given to the empty state hypothesis by the DT operation.

Finally, the SDT can be easily used to extract a topological model. Fig. 11(a)
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Figure 9: Skeletonized Distance Transform (SDT) of the Empty Regions of the Occupancy Grid.

shows the identification of intersections (T-shaped and crossings), as well as of route
endpoints. The final topological map is shown in Fig. 11(b), with four-way intersec-
tions, three-way (T-type) intersections, and enclosed places or endpoints labelled
using “X”, “T” and “L”, respectively. The edges of the graph can additionally be
annotated with traversal costs by computing the corresponding crossing probabili-
ties and the traversal distances.

5 Incorporating Spatial Representations in ATLAS

5.1 Layers and Spatial Representations

For experiments using the TJ1 mobile robot in exploration and navigation scenarios,
we have implemented a version of ATLAS with four layers (see Table 1). The lowest,
or Monitoring, layer, is primarily responsible for low-level sensor processing, robot
monitoring, and detection of unexpected events, and accesses mainly the original
sensor data.

The Operational Layer provides planned action execution and action monitor-
ing capabilities, as well as simple diagnostic and error recovery procedures. Among
other things, it follows routes pre-planned on the Stochastic SDT, checking for con-
sistency between the expected and the actual execution of the appropriate actions.

The Tactical Layer is responsible for more sophisticated identification, classifi-
cation and assessment of situations. It also has limited replanning capabilities, and
uses primarily the Topological and Geometric Maps.

Finally, the Strategic Layer provides sophisticated diagnosis, mapping and plan-
ning capabilities, and uses primarily the Occupancy Grid representation. Secondar-
ily, it also uses Topological Maps for global navigation planning purposes.

The main functions of each layer, and the associated spatial representations,
are summarized in Table 1. It should be noted that we show only the main spatial
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Figure 10: The Stochastic SDT. The probability values associated with each segment of the SDT
of Fig. 9 are shown.

representation used at each layer, and the primary activities that happen at that
layer. The names of the layers are given for characterization purposes only, and do
not attempt to precisely describe what happens at each layer.

5.2 Robot Skill Acquisition

To exemplify the operation of ATLAS and its interplay with the spatial represen-
tations used at each layer, we will consider again the map of Fig. 4. We conducted

Layer Purpose Spatial Representation

IV. Strategic Layer Diagnosis, Mapping Occupancy Grids
and Planning

III. Tactical Layer Identification, Classification Topological and
and Assessment Geometric Maps

II. Operational Layer Action Execution Stochastic SDTs
and Monitoring

I. Monitoring Layer Detection and Feedback Raw Sensor Data
Control

Table 1: ATLAS Layers for Mobile Robot Navigation.
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Figure 11: Diagram (a) shows the SDT with topologically significant features. Endpoints, T-
junctions and crossings are highlighted by a circle. Diagram (b) shows the topological map corre-

sponding to the Occupancy Grid of Fig. 6.

a series of experiments where the robot had to drive repeatedly between its start-
ing position, located in the laboratory, and the goal position, located in the office,
subsequently heading back to its starting position. This kind of task is typical of
gopher robots that deliver mail, office or medical supplies, food packages, etc.

In the experiment reported here, a series of seven runs were conducted (see
Figs. 12(a) and (b), and 13(a)). In each run, the robot went from the starting point
to the goal, and returned to the starting point. The robot had no prior knowledge
of the area, so that it had to build up a map of the world on the fly.

At all times during operation of the mobile robot, Layer I was constantly active,
monitoring the robot systems and ensuring its safety.

For the initial runs (numbered 1 – 4), the robot had to explore its surroundings
while trying to find a path to the goal. During these runs, Layer IV (the slow-
est layer) was the primary active layer, allowing the robot to build a high-quality
Occupancy Grid representation of the world. The map was constantly evaluated,
both in terms of its extent and its quality. To do this, information metrics (such
as the total entropy of the map and others metrics presented in 22) were used. Fig.
12(a) shows that, once the overall quality of the global OG (measured as the one-
complement of the average total entropy of the map) crossed a 90% threshold (after
the fourth run through the area), further active mapping was discontinued. This
meant that the map did not continue to be updated, and consequently there was
no time spent in performing the recursive Bayesian estimation of the map. At this
point, the robot switched to Layer II as the primary active layer, and the route
derived from the SDT was followed. In Layer II, no mapping is performed; instead,
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Figure 12: Diagram (a) shows the evolution of map quality over successive runs: as the robot
repeatedly explores the same area, the overall quality of the map increases. Diagram (b) shows

the evolution of run duration over successive runs.

only route following and execution monitoring are done. This lead to a significant
decrease in the total time required for following the now predefined route, as can
be seen in Fig. 12(b). In fact, the total time for execution of a run dropped close
to the optimal time (indicated by the threshold in Fig. 12(b)). The active layers in
this sequence of runs and the switching between them are shown in Fig. 13(a).

Layer I

Layer II

Layer III

Layer IV

Run0 1 2 3 4 5 6 7

Layer I

Layer II

Layer III

Layer IV

Time0 1 2 3 4 5 6 7 8

(a) (b)

Figure 13: Diagram (a) shows the active layers (indicated by solid lines) as the robot executes the
sequence of runs discussed in Fig. 12. Diagram (b) shows the robot encountering a short-lived and

a long-lived obstacle along its path.

In the case of a short-lived unexpected event (say, a person crossing the path of
the robot), Layer I, which continues to be active, executes a high-priority feedback
control maneuver, stopping the robot. After the obstacle moves away, Layer II
becomes the primary active layer again. If the disturbance is long-lived (an obstacle
has been positioned so as to fully block the path of the robot), Layer IV takes over
control and assesses the situation; this entails, among other things, rebuilding a
new OG map of the environment. If the disturbance is spatially limited (blocking
off of a single corridor), Layer III takes over and performs a new route planning
operation using its updated topological model. Once a new route has been selected,
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control returns to Layer II.

The behaviour described above is shown in Fig. 13(b). The robot is initially
operating at Layer II, and encounters a short-lived obstacle at time unit 1 (note
that, in this diagram, time is being represented only in abstract units). Layer I
takes over, and control is subsequently returned to Layer II. Shortly after, at time
unit 3, a new obstacle is encountered. This obstacle is long-lived, and requires the
robot to return to Layer IV to remap the area. Eventually, at time unit 7, Layer II
becomes the primary active layer again.

6 Conclusions

We have reviewed in this paper the basic concepts of the ATLAS multilayered repli-
cated architecture, and have shown how multiple levels of representation of spatial
information can be automatically extracted from Occupancy Grid maps. Because
these maps are generated incrementally as the robot explores its world, and by
using appropriate information metrics to follow the “maturing” of the map, the
robot is able to determine autonomously when to switch from one level of spatial
representation to another, and consequently what layer of ATLAS to select as the
primary layer. This ability allows the robot to naturally change its performance
while executing a task, by switching from slower, more complex sensor processing
and mapping modules to faster, route-following and execution monitoring proce-
dures. The robot therefore comes to exhibit a skill acquisition behaviour, while still
remaining able to “shift down” (or up, in the case of ATLAS) to slower layers when
unexpected events require it to perform a major reassessment of its precompiled
plans.

Along the way, we have emphasized the use of stochastic world models, and
have shown that these models can be used for a wide variety of representational
needs, while also providing computationally tractable solutions to otherwise very
complex and demanding planning, optimization and control problems.
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