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Abstract

Most current machine vision systems suffer from a lack of flexibility to

account for the high variability of unstructured environments. As the state

of the world evolves, the potential knowledge provided by different visual

attributes can change, breaking the initial assumptions of a non-adaptive

vision system. This thesis develops a new comprehensive computational

framework for the adaptive integration of information from different visual

algorithms.

This framework takes advantage of the richness of visual information

by adaptively considering a variety of visual properties such as color,

depth, motion, and shape. Using a probabilistic approach and uncertainty

metrics, the resulting framework makes appropriate decisions about the

most relevant visual attributes to consider.

The framework is based on an agent paradigm. Each visual algorithm

is implemented as an agent that adapts its behavior according to uncer-

tainty considerations. These agents act as a group of experts, where each

agent has a specific knowledge area. Cooperation among the agents is

given by a probabilistic scheme that uses Bayesian inference to integrate

the evidential information provided by them.

To deal with the inherent nonlinearity of visual information, the rele-

vant probability distributions are represented using a stochastic sampling

approach. The estimation of the state of relevant visual structures is per-

formed using an enhanced version of the particle filter algorithm. This

enhanced version includes novel methods to adaptively select the number

of samples used by the filter, and to adaptively find a suitable function to

propagate the samples.

The implementation of the computational framework is performed us-

ing a distributed multi-agent software architecture. This is tested for the

case of visual target tracking using a mobile platform. The evaluation of

the implementation using computer simulations and real situations com-

pares positively with current state of the art visual target tracking tech-

niques.
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Chapter 1

Introduction

As the state of the art of computing technology advances, providing more powerful

and affordable machines, computers are becoming widely used in diverse aspects of

modern society. As computers perform new types of tasks in less structured and

less predictable environments, there is an increasing need to provide them with a

higher degree of awareness about the changing conditions of their virtual or natural

environment.

In the robotics domain the problem of understanding sensing information from

the environment is highly relevant. While today it is possible to equip a robot with

many sensors and sophisticated locomotion capabilities, the perception skills of most

robots are still limited. In order to move robots out of labs to perform useful tasks

in natural environments, it is necessary to equip them with more robust perception

systems able to integrate information from different sources and to adapt to the

changing conditions of the environment. Today the main challenge for robots is not

the controllability but the observability problem.

In particular, visual perception is a very attractive option to equip a robot with

suitable perceptual capabilities. The robustness and flexibility exhibited by most

seeing beings is a clear proof of the advantages of a sophisticated visual system. Evo-

lution has managed to provide biological creatures with the timely visual perception

needed to interact with a dynamic world.

Insects provide one of the most basic examples of a robust visual system able to

successfully operate in a natural environment. Insects are able to navigate around

a 3D cluttered world, avoiding obstacles, recognizing paths, landing in many places,

taking off to avoid capture, and so on. Several studies [7, 8] show that insects, such as

bees, move around their environment using a set of visual skills based on simple visual
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cues such as color, position, orientation, and relative change of size from different

points of view. They can find food using the salient color of flowers or they can find

their way home using the visual changing size of relevant natural landmarks.

In the case of the human visual system, people usually characterize objects using

distinctive visual features [79, 50]. For example, most people are comfortable with

instructions such as “Go straight until you see the tall round building, then turn right

and go until you see the red sign... ” .

The previous examples show the great richness of visual information. In con-

trast to other sensor modalities, vision provides information about a large number

of different features of the environment such as color, shape, depth, or motion. This

multidimensionality provides strong discriminative capabilities to eliminate ambigu-

ities and to acquire the knowledge needed to successfully interact with a dynamic

world. This quality of visual information is the key strength that explains the great

robustness observed in most advanced biological visual systems. Whichever, the case

of the salient color of a flower or the distinctive size and shape of a tall round building,

it seems that evolution has managed to build adaptable visual systems able to fully

exploit the richness of visual information.

Unfortunately, the state of the art of artificial visual perception is still far behind

that of its biological analogue. Even though there have been advances in the field, it

is still not possible to find a reliable visual system able to safely guide the path of a

robot in a dynamic unstructured environment.

Currently, most successful applications of machine vision demonstrate a robust

operation only under constrained conditions. The typical approach relies on simpli-

fications of the environment or on good engineering work to identify relevant visual

attributes to solve a specific visual task. As an example, consider the case of a robot

localization system based on artificial landmarks. In this case, the use of distinctive

visual features in the landmarks provides strong constraints to construct algorithms

especially designed to detect the key visual attributes [55]. In the same way, recent

successful vision systems to detect people or cars are examples of specific visual appli-

cations where good engineering work provides an off-line identification of key visual

attributes [11, 35, 40].

Unfortunately, the previous strategy lacks the flexibility needed to account for

the variability of most natural scenarios. In the case of a dynamic unconstrained

environment, it is difficult to know beforehand which part of the visual space and

which set of visual attributes will convey enough information to extract the knowl-

edge needed to complete a task at all times. Visual patterns and trends lie in a
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dynamic high-dimensional space of shapes, distances, colors, motions, and previous

knowledge, among others. Problems such as partial occlusion, changes in illumina-

tion, or different postures constantly modify the amount of information of the different

visual attributes. As a consequence, the most adequate set of attributes to complete

a given task is highly variable.

As an example, consider ALVINN [59], a perceptual visual system designed to

steer a car in natural environments using a neural net learning algorithm. After

training, the main internal features learned by ALVINN were the edges of the road.

With this knowledge ALVINN was able to successfully steer a car when the edges

of the road were clear, but it irremediably failed in situations where the edges of

the road were obstructed by other passing vehicles, or were missing as on bridges or

crossing points. The main problem with ALVINN was its lack of adaptability to use

alternative sources of information such as centerlines, other traffic, or roadway signs,

among others.

In contrast to ALVINN, human drivers are remarkably robust to changes in driving

conditions. This great robustness of the human visual system can be explained by

its extreme flexibility in adapting to the changing conditions of the environment by

selecting appropriate sources of information.

As a further example, consider a hypothetical stationary visual system designed

to track people using an intensity-based background subtraction algorithm [65, 35].

Under a slowly varying background the system will be very robust. However, in

situations of heavy moving shadows, heavy wind, or people wearing clothes similar to

the background, the system will perform poorly. In these cases, an algorithm based

on segmentation using depth information can help to reduce the ambiguities. If the

system needs also to keep the identity of the targets, an algorithm based on color

information can provide key information to identify each target, especially if they

exhibit different colors. If the targets exhibit similar colors, an algorithm based on

shape or texture information can help to further reduce ambiguities.

The previous examples coincide in that, as the state of the world evolves, the

potential knowledge provided by different visual attributes can change dramatically,

breaking the initial assumptions of a nonadaptive vision system. As a matter of fact,

the lack of flexibility in considering alternative sources of information is the main

factor that has limited the robustness of most actual vision systems to successfully

operate in natural environments, which is one of the main reasons preventing their

more extensive use.

The previous examples also define the type of problem that this thesis considers.
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This thesis is interested in the detection of objects and situations that define regular-

ities in the visual space. These regularities are referred to here as visual structures

or visual patterns. These visual structures can be characterized by a combination of

attributes, such as spatial continuity, coherent motion, specific shape, and so on. The

characterization of visual structures using their most distinctive visual properties is

which facilitates their posterior detection.

1.1 An Adaptive Approach

This thesis presents a flexible visual system able to reconfigure itself according to

the main attributes of a relevant visual structure. The system exploits the richness

of visual information to a greater extent by adaptively pooling information from the

most informative visual cues.

Specifically, the aim of this dissertation is the development of a comprehensive

computational framework for the adaptive integration of information from different

visual algorithms. These algorithms take advantage of the richness of visual infor-

mation by adaptively considering a variety of visual properties such as color, depth,

textures, motion, and shape.

The basic scenario is an agent embedded in a dynamic environment and processing

different types of visual information. As new information arrives, the goal of the

agent is to use the most adequate set of information sources in order to update its

knowledge about relevant visual structures. In this sense, our problem can be cast

as dynamic state estimation based on the adaptive integration of multidimensional

visual information sources.

The central idea is to deal with the ambiguity and dynamics of natural environ-

ments by adapting the operation of the system. The adaptive integration of visual

information aims to achieve two desirable attributes of an engineering system: ro-

bustness and efficiency. By combining the outputs of multiple vision modules the

assumptions and constraints of each module can be factored out to result in a more

robust system overall. Efficiency can be kept through the on-line selection and spe-

cialization of the algorithms according to the relevant conditions present at each time

in the visual scene.

The adaptive cooperation of diverse visual algorithms provides great flexibility to

the type of visual structures and therefore the kind of knowledge that can be extracted

from visual information. In this sense, the automatic reconfiguration of the system
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provides a versatile set of perceptual behaviors. Although the system is presented for

the case of visual information, the ideas can be applied to other domains that per-

form unsupervised knowledge extraction from dynamic multidimensional information

sources.

The computational framework is based on an intelligent agent paradigm. Each

visual algorithm is implemented as an independent agent. These agents act as a group

of experts where each agent has a specific knowledge area. Cooperation among the

agents is given by a probabilistic scheme that uses Bayesian inference to integrate the

evidential information provided by them.

The state of the world is characterized using a state space representation. For

example, for the case of visual tracking of a single target, the state of the system

is represented by four state variables (x, y, w, h), which determine a bounding box

surrounding the target: (x, y) represent the center of the box in the image plane, w

its width, and h its height. Each instance of the state corresponds to a hypothesis of

the possible position of a target.

This research is particularly relevant for dynamic visual tasks with a high variabil-

ity about the subsets of visual attributes that can characterize relevant visual struc-

tures. This includes visual tasks such as dynamic target tracking, obstacle detection,

and identification of landmarks in natural scenes. In particular, the advantages of the

approach presented here are demonstrated in a frequent problem faced by a mobile

robot: dynamic target tracking.

1.1.1 A Probabilistic Framework

The goal of the approach presented here is to keep track of a joint probability density

function (joint-pdf) over the state variables. The level of uncertainty in this state

estimation is the key element used by the system to implement the adaptation mech-

anisms that select the most adequate visual agent. For example, if the system is

tracking a target using just one source of information and there is a high level of un-

certainty about the current position of the target, the system automatically activates

new sources of visual information to reduce the current ambiguities.

Figure 1.1 shows an example of the basic probabilistic architecture used in this

work. This can be considered as a Bayes net. Agent nodes correspond to the visual

algorithms that directly process the incoming images. Inference nodes keep track of

the state estimation represented by a set of sample hypotheses and their probabili-

ties. Inference nodes provide the integration of information and the representation of
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relevant visual structures. Also, inference nodes introduce conditional independence

relations among the visual algorithms. This decoupling of information facilitates the

construction of probabilistic models for applying Bayesian inference and provides a

high degree of modularity to reconfigure the system.
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Agent
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Inference
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Figure 1.1: Typical Bayes net and information flow for the probabilistic architecture

used in this work.

In most traditional applications of Bayes nets the structure is rigid; in contrast,

here adaptation mechanisms provide a dynamic reconfiguration of the net according

to the characteristics of the incoming information. The adaptation mechanisms are

based on the evaluation of the level of uncertainty present in the state estimation and

the evaluation of the quality of the information provided by each agent in terms of

uncertainty reduction.

The process is as follows. Agent nodes provide evidential information to an infer-

ence node. Using this information the inference node keeps track of a probability den-

sity function (pdf) that represents its beliefs about the state of the system. According

to these beliefs, the inference node sends high-level feedback to its descending agent

nodes. This feedback consists of a list of hypotheses and visual information sources.

The idea is that, according to the level of ambiguity, the inference node decides which

of its potential descending nodes to activate, and which hypotheses are worth being

considered. The agent nodes use this feedback to efficiently allocate their resources

and as a reference about the quality of their own performance.

Eventually, an inference node can send feedback to a descending node that is also

an inference node. This can happen in problems that require higher levels of inference,

such as the case of considering occlusion in a multiple target tracking application.

In terms of Bayesian modeling, inference nodes send feedback to their descendent

nodes in the form of priors. Agent nodes, or eventually inference nodes, send evidence

back in the form of likelihood functions.
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1.1.2 Stochastic Sampling and Importance Sampling

A practical difficulty of using Bayesian inference is to find adequate pdfs. The problem

is even more difficult in the dynamic case, where one also needs to state a time

propagation model. In practice, except for the case of some finite state-space Hidden

Markov models, full inference is only possible when the models have suitable analytical

expressions. The most typical case is linear-Gaussian models. For this case the state

pdf remains Gaussian at all times, and the well-known Kalman Filter gives the optimal

solution. For the case of nonlinear models it is possible to use the Extended Kalman

Filter but still under a Gaussian assumption.

The Gaussian assumption severely limits the use of Bayesian inference for state

estimation. High ambiguity is one of the inherent features that emerges in most

unstructured environments. In this case the state pdf can have a complex multi-

modal shape that cannot be accurately modeled by a Gaussian density. Fortunately

stochastic sampling provides an alternative and efficient estimation approach for these

cases. In stochastic sampling, a pdf is represented through a set of samples, each

with an associated weight representing its probability. This makes it possible to

approximate any functional non-linearity and system or measurement noise.

This work uses a particle filter as the basic stochastic sampling technique to per-

form Bayesian inference. This tool has been successfully applied in diverse engineer-

ing fields to solve a variety of problems in recent years [17]. The great success of

the particle filter can be explained by its great efficiency and extreme versatility in

approximating any functional non-linearity of the pdfs. The key idea is to represent

a posterior distribution by samples (particles) that are continually re-allocated after

each new estimation of the state. The main advantage of a particle filter over other

sampling techniques is the allocation of the sample hypotheses according to the cur-

rent belief. This is particularly important in the case of dynamic inference because it

uses all the information gathered so far to obtain a more adequate allocation of the

samples. This provides great efficiency in the representation of a pdf.

Despite the adaptive allocation of samples, the standard formulation of a par-

ticle filter lacks further tools that take into account the varying complexity of the

visual space. This work presents novel enhancements to the standard implementa-

tion of a particle filter that significantly improve its operation on problems of varying

complexity in the shape and evolution of the hypothesis space.

To fully understand the relevance of these improvements, it is useful to analyze

first the main types of ambiguity that a visual system faces in a natural scenario,
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and their relation to the shape and evolution of the hypothesis space generated by a

probabilistic approach.

As was pointed out, as the state of the world evolves, the level of ambiguity of

visual information can change. In general, there is a direct relation between ambiguity

and complexity of the hypothesis space. Complexity is understood in terms of the

number of hypotheses needed in order to identify a visual pattern with some desired

level of certainty.

One can distinguish two main sources of ambiguity. The first source of ambiguity

is given by the level of saliency of a visual pattern in a given image. As the level

of saliency of the pattern decreases, the ambiguity and complexity of the hypothesis

space needed to identify the pattern increase. For example, a highly salient visual

pattern generates a very clear unimodal hypothesis space. On the other hand, a less

salient pattern, embedded in a background of significant distractions, generates a

complex multimodal or noisy hypothesis space.

The second source of ambiguity runs along the time dimension. Abrupt motions

and changes in posture or lighting conditions, among other factors, increase the ambi-

guity of visual information. This decreases the capabilities of the probabilistic engine

to predict the dynamic behavior of a visual pattern and therefore the evolution of

the hypothesis space. This source of ambiguity is particularly important for dynamic

Bayesian inference, where the predictive step is an important component of the prob-

abilistic engine.

This work introduces two main improvements to the traditional particle filter, each

of them intended to mitigate each of the sources of ambiguity described above. The

first improvement is related to the number of samples used by the particle filter. In the

traditional implementation of the filter the number of samples is fixed. This may be

inappropriate when the shape or complexity of the hypothesis space changes over time.

Using asymptotic properties of probability densities and concepts from information

theory, this work presents novel techniques to adaptively decide the most appropriate

number of samples that provides a desired level of accuracy in the estimation. This

significantly improves the efficiency of the filter to operate in problems with varying

complexity in the shape of the hypothesis space.

The second improvement to the particle filter is related to the propagation of the

hypothesis space in time. The traditional implementation of the particle filter suffers

a great weakness: the propagation step makes blind predictions that do not consider

the most recent observation. This work presents a novel technique to improve the

propagation step of the filter by incorporating in the predictions the most recent
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evidence available. This significantly improves the capabilities of the filter to operate

in problems with varying complexity in the evolution of the hypothesis space.

The previous analysis about the relation between ambiguity and complexity of

the hypothesis space provides important information about the main motivations

behind the adaptation mechanisms presented in this thesis. While the adaptation

mechanisms implemented by inference and agent nodes affect mainly the shape of the

hypothesis space, the adaptation mechanisms added to the particle filter affect the

way the filter represents and explores a given hypothesis space.

The activation of agents by inference nodes and the adaptive behavior of agent

nodes aim to keep uncertainty low by shaping the hypothesis space. The goal is to

keep the hypothesis space highly unimodal. For a given shape and dynamics of the

hypothesis space, the enhancements to the particle filter aim to improve the repre-

sentation and searching capabilities of the filter. The goal is to efficiently allocate the

computational resources needed to achieve a desired level of accuracy in the estima-

tion.

1.2 Contributions of this Thesis

The case of ALVINN illustrates the potential benefits of considering ambiguity and

adding adaptability to a visual perception system. The lesson is that a robust per-

ceptual system should take into account the ambiguity inherent in natural scenarios

and should efficiently consider appropriate sources of information. Probability the-

ory provides a solid mathematical framework to represent ambiguity and to reason

under uncertainty. In particular, Bayesian inference provides a suitable framework to

combine knowledge from different sources of information.

Unfortunately, in many situations the combinatorial explosion in the number of

possible hypotheses, explanations, and sources of information makes a full probabilis-

tic approach impractical. This is especially true for high-dimensional and real-time

applications such as the one considered in this work. So, one also needs to be efficient,

and in order to achieve efficiency one needs to use tools able to quantify ambiguity,

tools that lead the inference engine to the most prominent hypothesis and sources

of information. Information theory provides such metrics through concepts such as

entropy and mutual information.
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It is the hypothesis of this work that the synergistic interaction between elements

from agent technology, probabilistic reasoning, and information theory may be a pow-

erful combination to implement a robust and efficient vision system. The remainder

of this thesis is intended to verify this hypothesis through the creation of a computa-

tional framework for the adaptive integration of visual information.

Briefly, the main contributions of this dissertation are:

• The development of a comprehensive computational framework to perform dy-

namic visual tasks using an adaptive integration of information from different

visual algorithms.

• The introduction of important enhancements to the standard Bayesian imple-

mentation of the particle filter. In particular, this work introduces novel meth-

ods to adaptively select the number of samples used by the filter, and to adap-

tively find a suitable function to propagate the samples. It is expected that

these new methods have an impact beyond the application presented here.

• The introduction of a new multidisciplinary approach to visual perception that

includes a combination of elements from Artificial Intelligence, Probabilistic

Reasoning, and Information Theory. This synergistic combination is one of the

key and innovative elements of the work presented here.

• The introduction of novel visual algorithms and the development of innovative

metrics to express the fitness between their visual hypotheses and observations

in probabilistic terms.

• The evaluation of the advantages of the ideas presented in this dissertation in

a working system to perform target tracking by a mobile robot.

1.3 Overview of this Thesis

Chapter 2 presents background material and introduces the basic computational

framework developed in this dissertation. Initially, the chapter reviews the basic the-

ory behind the probabilistic approach used in this work. Then it explains the concept

of an intelligent agent. This concept is the central piece to describe the main compo-

nents and organization of the computational framework presented here. Finally, the

chapter exemplifies the main advantages of the system by applying the methodology

to visual information coming from specially designed computer simulations.
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Chapter 3 describes the set of visual agents implemented to demonstrate the

capabilities of the framework presented in this work. These agents are based on five

different visual cues: color, stereo vision, shape, intensity, and motion cues. The last

part of the chapter presents the results of testing these agents and the framework using

video sequences captured by a mobile robot in real indoor and outdoor environments.

Chapter 4 surveys related work and analyzes its relation to the approach presented

in this dissertation. Besides reviewing the work appearing in the computer vision

literature, the chapter also discusses relevant ideas from the Artificial Intelligence,

Robotics, and Cognitive Psychology communities.

Chapter 5 studies in detail the main features of the particle filter and introduces

novel enhancements to its standard Bayesian implementation. Using the statistical

principle of importance sampling, the particle filter is viewed from a highly general

perspective that helps to understand important implicit assumptions in its operation.

The chapter introduces important enhancements to the filter related to the adaptive

selection of the number of particles and the adaptive propagation of the hypothesis

space. The rest of the chapter discusses the results of applying the enhanced filter.

Finally, Chapter 6 presents the main conclusions of this work and discusses future

avenues of research.

11
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Chapter 2

Probabilistic Adaptive Agent

Based Approach

This chapter describes the basis of the computational framework designed to adap-

tively integrate multiple visual cues. First, the chapter reviews relevant background

material. It examines the basic theory and rationale behind the probabilistic approach

and stochastic sampling techniques used in this work. Then, it explains the concept

of an intelligent agent from a functional perspective and as the central component

of the framework. The background material sets the stage for presenting the main

components and organization of the computational framework. The presentation is

centered on the concept of intelligent agents, and how the framework provides them

with opportunistic, sociable, and adaptive behaviors. The chapter exemplifies the

main features of the framework by applying the methodology to visual information

coming from specially designed computer simulations. The mean shift algorithm [9],

currently one of the most successful tracking tools, is tested in some of the simulations

to illustrate the advantages of the framework presented here.

2.1 Probabilistic Inference through Bayesian Rea-

soning

2.1.1 Bayes’ Rule

Bayesian theory provides a solid mathematical framework for reasoning under uncer-

tainty [57]. Using the language of probability theory, a Bayesian approach provides

mechanisms to combine information in order to reason about different hypothetical
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solutions to a problem. The basic idea is to use the information available for building

a probability distribution that characterizes the relative likelihood of each hypothesis.

The core of Bayesian thinking is the so-called Bayes’ rule :

P (h/e) =
P (e/h)P (h)

P (e)
= α ∗ P (e/h)P (h) (2.1)

The term P (h/e) is called the posterior conditional probability and represents the

probability of a hypothesis h given the information or evidence available e. The term

P (e/h) is called the likelihood function and represents the degree of fitness between

hypotheses and evidence. The term P (h) is called the prior probability and represents

the previous belief about the feasibility of each hypothesis h. Finally, as it is stated

in Equation (2.2), P (e) acts as a normalization factor that can be derived from the

other terms.

P (e) =
∑

h

P (e/h)P (h) = 1/α (2.2)

In most applications of statistical inference to real world problems, the information

available to determine the probability of an hypothesis is not limited to the current

observations, but also includes indirect sources such as previous knowledge and task

constraints. The decoupling of information given by the likelihood and the a priori

terms in Bayes’ rule provides a simple and intuitive mechanism to combine these

types of information, being a great help to model the system.

The likelihood term models the support of the incoming information to each of

the possible hypotheses. The a priori term models previous information and task

constraints. Bayes’ rule combines these types of information to build posterior prob-

ability densities, which are used to draw all the inferences about relevant hypotheses.

This is closely related to the theory of regularization commonly used in computer

vision [6]. Regularization theory calls for minimizing a cost function made up of a

data and a regularizer term. The data term considers the evidence while the regular-

izer term constrains the set of possible hypotheses, allowing the solution of ill-posed

problems.

One common application of Bayes’ rule is the update of probabilities across time,

which is a highly relevant dimension in the case of dynamic visual scenes. In this case,

one needs to update the posterior distribution as new data become available. There

is a straightforward method to extend Bayes’ rule to the dynamic case. Let P (ht/~et)

be the posterior probability of hypothesis h at time instant t, given all the evidence ~et
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accumulated until time t. Using Bayes’ rule and designating the normalization factor

as β, this probability can be expressed as:

P (ht/~et) = β ∗ P (et/ht, ~et−1)P (ht/ ~et−1). (2.3)

Assuming that the current evidence et can be totally explained by the current

hypothesis ht, and that the dynamics of the system follows a first-order Markov

process, it is possible to obtain:

P (ht/~et) = β ∗ P (et/ht)P (ht/ ~et−1) (2.4)

= β ∗ P (et/ht)
∑

ht−1

P (ht/ht−1, ~et−1)P (ht−1/ ~et−1) (2.5)

= β ∗ P (et/ht)
∑

ht−1

P (ht/ht−1)P (ht−1/ ~et−1), (2.6)

which is the standard way to perform Bayesian inference in the dynamic discrete

time case. Equation (2.6) is a recursive expression, where the posterior density at

time t − 1, P (ht−1/ ~et−1), is propagated in time using the dynamics of the system,

P (ht/ht−1), to become the prior for the current time instant 1. This prior is then

multiplied by a likelihood function P (et/ht) in the usual Bayesian fashion to obtain

the new posterior distribution P (ht/~et).

2.1.2 Estimation of Probability Density Functions

A practical difficulty of using this Bayesian modeling is finding adequate pdfs to

represent the terms required by the Bayes’ rule. Besides representing likelihood and

priors, the model should also have suitable properties to efficiently implement the

multiplicative step of Bayes’ rule. The idea is to avoid an unbounded growth in the

complexity of the resulting posterior due to the iterative multiplication in Equation

(2.6).

In particular, the recursive formulation of Equation (2.6) requires knowledge about

the observation model P (et/ht) and the system dynamics P (ht/ht−1). The theory of

probability and statistics provides several techniques that can be used to estimate

these pdfs from data. These techniques are mainly classified as parametric, semi-

parametric, and non-parametric estimation methods [5, 69].

1This thesis refers to P (ht/et−1) as the dynamic prior or just as the prior distribution.
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Parametric Density Estimation

The parametric approach assumes that the true pdf can be modeled by a closed-form

analytical function. In this case, the goal of the estimation process is to find adequate

values for the parameters of the function. Usually, the parameters can be efficiently

estimated using training data and maximum likelihood methods [12]. For the case

of Bayesian inference, the analytical functions are commonly chosen from conjugate

families, which provides a closed-form implementation of the multiplicative step of

Bayes’ rule.

The main advantage of parametric estimation is its compact representation. The

behavior of the pdf in the whole hypothesis space can be predicted using just a few

parameters. For dynamic inference the typical case is the linear-Gaussian model. In

this case, the state pdf remains Gaussian at all times, and the well-known Kalman

Filter gives the optimal solution. In the case of nonlinear models it is possible to use

the Extended Kalman Filter, but still under a Gaussian assumption [48].

Unfortunately, the parametric assumption severely limits the use of Bayesian infer-

ence for state estimation. High ambiguity is one of the inherent features that emerges

in most unstructured environments. Ambiguous situations can confuse the visual

agents, producing less predictable results where the observation model has a com-

plex multi-modal shape that cannot be accurately modeled by the usual parametric

models.

Semi-Parametric Density Estimation

The semi-parametric approach assumes that the true pdf can be represented by the

additive combination of a set of models. Usually the models belong to some analytical

family, and distribute in a fixed way covering the whole hypothesis space. The estima-

tion process consists of finding the most suitable combination factors. The advantage

is that, as long as there are enough models covering the hypothesis space, it is pos-

sible to approximate any functional non-linearity and system or measurement noise.

Unfortunately, the computational complexity of this task makes the semi-parametric

approach infeasible for the type of problems covered by this thesis.

One interesting variant of the semi-parametric approach is the case where the

models are adaptively distributed in the hypothesis space. In this case the location of

the models is not fixed, but it depends on the shape of the desired pdf. The models

are distributed in such a way that each model represents the local behavior of the pdf.

The advantage of this variant is its efficiency, since models are concentrated in relevant
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areas of the hypothesis space. Its additional complexity, however, is that besides the

combination factors, one needs to estimate the number of models to consider and the

location of these models.

In the case of dynamic Bayesian inference the increasing complexity due to the

multiplicative step is managed using pruning techniques that eliminate the less well-

fitted models.

Non-Parametric Density Estimation

In the non-parametric case there is no assumption that a specific model or a set

of models can represent the local or global behavior of the pdf. Instead, the pdf

is estimated using the data themselves. Each data point defines a kernel function.

These functions are combined in an additive way to define the values of the pdf at

different locations in the hypothesis space [69].

Due to the discrete representation of the state space used in this work, the general

case of an arbitrary kernel function is not considered here. However, the case of

a delta-Dirac function as kernel is of special interest, mainly due to the existence

of an efficient algorithm that uses this representation to perform dynamic Bayesian

inference. This algorithm, known as particle filter, is the basic technique used in this

work to perform the adaptive integration of visual algorithms.

2.1.3 Particle Filter

This section presents the particle filter algorithm from a Bayesian perspective. This

view of the filter, which is commonly used in the computer vision literature, was

originally presented in [27] as the bootstrap filter and then introduced to the com-

puter vision community in [32] as the condensation algorithm. Chapter 5 presents an

alternative and more general definition of the particle filter in terms of the statistical

principle of importance sampling [17]. In that chapter, this alternative view is used

to introduce important modifications to the implementation presented in this section.

To give an intuition about the operation of the filter, consider the case of a set

of hypotheses, a set of observations, and a metric to evaluate the degree of fitness

between hypotheses and observations. An intuitive idea to obtain a probabilistic

model over the set of hypotheses is to normalize the fitness between hypotheses and

observations, and then use this metric as the probability of each hypothesis. In the

case of an extremely large hypothesis space, the complete pdf can be approximated
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using a set of regularly spaced samples.

The previous idea corresponds to the likelihood weighting algorithm, which is a

stochastic sampling technique widely used for stochastic simulation [67]. In stochastic

sampling a pdf is represented through a set of samples, known as particles, each with

an associated weight representing its probability.

The likelihood weighting algorithm can be easily extended to the case of sequential

inference using the dynamics of the process to propagate each hypothesis in time. In

this case, after each propagation step, a new approximation of the pdf is obtained by

using a new set of observations to weight the new hypotheses.

Although likelihood weighting provides a suitable way to represent and to propa-

gate complex pdfs in time, it does not provide a mechanism to allocate the samples

in an efficient way. The initial set of samples is allocated in a fixed way, and then

propagated in each iteration without considering critical areas of the probability dis-

tribution.

The particle filter algorithm overcomes this limitation for the case of sequential

inference where the posterior density can be factored according to Equation (2.4).

The particle filter estimates the posterior distribution in Equation (2.4) by a discrete

distribution with support on each of the particles [17],

P (ht/~et) ≈
N∑

i=1

wi
t δ(ht − hi

t)/
N∑

i=1

wi
t, (2.7)

where δ(·) denotes the Dirac delta function; hi
t |Ni=1 is a set of N samples from the

dynamic prior P (ht/~et−1); and wi
t is the weight corresponding to the evaluation of the

likelihood function P (et/h
i
t).

The particle filter achieves the estimation in Equation (2.7) in three main steps:

sampling, weighting, and re-sampling. In the sampling step, a set of particles hi
t is

drawn from the dynamic prior. To achieve this, the dynamic prior is represented by

P (ht/~et−1) =
N∑

i=1

P (ht/h
i
t−1) P (hi

t−1/~et−1). (2.8)

Using this equation, the filter uses the last estimate P (ht−1/~et−1) to select the particles

for the next iteration. Although the estimate of P (ht−1/~et−1) at time t − 1 consists

already of a set of weighted samples, this set is initially re-sampled to reduce the

degeneracy of the set [27]. The particles are then propagated by the dynamics of the
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process P (ht/h
i
t−1) to obtain the desired samples. Next, in the weighting step, the

resulting particles are weighted by the respective likelihood weights P (et|hi
t).

The recursive implementation of the posterior provides great efficiency in the

allocation of the samples. Then, the random propagation of the samples using the

dynamics of the process provides an efficient way to explore the hypothesis space

looking for new critical areas. Finally, the use of new observations to evaluate the

fitness of the new hypotheses provides a close tracking of the evolution of the state

space.

A mathematical justification of the approximation given by the particle filter can

be stated in terms of factored sampling [28] and the method of composition [72].

Factored sampling provides a justification to approximate the posterior by a weighted

set of particles, as expressed in Equation (2.7). The method of composition justifies

that the particles obtained by sampling from the dynamic prior are independent and

identically distributed (iid).

Figure 2.1 shows pseudo code for the operation of the filter. Bt represents the

beliefs at time t, {P (h
(i)
t |~et), h

i
t}n

i=1

end

hSet

weightsNormalize

end
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Figure 2.1: Pseudo code for particle filter algorithm.
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The following example shows the performance of a particle filter to track the

evolution of a non-trivial state space. In this case the inherent ambiguity in the

information used to track a target produces a hypothesis space with a bimodal shape,

which is correctly predicted by the particle filter.

Figure 2.2 shows the initial frame of a video sequence that contains 2 identical

orange squares that move in straight lines bouncing at the borders of the image. The

squares start moving diagonally to cross each other. A particle filter using color in-

formation is used to track the square in the lower right corner of the image. The

bounding box inside the lower square shows the area selected for tracking. Identifi-

cation numbers ”1” and ”2” are added to facilitate the identification of each square

by the reader, but they are not part of the video sequence.

1

2

1

Figure 2.2: Artificial scene with two identical orange squares that move in straight

lines bouncing at the borders of the image. The intended target is marked with a

bounding box.

Each hypothesis about the target position is given by a bounding box defined by

height, width, and the (x, y) coordinates of its center. For this example, the height

and width of each hypothesis are kept fixed and equal to the initial detection. The

posterior distribution is, at all times, approximated using 500 samples. The initial

approximation to the posterior distribution is obtained by sampling from a Gaussian

distribution centered at the initial position of the square and with a variance of 20

pixels in both axes. Figure 2.3(a) shows an image with the initial distribution of the

sample hypotheses. Figure 2.3(b) shows the Gaussian distribution in the x-coordinate

of the hypotheses in the initial set.

The tracker uses as observation the hue histogram of the pixels inside each hy-

pothesis in the sample set. The hue histogram of the initial detection is kept as the

desired reference. In this way, the evaluation of the likelihood of each hypothesis

is calculated measuring the similarity between its hue histogram and the reference
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Figure 2.3: a) Initial distribution of the boxes. b) Distribution of the x-coordinate.

histogram. The metric used to evaluate similarity is a modified version of the L1

distance using a sigmoid type of function. Equation (2.9) shows the expression used

to calculate the likelihood,

Likelihood = 1− tanh
2 ∗ (L1 − α)

α
(2.9)

Figure 2.4 shows the variation of the likelihood as a function of the L1 distance

for a value of α equal to 25% the size of the initial square.
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Figure 2.4: Likelihood vs L1 distance for α equal to 25% the size of the initial square.

The samples from the prior are chosen using a binary search algorithm over cumu-

lative probabilities. The propagation density is estimated using a stationary Gaussian

model with a variance of 20 pixels in both axes.

Figure 2.5 shows the tracking at different time instants. The left-side figures show

the set of bounding boxes used to approximate the posterior density. The right-side
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figures show the bounding box that corresponds to the maximum a posteriori (MAP)

hypothesis. The figures show the behavior of the particle filter to dynamically ap-

proximate the correct shape of the posterior distribution. In particular, when the two

identical boxes overlap the system becomes confused. This is expected because using

only color information the tracker does not have any way to resolve the ambiguity.

The particle filter correctly represents this situation by approximating the posterior

distribution with a bimodal surface, as it is shown in figure 2.5(e). As a result of the

confusion the MAP hypothesis jumps randomly from one orange square to the other

for the rest of the sequence. Figure 2.5(f) shows a case where the MAP hypothesis

indicates the wrong target.

2

11

1
2

2

1

a) b)

c) d)

e) f)

Figure 2.5: a-b) Frame 2. c-d) Frame 19. e-f) Frame 35. a-c-e) Posterior distribution

of the state at different time instants. b-d-f) The MAP hypothesis is marked with a

bounding box.
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2.2 Intelligent Agents

Even though there are a diversity of views about what intelligent agents are, there

is general agreement that the main features that distinguish an intelligent agent are

autonomy, sociability, and adaptation [34]. Autonomy provides the independence

that allows the agent to exhibit opportunistic behavior in agreement with its goals.

Sociability provides the communication skills that allow the agent to interact with

other artificial agents and humans. Adaptation provides the flexibility that allows

the agent to change its behavior according to the conditions of the environment.

This work is based on an intelligent agent paradigm. Each visual information

source is implemented as an agent that is able to adapt its behavior according to the

relevant task and environment constraints. Autonomy is given by a distributed multi-

agent software architecture described in Section 2.3. Sociability among the agents is

given by a probabilistic scheme that integrates the evidential information provided

by them as described in Section 2.4. Adaptation is provided by local self-evaluation

functions on the agents. These functions are based on considerations about the level

of uncertainty present at each time in the state estimation. Section 2.5 presents the

adaptation mechanisms used in this work.

2.2.1 Agent Types: Detectors and Specialists

In general, the variability of most natural scenarios prevents the a priori use of specific

constraints for the characterization of visual structures. The need to provide robust

detection under different illuminations, views, or postures, allows just the use of con-

straints that result invariant under these sources of variability. A different situation

occurs after a particular instance of a relevant visual structure has been detected. At

this point, the identification of the current conditions of the visual structure and the

environment provides new constraints for the characterization of the pattern. Using

these constraints the system can achieve a more suitable characterization of the pat-

tern, specially tuned to its most distinctive attributes. This is particularly useful for

the case of dynamic visual sequences, where the visual system needs to keep track of

the pattern in time.

This idea suggests a two-step approach for the dynamic state estimation of rele-

vant visual structures in a complex visual space. First, one needs general tools that

explore the incoming information looking for relevant structures without relying on

specific illumination, views, postures, etc. Once a relevant visual structure has been
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detected, it is possible to use particular tools that rely on specific supporting evidence

to provide more efficient and robust appearance models. This work refers to these

steps as detection and specialization, and to the corresponding agents as detectors

and specialists.

Detector agents provide the initial detection of relevant visual structures under

different conditions. Specialist agents adapt their behavior according to the type

of structures detected. The adaptation of specialist agents is possible through the

specialization of detector agents, or through the opportunistic activation of specific

algorithms that encapsulate particular constraints of a given visual structure.

As an example, consider a visual system whose goal is to track people. One

possible approach could use a detector based on depth continuity and shape, and a

set of specialists based on color, position, and motion. At the beginning of the tracking

task the lack of specific knowledge about the colors that a given person is wearing,

its position, or its motion, prevents the use of these types of visual information. At

this point, the system relies on the detector agent based on depth continuity and

shape, which provides information that is invariant under most scenarios. After a

person is detected, the set of specialists starts providing useful information to find

more adequate appearance models.

The idea of detectors and specialists is closely related to the attentional mech-

anisms studied in the area of active vision [78, 1]. Motivated by their biological

counterparts, the computer vision community has increased its interest in the incor-

poration of attentional mechanisms. These attention mechanisms are usually seen as

techniques to concentrate the computational resources in relevant parts of the visual

space. Here, the idea is expanded to also consider attentional mechanisms as a guide

to adaptively allocate the most effective resources in the key parts of the visual space.

2.3 Autonomy

The autonomy of the agents is provided by a distributed multi-agent software archi-

tecture. Agents are independent processes that run concurrently and can be started

on an as-needed basis. Each agent runs as a separate thread in a local or remote ma-

chine using standard sockets to communicate with the rest of the system. This scheme

facilitates the scalability of the system through the incorporation of new agents that

provide new services.

The core of the software architecture is called CyberAries (Autonomous Recon-
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naissance and Intelligent Exploration System) [15, 13]. CyberAries provides powerful

inter-agent communication capabilities that greatly simplify the job of developing en-

sembles of cooperating agents. It mainly consists of an agent-framework environment

and a distribution layer.

The agent-framework provides all the operating system facilities such as concur-

rent processing and automatic scheduling, and the application abstraction facilities

such as memory management and resource categorization. The distribution layer is

responsible for providing and balancing the communications, processing, and sensing

resources among the active agents. If an agent needs to send a message or to access

any resource, the distribution layer handles all the details of the connection, checking

for availability and resource allocation.

2.4 Sociability

The integration of information is performed using Bayes nets. Bayes nets take ad-

vantage of causal relations among random variables to provide an efficient graphical

representation of joint-pdfs. The efficiency is gained by the use of causal knowl-

edge that provides conditional independence relations between the random variables.

These independence relations divide the joint-pdf into simpler local probabilistic mod-

els [57].

Figure 2.6 shows the typical tree structure of the Bayes net relevant to this work.

Agent nodes represent the detectors and specialists able to directly measure visual

properties from the incoming information. Inference nodes perform the integration

of information and the updating of the state representation. Also, inference nodes

introduce conditional independence relations among the visual agents.
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Figure 2.6: Probabilistic architecture corresponding to a Bayes Net. Evidence and

feedback information flow between agent and inference nodes.
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For problems that require multiple stages of inference, an inference node can also

send feedback to another inference node. In this case the descending inference node

acts as a normal agent that provides support for its upcoming feedback of candidate

hypotheses.

Figure 2.6 can be considered as a hierarchical representation of the simpler case

of just one inference node. In this case Equation (2.6) can be expressed as:

P (ht/~e1,t...~en,t) = β P (e1,t/ht)...P (en,t/ht)
∑

ht−1

P (ht/ht−1) P (ht−1/(~e1,t−1...~en,t−1)

(2.10)

where ~ei,t corresponds to the historic evidence provided by agent i until time t, and

n corresponds to the number of independent sources of information.

Equation (2.10) shows the decoupling between the evidence provided by each

agent through a likelihood function, and the state updating performed by an inference

node. The inference node keeps track of the state estimate represented by a set of

sample hypotheses and their probabilities. Using the current estimate and the system

dynamics, the inference node decides which hypotheses need further consideration,

sending them to each of the agents. According to its own local information sources,

each agent evaluates the supporting evidence for each hypothesis, and sends this

evidence back to the inference node as a likelihood function. Finally the inference

node uses this information to update its beliefs about the state variables, and it starts

a new iteration of the state estimate by predicting a new set of relevant hypotheses.

One of the most important features of the net is the flow of information. Agent

nodes send evidential information to high-level inference nodes and inference nodes

send top-down feedback in the form of priors to the agent nodes. These priors pro-

vide an efficient communication channel from detectors to specialists allowing the

generation of opportunistic behaviors from the agents.

This type of information flow is closely related to the idea of bottom-up and top-

down information paths in the human visual system [79]. After the work of Marr

[45] the bottom-up model has been the usual approach in machine vision. One of the

main problems of a pure bottom-up model is the lack of feedback from high to low-

level stages. A bottom-up model is not able to learn and use this knowledge in order

to reduce the heavy load of a powerful vision system. A bottom-up model performs

a blind analysis of the incoming information. The use of top-down feedback from

high-level inference modules guides the vision system to allocate its resources in the

most prominent places of the image space. This can greatly improve the robustness
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and efficiency of the system.

Bayes nets provide a suitable framework for implementing bottom-up and top-

down information channels. Each time a detector agent finds a new relevant visual

structure, a new Bayes net is instantiated. The information about the new structure

is sent by the detector agent to the inference node, which then broadcasts the infor-

mation as priors to a set of specialist agents. Each specialist initiates a predictive

step over the structure. The specialists with a low self-evaluation stop working, while

the ones with a high evaluation assume the work of keeping track of the new visual

structure.

2.5 Adaptation

In contrast to most traditional applications of Bayes nets, where the structure of the

net is fixed, the system presented here includes adaptation mechanisms to dynamically

reconfigure the net according to the characteristics of the incoming information.

The adaptation mechanisms are based on the evaluation of the level of uncertainty

present in the state estimate and the evaluation of the quality of the information

provided by each agent in terms of uncertainty reduction. The goals are to perform

robust estimation keeping uncertainty low, and also to perform efficient estimation

avoiding the processing of irrelevant, misleading, or redundant information. In order

to achieve these goals, two performance indexes must be introduced.

The first index, called uncertainty deviation (UD), is intended to evaluate the

level of ambiguity in the state representation. The intuition behind this index is to

quantify the dispersion of the state representation with respect to the most probable

hypothesis, which in the Bayesian case corresponds to the MAP hypothesis. Equation

(2.11) shows this index; here d corresponds to a distance metric between hypotheses:

UD =
∑

hi

d2(hi,MAP ) P (hi) (2.11)

In the case of Euclidean distance and state variables (x, y, w, h), Equation (2.11)

can be expressed as:

UD =
∑

hi

∑

k=x,y,w,h

(hi(k)−MAP (k))2 P (hi) (2.12)

= σ2
x + σ2

y + σ2
w + σ2

h (2.13)
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where hi(k) represents the value of the hypothesis hi in the dimension k; and σ2
k rep-

resents the variance in the k dimension calculated with respect to the MAP estimator.

Thus, the UD index is equivalent to the trace of the covariance matrix or to the sum

of its eigenvalues [23].

The second index is intended to evaluate the quality of the information provided

by each agent in terms of uncertainty reduction. The intuition behind it is that,

if an agent is providing good information, its local likelihood should be close to the

state-pdf maintained by the inference node. Thus, the problem reduces to quantifying

similarity between probability distributions. This work compares probability distri-

butions using the Kullback-Leibler divergence (KL-divergence). The KL-divergence

between two probability distributions is given by Equation (2.14),

KL(f, g) =
∑

i

f(i) ln(
f(i)

g(i)
). (2.14)

In this case, f(i) corresponds to the pdf of the state and g(i) corresponds to the local

normalized agent likelihood.

Using the described performance indexes, this work introduces two adaptation

schemes to the state estimation. The first scheme is performed by inference nodes.

An inference node measures the level of ambiguity in its state representation using

the UD index. If the value of the index exceeds some desired level, the inference node

sends an activation signal to any inactive agent asking for supporting evidence that

can eventually reduce the current ambiguities. If the value of the UD index is lower

than some desired level, the inference node stops the less informative agent in order

to increase the efficiency of the state estimation. The selection of the less informative

agent is performed based on the relative values of the KL-divergence among the active

agents.

The second adaptation scheme is carried out locally by each agent using the UD

index. In this case, given that each agent calculates a likelihood function, the MAP

is replaced in Equation (2.11) by the maximum likelihood hypothesis (ML). Using

this index each agent evaluates the local level of uncertainty in its estimation. If this

value exceeds some desired level, the agent modifies its own local actions in order

to improve its performance. In the case that, after a number of cycles, the agent

is still not able to improve its performance, the agent stops processing information,

becoming inactive.

In the case of target tracking, the likelihood function of each agent is based on

comparing its current observations with a reference hypothesis about the appearance
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of the target. To keep track of the appearance of the target the inference node sends

reference update signals to all the agents periodically, including the inactive agent.

This is important to allow a recently activated agent to use an updated appearance of

the target. The inference nodes send these signals every iteration that the uncertainty

is below a desired threshold. The updating of the reference is performed using a linear

relation:

NewRef = α MAP + (1− α) OldRef, (2.15)

where NewRef and OldRef represent the new and old references, respectively; MAP

is the current maximum a posteriori hypothesis; and α is a weighting factor estimated

using the UD index according to:

α = (1.0− tanh(2 (
UD − θ

θ
)))/2 (2.16)

where θ is a constant that controls the level of updating at each iteration.

2.6 Results

This section illustrates the main features of the system when used to track artificial

targets in specially designed computer simulations. The main focus of this section is to

show the operation of the adaptation mechanisms and the performance of the system

in a tracking task. The system operates using visual agents based on color, image

brightness, shape, and motion cues. The details of the visual algorithms are given in

the next chapter. The mean shift algorithm is tested in some of the simulations to

illustrate the advantages of using adaptive behaviors.

Example 1: The UD Index to Control the Activation of Agents

The first example shows the operation of the UD index to control the activation of

agents. Figure 2.7 shows again the tracking case used to illustrate the performance

of the particle filter in Section 2.1.3, but this time instead of using just a color agent,

the system also includes an agent based on visual motion.

Figure 2.8 shows representative frames of the video sequence with the results of

the tracking at different time instants. The left-side figures show the set of bounding

boxes used to approximate the posterior density, while the right-side figures show
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Figure 2.7: Artificial scene with two identical orange squares. The intended target is

manually marked with a bounding box. The labels over the target correspond to the

names of the visual agents used for tracking at this frame.

the bounding box corresponding to the MAP hypothesis. In contrast to the results

observed in Figure 2.5, in this case the presence of the second square does not confuse

the system. The additional information given by the motion agent provides stronger

constraints that eliminate the extra uncertainty produced by the close presence of the

second square.

Figure 2.9 shows the evolution of the UD index, and the activation state of the

color and motion agents for the entire sequence. The dotted lines correspond to the

thresholds that controls the activation of agents at the inference node. The system

starts the tracking of the target using the color and motion agents. Given the low

uncertainty in the state estimation and the high KL-divergence (not shown) of the

motion agent, after three frames the adaptation mechanisms instruct the system to

continue tracking using just the color agent. At Frame 29 the close presence of

the second square increases the level of uncertainty to critical levels. At this point

the adaptation mechanisms instruct the system to activate again the motion agent.

Given the great difference in the motion patterns of the squares, the extra information

provided by the motion agent causes a rapid reduction in the level of uncertainty. The

motion agent is kept in operation until the second square moves away.

In Figure 2.9, it is also possible to observe a second peak in the UD index, which

occurs at Frame 167. This peak corresponds to a second occasion where the 2 squares

pass close to each other in the sequence. Again, the activation of the motion agent

reduces the uncertainty, helping to achieve effective tracking of the desired target.

Figure 2.10 shows the resulting posterior distribution of the state at different

frames in the sequence. For clarity, the plots show only the posterior distribution of
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the (x, y) state variables corresponding to the center of each hypothesis. At frame 1

the highly unimodal shape of the posterior shows a low level of uncertainty in the state

estimation. At Frame 27 the presence of the distracting target produces a bimodal

distribution in the estimation using just color. At Frame 30 the activation of the

motion agent provides new constraints that drastically reduce the likelihood of the

hypotheses related to the distracting target. This allows the posterior to recover a

unimodal shape, as shown in Frame 33.

Figure 2.11 shows the performance of the mean shift algorithm for the same track-

ing situation. Figure 2.11(a) shows the initial manual selection of the target. At

Frames 20 and 27, shown in Figures 2.11(b) and (c), respectively, the mean shift

procedure converges to a local maximum that is located in between the two squares.

The algorithm then converges to the wrong square for the rest of the sequence, as

shown in Figure 2.11(d).

In this case, the poor performance of the mean shift algorithm shows the advan-

tages of using a multi-hypothesis approach able to represent the posterior distribu-

tion of the state. The gradient ascent procedure used by the mean shift algorithm is

trapped in the wrong peak of the posterior distribution, owing to the lack of further

tools to recover from the failure.

It is fair to mention that the use of a multi-hypothesis approach conveys a greater

computational load than the use of the mean shift procedure. Fortunately, the efficient

exploration of the state space achieved by the particle filter does not require an

exhaustive search, but just an analysis of critical areas. This allows the filter to keep

the processing load compatible with real-time applications.
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Figure 2.8: a-b) Frame 1. c-d) Frame 28. e-f) Frame 30. a-c-e) Posterior distribution

of the state at different time instants. b-d-f) The MAP hypothesis is marked with a

bounding box.
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Figure 2.9: Evolution of the UD index for the entire sequence. The dotted lines

correspond to the thresholds that controls the activation of agents at the inference

node. The peaks at Frame 29 and 167 correspond to situations where the squares

pass close to each other. In both cases the activation of the motion agent decreases

the uncertainty.
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0

100

200

300

0

50

100

150

200

0

0.005

0.01

X [pixels]
Y [pixels]

P
r(

h)

(c) Frame 30
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(d) Frame 33

Figure 2.10: Posterior distribution at different time instances. At Frame 27 the close

presence of a second orange square produces a bimodal distribution. At Frame 30 the

activation of the motion agent reduces the uncertainty producing again a uni-modal

distribution.
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Figure 2.11: a) Frame 1. b) Frame 20. c) Frame 27. d) Frame 29. Performance of the

mean shift algorithm. After the squares cross each other the mean shift algorithm

is trapped in a wrong local minimum, being unable to recover for the rest of the

sequence.
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Example 2: Tracking Multiple Targets using Color, Motion and Pixel In-

tensity Agents

The next example shows the automatic tracking of multiple targets using multiple

visual agents based on color, motion, and pixel intensities. The video sequence is

similar to the previous case, but the appearance of one of the squares has been

changed to a gray level intensity pattern. Here, the goal is to track both squares.

Figure 2.12 shows the initial frame of the sequence. The squares surrounding the

targets correspond to the initial detections provided by a detector agent based on

image segmentation using gray level intensities.

Figure 2.12: Artificial scene with one orange square (light square) and one gray level

pattern square (dark square). The boxes around the squares correspond to the initial

detection provided by a detector agent based on image segmentation using gray level

intensities.

After the initial detection the system activates the set of specialists that keep track

of the targets. Figure 2.13 shows the tracking results for four representative frames

in the sequence. As expected, after an initial adjustment, the adaptation mechanisms

cause the system to track target 1 using color information and target 2 using gray

level intensities (SSD). An interesting situation occurs at Frame 23, where the orange

square is totally occluded by the other square, as shown in Figure 2.13(c). At this

point the large uncertainty in the state estimation of target 1 results in the automatic

re-activation of the motion and intensity-based agents. Most importantly in this

case, the state representation given by the particle filter spreads out, looking for the

new position of the target (Figure 2.14(e)). As a result, the system finds the target

again after the brief occlusion; and it continues successful tracking for the rest of the

sequence. In this case, the adaptive exploration of the state space allows the system to

exhibit a degree of robustness against momentary occlusions. Compare these results
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with Figure 2.15, which shows the performance of the mean shift algorithm for the

same sequence.

a) b)

c) d)

1

1

2 2

2

2

1

Figure 2.13: a) Frame 4. b) Frame 20. c) Frame 23. d) Frame 25. The system

correctly decides to track target 1 using color and target 2 using gray level intensities.

At Frame 23 the brief occlusion confuses the system, but it recovers at Frame 25.

Figure 2.14 shows the evolution of the posterior distribution of the state for each

target. It is interesting to note that at Frame 23 the occlusion of target 1 produces a

flat probability distribution for the state of this target (Figure 2.14(d)). As a result,

particles are selected in a wider range, increasing the area of exploration to re-acquire

the target. At Frame 25 (not shown) target 1 re-appears and it is successfully re-

acquired. Figure 2.14(g) shows that the posterior distribution for target 1 recovers

the unimodal shape after the re-acquisition.

Figure 2.15 shows the performance of the mean shift algorithm for the tracking of

the orange square. At Frame 23, when the target is occluded, the mean shift procedure

converges to a local maximum that does not correspond to any of the squares. At this

point the local gradient-based exploration of the mean shift algorithm lacks further

tools to find the target again. As a result the target is lost for the rest of the sequence.
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(i) Frame 30

Figure 2.14: a-d-g) Posterior distribution of target 1 at different time instances. c-f-i)

Posterior distribution of target 2 at different time instances. b-e-h) (x,y) coordinates

of the hypotheses for both targets; dark dots for target 1 and light dots for target 2.

At Frame 23 target 1 is occluded, but it is successfully re-acquired after it re-appears.

38



a) b)

d)c)

Figure 2.15: a)Frame 1. b)Frame 18. c)Frame 23. d)Frame 30. Performance of mean

shift algorithm. The algorithm loses track of the target during the brief occlusion.

As a result the target is lost for the rest of the sequence.

39



Example 3: Multiple Levels of Inference and Local Activation of Agents

The next example uses the same sequence to illustrate two further features of the

framework. In this case, the tracking of square 1 is used to show a case with multiple

levels of inference. The tracking of square 2 is used to illustrate the operation of the

second adaptation mechanism, which corresponds to the self-activation of agents.

The system starts the tracking of square 1 using visual agents based on motion,

pixel intensities, and two agents based on color information. One of the color agents

analyzes the information contained in the hue histogram of each hypothesis, while

the other analyzes the information of color blobs.

In this case, it is not possible to assume independence of the color agents condi-

tional on the final estimation of the target position. Although the color agents use

different properties of the color pixels, both rely in color information. For example,

both agents should assign a high likelihood to a distracting target with similar col-

ors to the intended target. In this sense, the problem is to avoid considering the

color information twice in the final inference. The solution is to introduce a new

inference node that fuses the color information. The assumption is that the color

specialists are independently conditioned on an inference color agent node that fuses

color information. Figure 2.16 shows the resulting Bayes net for this case.

Abstraction

Agent

Inference

Agent

Abstraction

Agent

Inference

Agent

Abstraction

Agent

Inference

Motion Agent AgentAgentAgentAgentAgentAgentAgentIntensity Agent

Agent AgentAgent AgentAgent AgentAgent AgentColor Blobs Color Histo

AgentAgentAgentAgentAgentAgentAgentColor Agent

Figure 2.16: Bayes net used to track square 1 at Frame 1.

For target 2, the system starts the tracking using visual agents based on color

and pixel intensities. Here the variance in the likelihood provided by the intensity-

based agent has been increased. The idea is to increase the value of the UD index

over the de-activation threshold to avoid the action of the inference node leaving

the adaptation to self-activation of the agent. Figure 2.17 shows the new likelihood

function provided by the intensity-based agent. This can be compared with the

40



posterior shown in Figure 2.14(c) to see the increase in the variance.
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Figure 2.17: Posterior distribution of square 2 at Frame 20.

Figure 2.18 shows some representative frames of the results of the tracking at

different time instants. The histogram and blob-based color agents are labeled in the

image as ColorH and ColorB, respectively.

Figure 2.19 shows the evolution of the UD index and the activation of the agents

for the tracking of square 2. During the first frames of the sequence the value of the

UD index indicates that the uncertainty is above the minimum level but below the

critical level, so the inference nodes does not attempt to stop or start agents. How-

ever, because the target does not contain color information at all, the self-evaluation

function of the color agent causes the agent to stop processing information at Frame

4.
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Figure 2.18: a)Frame 4. b)Frame 6. c)Frame 21. d)Frame 38. Tracking results for

some representative frames in the sequence.
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Figure 2.19: Evolution of the UD index for the tracking of target 2.
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Chapter 3

Visual Agents

This chapter describes the set of visual agents implemented to demonstrate the ca-

pabilities of the framework described in Chapter 2. The description includes visual

agents based on color, stereo vision, shape, intensity, and motion cues. After describ-

ing the main agents the chapter presents the results of testing the system on real

video sequences.

3.1 Color Agents

The system uses two types of color agents that differ in the way they use the color

information. One agent considers the properties of the color histogram of each hy-

pothesis, while the other takes into account the properties of color blobs. In this way,

the color histogram agent just considers the distribution of the colors without taking

into account spatial relations, while the color blob agent considers spatial relations

but only of homogeneous color areas. Both agents are based on the hue properties of

the colors.

3.1.1 Histogram-Based Color Agent

This agent uses as observation the hue histogram of the pixels inside each hypothesis

in the sample set. Hue is calculated according to the relative influence of the dominant

RGB component with respect to the other two components. This is achieved using a

circular transformation, where the RGB components are equally spaced on the circle:

red at 0◦, green at 120◦, and blue at 240◦. The hue value for an input point with

dominant color green is given by:
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Hue(R,G, B) = 120 +
B −R

max(R, G,B)−min(R, G,B)
(3.1)

The hue values for the cases of blue and red dominance can be obtained in a similar

way by shifting Equation (3.1) by 120◦, and changing the numerator accordingly.

The experiments in this thesis indicate that this heuristic transformation produces a

smoother mapping than the traditional RGB-HSI method based on a color pyramid

[26].

To express the observations in terms of a likelihood function, the color agent calcu-

lates the similarity between each hypothesis and a reference histogram. After testing

several bin-to-bin, cross-bin, and signature-based distances, the current implementa-

tion of the agent uses the L1 distance over cumulative histograms. In general, this

distance metric efficiently combines an adequate accuracy and low processing time.

A sigmoid type of nonlinearity is applied to the resulting L1 distance. This nonlin-

ear transformation provides a more accurate probabilistic model that accounts for

slight variations in the image conditions and target appearance. Equations (3.2) and

(3.3) show the resulting un-normalized likelihood function1. All the histograms are

previously normalized to the size of the reference histogram.

L1(fcum, gcum) =
256∑
i=1

|fcum(i)− gcum(i)| (3.2)

Pr(h) = (1.0− tanh(2
L1 − α

α
))/2 (3.3)

where fcum and gcum denote cumulative histograms; and α is a constant that controls

the decay of the likelihood function. Figure 3.1 shows the likelihood function for

a given α and different values of the L1 distance between cumulative histograms.

As it can be observed, α determines the distance where the likelihood function has

decreased by 50% of its maximum value.

The value of α is calculated by averaging the L1 distances of a set of hypotheses

that partially contain the reference. Figure 3.2 shows a case where α is calculated

by averaging the resulting distances of four hypotheses whose areas overlap 50% with

the reference.

A problem with the described likelihood function is that for targets with a ho-

mogeneous color distribution any subregion has the same color histogram. Although

this problem can be solved by avoiding the size normalization of the histograms, it is

1For clarity, the normalization factors are omitted in this chapter.
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Figure 3.1: Un-normalized likelihood function for a given α and different values of

the L1 distance between cumulative histograms.

b)a)

Figure 3.2: a) Reference b) Position of four hypotheses used to calculated the values

of α. The area of each hypothesis overlaps 50% with the reference.

usually preferred to include a size penalty factor. Except for the shape agent, all the

agents include a size penalty factor in their likelihood functions. This factor avoids

subregions satisfying the constraints given by the reference having a high likelihood.

The size penalty factor is computed using a Gaussian function that considers differ-

ences in the area and aspect ratio of each hypothesis with respect to the reference

bounding box. Regular updates of the reference keep track of variations in its size

and appearance, according to the mechanisms described in Section 2.5.

Figure 3.3 shows the reference histogram and a hypothesis for the case of target

tracking. The upper figure shows the initial detection of a detector agent. The

lower figure shows a hypothesis and the resulting likelihood calculated by the color

histogram agent.

45



L1 Pr

Figure 3.3: Upper figure shows a target and its reference histogram. Lower figure

shows a hypothesis, its color histogram, and the value of its un-normalized likelihood.

3.1.2 Blob-Based Color Agent

The color blob agent is based on the geometric and spatial characteristics of homo-

geneous color regions (blobs) inside the hypotheses. First, the agent finds the color

blobs inside each hypothesis. Using a region-growing algorithm [26], the color blob

agent outputs all the 4-connected homogeneous color regions over a minimum size.

Figure 3.4 shows the output of the algorithm for a target hypothesis.

and P. Khosla

“ Adaptive dynamic state estimation using 
multiple visual cues”

• Task : Visual Tracking

• Goal: estimate target state (x,y,w,h)

Blob 1

Blob 2

Figure 3.4: The color blob agent detects 2 color blobs for this hypothesis.

Using the blobs the agent calculates a likelihood function that considers the sim-

ilarity between the blobs detected in each hypothesis and a reference. The similarity

is measured using the mean values of the hue pixels inside each blob and the relative

position of the blobs with respect to the bounding box that defines the hypothesis.

In case of more than one blob, each blob is compared with the blob with the closest

center in the reference. Equation (3.4) shows the un-normalized likelihood function

for the case of the color blob agent.
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Pr(h) = exp

{
−

k∑
i=1

(
(xi − xi

ref )
2

2σ2
x

+
(yi − yi

ref )
2

2σ2
y

+
(µi − µi

ref )
2

2σ2
Hue

)}
(3.4)

where k is the number of blobs detected; (xi, yi) are the coordinates of the center of

the i-th blob; (xi
ref , y

i
ref ) are the coordinates of the closest blob in the reference; µi

and µi
ref are the mean hue values of the hypothesis and its respective reference blob;

and σ2
x,σ

2
y, σ2

Hue, are the respective variances, which are estimated using training data.

3.2 Stereovision Agent

The stereovision agent is based on the depth values of the pixels inside each hypothesis

in the sample set. The algorithm is based on depth segmentation and blob analysis.

The first step consists in the calibration of the stereo pair. This is performed off-

line using a 3-D cube of known dimensions and position with respect to the cameras.

Using this information the agent calculates the intrinsic and extrinsic parameters of

the cameras using the calibration method proposed by Robert [64].

The next step consists in finding the disparities between the projection of world

points into the two images. To facilitate this task, the agent applies two pre-processing

steps to the input images. First, the images are rectified in order to align the epipolar

lines with the horizontal scan lines of the video cameras. Second, the images are

convolved with a Laplacian of a Gaussian (LoG) filter. This filter enhances the image

texture and eliminates high frequency noise and intensity asymmetries between the

images.

After the pre-processing steps, the agent determines the disparities using the nor-

malized correlation method (NCM). The correlations are performed using small win-

dows of 7x7 pixels. For each image window W , centered at a point (xc, yc) on the left

image, the best disparity d(xc, yc) is calculated by maximizing over d the following

expression:

n
∑

x,y∈W

Imright(x + d, y) Imleft(x, y)− ∑
x,y∈W

Imright(x + d, y)
∑

x,y∈W

Imleft(x, y)

n2 σrightσleft

(3.5)

where n is the number of pixels in the window; Imright and Imleft denote the left

and right images in the stereo pair; σright and σleft are the standard deviations of the
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intensity values in the correlation window W in the left and right image, respectively.

Several problems such as lack of texture, differences in foreshortening, occlusions,

or repeated patterns in the images, deteriorate the correlation results, giving rise

to noisy disparity maps. The stereovision agent applies two types of post-filtering

schemes to improve the results. Here the main goal is not highly accurate 3D data,

but the detection of clusters of neighboring points that are spatially connected.

The first post-filtering step consists of a set of filters that eliminates outliers. A

first filter eliminates areas with low texture using a threshold on the minimum value

of the standard deviation in the correlation window. A second filter eliminates areas

with differences in foreshortening or occlusion through the use of a threshold on the

minimum correlation value. Finally, a third filter eliminates areas with repeated

patterns using a threshold on the relative difference and separation between the two

greatest peaks of the correlation function.

The second post-filtering step consists of a blob detection algorithm that detects

all the connected smooth regions over a minimum size. First the disparity map is

converted to 3D world coordinates. Using thresholds on the maximum and minimum

depth and elevation, the algorithm eliminates all the points beyond that certain range

and at the floor level. Finally, a region-growing algorithm based on 4-connectivity of

the disparity map reports all the significant blobs over a minimum size. Figure 3.5

shows a diagram with all the steps involved in the calculation of the depth information.

These steps altogether form the stereovision detector agent.

Figure 3.5: Diagram of the different steps of the stereovision agent.

Figures 3.6 and 3.7 show two examples of a depth map and a region detected by the

stereovision agent. Figure 3.7 was captured with the triclops system, a stereovision

system commercially available by Point Grey Research. In this case, the stereovision

agent uses the triclops hardware and libraries to obtain the 3D coordinates of the

image points. In both cases, the final depth blobs are obtained by applying the
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post-filtering steps described above.

In Figure 3.6, the repeated patterns in the background building and the grass

regions produce a very noisy disparity map. The same happens with the plain walls

and carpet areas in Figure 3.7. In both cases the constraints used by the cleaning

and region growing filters effectively eliminate the irrelevant parts of the images.

a) b) c)

Figure 3.6: a) Input image. b) Depth values given by stereovision system. c) Target

detected using the post-filtering steps.

The Robotics Institute

a) b) c)

Figure 3.7: a) Input image. b) Depth values given by triclops system; the dark areas

correspond to pixels with valid depth measurements. c) Target detected using the

post-filtering steps.

To express the observations in terms of a likelihood function, the stereovision

agent estimates four properties of the depth values of each hypothesis: depth variance,

height of the depth blobs, blob shape as a ratio between the width and height of each

blob, and number of points with valid depth values. Using these depth features the

stereovision agent estimates a likelihood function using a multivariate Gaussian pdf

given by :

Pr( ~O) =
1√

(2π)k|Σ| e
− 1

2
( ~O−~µ)T Σ−1( ~O−~µ) (3.6)

where ~O is the feature vector (depth, height, blob shape, valid points), µ is the feature
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vector corresponding to the reference target, and Σ is a diagonal covariance matrix

estimated in previous examples.

3.3 Shape Agent

The shape agent is based on a novel algorithm that uses the silhouette of the targets.

A set of training examples is used to generate a shape model. The training examples

consist of a set of shape vectors. Figure 3.8 shows the different steps involved in

the calculation of each shape vector. Figure 3.8(a) shows the input, which is a gray

level image patch containing a possible target. A canny edge detector is applied

to this area obtaining an edge image, as shown in Figure 3.8(b). Starting from a

configuration similar to the one presented in Figure 3.8(c), a snake algorithm fits a

curve to the edge information [36], as shown in Figure 3.8(d). Using the resulting

snake points a uniform B-spline curve [2] is fitted to the target boundary using 40

control points. After scaling these control points to a uniform size, they are used to

generate a continuous close contour around the silhouette of the target, as shown in

Figure 3.8(e). Finally, this close contour is used to generate the shape vector, which

consists of the signed distance function [66] calculated from a regular grid of points

inside the input image. Figure 3.8(f) shows a gray level image of the signed distance

function obtained for the example, each point encodes the distance to the nearest

point on the boundary with negative values inside the boundary. It is important to

note that the use of a signed distance function to build the shape vectors provides a

greater tolerance to slight misalignment with respect to the shape model.

The training examples are used to build a point distribution model using principal

component analysis (PCA) in a similar way to the model proposed in [10]. After the

PCA decomposition, the eigenvectors corresponding to the largest eigenvalues are

considered to build the shape space. The algorithm chooses those eigenvalues that

account for more than 95% of the shape variation. Thus, the resulting model consists

of a mean shape and an orthonormal shape space.

Although in this work the shape model is learned off-line, the shape agent can also

learn and update the model online using the tracking results of other visual agents

as training examples.

To express new observations in terms of a likelihood function, each hypothesis

is transformed into a shape vector using the process described in Figure 3.8. After

substracting the mean shape, the resulting vector is projected onto the shape space,

obtaining a vector ~S. Assuming a Gaussian distribution, the likelihood of the shape
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vector is calculated by:

Pr(~S) =
1√

(2π)k|Σ| e
− 1

2
~ST Σ−1 ~S (3.7)

where Σ is a kxk diagonal matrix containing the most significant eigenvalues.

b) c)

d) e) f)

a)

Figure 3.8: a) Input image. b) Edge image after applying canny edge detector. c)

Initial configuration to run snake algorithm. d) Resulting snake fitting the contour.

e) Uniform B-Spline fitting the contour. f) Shape vector given by signed distance.

3.4 Intensity Agent

This agent is based on the gray level values of the pixels inside each hypothesis.

To express its observations in terms of a likelihood function, the agent calculates

the similarity between each hypothesis and a reference. The first step scales the

hypothesis to the size of the reference using bilinear interpolation. Then, the agent

uses Gaussian functions to probabilistically quantify the departure of each pixel from

its expected value given by the reference. Assuming that the intensities of neighboring

pixels are independent, the likelihood function is given by:

Pr(h) = Wmask(i, j) exp

{
M∑
i=1

N∑
j=1

(I(i, j)−Ref(i, j))2

2 σ2

}
(3.8)
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where I(i, j) and Ref(i, j) are the gray level values of the pixel with coordinates

(i, j) in the hypothesis and the reference, respectively; M and N are the number of

rows and columns in the reference; σ2 is the variance that controls the shape of the

Gaussian functions; and Wmask corresponds to a Gaussian weighting mask function

that gives greater weight to the pixels in the center of the hypothesis. Figure 3.9

shows the weighting mask for a hypothesis of 80x80 pixels.

Figure 3.9: Gaussian weighting mask used by the intensity agent for a hypothesis of

80x80 pixels.

3.5 Motion Agent

The motion agent is based on the optical flow vectors of the pixels inside each hy-

pothesis in the sample set. The agent calculates the optical flow vectors using an

implementation of the Lucas and Kanade optical flow algorithm [44]. This algorithm

uses an image registration technique to find the flow vectors.

To represent a likelihood function of the observations, the motion agent applies a

Gaussian function to the average value of the valid flow vectors inside each hypothesis.

A valid flow vector corresponds to a point with a unique and clear match between the

images used to calculate the optical flow. Equation (3.9) shows the expression used

to calculate the likelihood:

Pr(h) = exp

{
−(µx − µref

x )2

2 σ2
x

+
(µy − µref

y )2

2 σ2
y

}
(3.9)
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where (µx, µy) and (µref
x , µref

y ) are the mean values of the flow vector in the x and y

directions for the hypothesis and the reference, respectively; and σ2
y and σ2

y are the

respective variances estimated using training data.

Figure 3.10(a) shows the resulting flow vectors for the second frame of the sequence

of the orange squares described in Chapter 2. As expected, the motion agent only

finds good matches around the corners of the squares. Figure 3.10(b) shows a gray

level image with the resulting confidence measurements of the motion agent. Figure

3.11 shows three consecutive frames of a sequence where the motion agent tracks a

ball. In the figure, the small arrows show the direction of the resulting optical flow.

Figure 3.10: a) The small arrows in the corners of the squares correspond to the valid

optical flow vectors for this frame. b) Confidence image: the bright pixels correspond

to points with an accurate calculation of motion.

3.6 Results

This section shows the results of applying the approach proposed by this thesis and

the agents described in this chapter to real video sequences. The sequences were

captured using a mobile platform under variable lighting conditions.

Example 1: Single Target Tracking

Figure 3.12 shows three frames of the video sequence used. Figure 3.12(a) shows the

intended target. After an initial detection of this target given by the stereovision agent

detector, the system starts the tracking using the color histogram and the stereovision

specialist agents. In Figure 3.13(a) the dense cloud of boxes in the center of the image

corresponds to the set of samples used to represent the posterior distribution of the
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Figure 3.11: Flow vectors for three consecutive frames of a sequence, where the motion

agent tracks a ball.

state at Frame 4. In Figure 3.13(b) the box surrounding the target corresponds to

the MAP hypothesis for this frame.

a) b)

a) b) c)

a) b)

Figure 3.12: Three frames of a video sequence used for target tracking.

Due to low ambiguity in the state representation, after five frames the system

decides to operate just with the stereovision agent. In this case, the system decides

to discard the color agent due to the similarities between the color of the target and

the rest of the scene. Figure 3.14 shows the normalized likelihood function provided

by the stereovision and the color agents at Frame 5. In Figure 3.14(a), the clear

unimodal shape of the likelihood function provided by the stereovision agent shows

the low uncertainty of the depth information. In contrast, in Figure 3.14(b) the spread

shape of the color likelihood shows the high ambiguity of the color information.

In Frame 60, a second target enters the scene (see Figure 3.12(b)). The distracting
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a) b)

a) b) c)

a) b)

Figure 3.13: a) Hypotheses for the estimation of the posterior distribution of the state

at Frame 4. b) MAP hypothesis at Frame 4.a) b)

a) b) c)

a) b)

Figure 3.14: a) Likelihood function provided by the stereovision agent at Frame 5.

b) Likelihood function provided by the color histogram agent at Frame 5.

target increases the uncertainty in the state estimation based only on the depth

information provided by the stereovision agent. This is clearly shown in Figure 3.15

by the bimodal shape of the posterior distribution of the state. At this point the

system automatically starts the color agent at Frame 65. The 5-frames delay is set to

avoid unnecessary activations due to noise. Given that the color information of the

distracting target differs from that of the intended target, the additional information

provided by the color agent drastically reduces the uncertainty present in the state

estimate. This is clearly observed in Figure 3.16, which shows the evolution of the

UD index at the inference node, and the high uncertainty reduction at Frame 65.

As the second target moves away, the level of uncertainty in the depth information

decreases, and the system decides again to operate with the stereovision agent only,

increasing the efficiency of the operation.

Table 3.6 shows the performance in terms of average uncertainty and processing

time for four tracking schemes: using the color histogram agent only, using the stere-

ovision agent only, combining the color and stereovision agents without adaptation,
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Figure 3.15: Estimation of the posterior distribution of the state at Frame 60 using

the stereovision agent.

Figure 3.16: Evolution of the UD index at the inference node.

and using an adaptive integration of the color histogram and stereovision agent. The

important observation is that the adaptive integration of the information provided by

the agents not only decreases the processing time with respect to using each agent

separately, but also increases the robustness of the system in terms of average uncer-

tainty. This is because the system considers the less reliable information provided by

the color agent just when it is needed.

Example 2: Multiple Target Tracking

Figure 3.17 shows three frames of a second video sequence used to evaluate the system.

In this sequence the system tracks two targets that move without overlapping. After

an initial detection given by the stereovision agent detector, the system starts the

tracking of each target using the color, stereovision, and shape agents. After five

frames the system decides to track the left side target using just the color agent. In

the case of the right side target, its proximity to a large bright window and limitations
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Table 3.1: Comparative results for different operation cases.

Modality Average Processing

Uncertainty Time [hz]∗

Color 67.4589 pix 5.23

Stereo 30.7798 pix 2.17

Color + Stereo 29.1677 pix 0.54

Color + Stereo (adapt.) 24.7260 pix 2.11
∗

Pentium 600

in the dynamic range of the color CCD make the color information unreliable, and the

system decides to track this target using the stereovision and shape agents together.

In Figure 3.18(a) the dense clouds of light and dark boxes show the set of samples used

for the estimation of the posterior distribution of the state of each target at Frame

7. In Figure 3.18(b), the boxes surrounding each target correspond to the MAP

hypotheses. The labels over each MAP hypothesis indicate the visual algorithms

used for the tracking of each target at this frame.

b) c)a)

a) b)

b)a)

Figure 3.17: Three frames of a video sequence used for target tracking.

It is interesting to note that in the case of the right side target the system decides

to combine two agents. Figure 3.19 shows that the tracking using depth information

is not reliable alone because the stereovision segmentation tends to link the target to

the glass wall. In the case of shape information the tracking is also not totally reliable

because the shape agent tends to miss parts of the silhouette when the image becomes

too bright. In Figure 3.18(b) the MAP box correctly surrounding the right-side target

shows that a combination of these two visual modalities provides proper tracking.

Figure 3.20 shows the evolution of the UD index for the case of the left-side target.

The peak in the curve at Frame 59 is due to the increase in lighting coming from the

left window, which produces an abrupt change in the color appearance mainly due

to limitations in the dynamic range of the CCD camera. In this case the system
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Figure 3.18: a) Hypotheses for the estimation of the posterior distribution of the state

of each target at Frame 7. b) MAP hypotheses at Frame 7.

b) c)a)

a) b)

b)a)

Figure 3.19: a) Input image. b) Segmentation result using stereovision. The close

distance between the right side target and the glass wall confuses the stereovision

agent.

activates the stereovision agent reducing the uncertainty. This shows how adaptation

allows the system to operate successfully even when the assumptions of some of the

algorithms, in this case color constancy, are not applicable at all times.

Figure 3.21 shows the evolution of the UD index for the case of the right side target.

The curve has several transitory peaks that do not activate agents. These peaks are

mainly due to changes in the light that hits the target from right side window. These

light changes increase the uncertainty in the estimations of the agents. Around Frame

78 the duration of the peak is longer and the system activates the color agent. At

the same time, using the second adaptation mechanism, the shape agent stops itself

because it is not producing reliable estimations.
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Figure 3.20: Evolution of the UD index for the tracking of the target on the left.
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Figure 3.21: Evolution of the UD index for the tracking of the target on the right.
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Chapter 4

Related Work

The idea of reducing uncertainty by combining knowledge from difference sources is

by no account new. There are several fields where it is possible to find studies that

recognize the relevance of integrating information in order to create more robust and

flexible systems. Despite the abundant literature, there has been a gap between the

conceptual idea and the production of working systems for real problems. Important

issues such as the organization and control of the pieces of knowledge and, in partic-

ular, the development of mechanisms that provide adaptation and feedback among

the knowledge sources have not been tackled in depth, and they are still open fields

of research. This chapter reviews some of the main efforts that have appeared under

these lines in different fields of the scientific literature.

4.1 Artificial Intelligence

In the Artificial Intelligence (AI) domain the blackboard model for problem solving is

one of the first attempts to adaptively integrate different types of knowledge sources.

Using ideas proposed independently by Newell [52] and Simon [70], Reddy and Erman

implemented the first blackboard system as part of the HEARSAY and HEARSAY

II speech understanding programs [63, 19].

A blackboard model consists of three major components: the knowledge sources,

the blackboard, and the control unit. A blackboard model divides a problem into

knowledge sources, which are kept separate and independent. These knowledge

sources interact through a blackboard, which is the global database that integrates

the information. Finally, a control unit manages the opportunistic activation of the

knowledge sources according to changes in the blackboard.
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The blackboard conceptualization is closely related to the ideas presented in this

work but, as a problem-solving scheme, the blackboard model offers just a conceptual

framework for formulating solutions to problems. In this sense, at least for the appli-

cations presented here, this thesis aims to extend the blackboard conceptualization

to a computational specification or working system, providing specific mechanisms to

perform probabilistic inference and adaptive integration of visual information.

4.2 Machine Learning

In the machine learning literature, it is possible to find a related idea in the context of

ensemble of classifiers. An ensemble of classifiers is a set of classifiers whose individual

decisions are combined to classify new examples [14]. Each classifier can be considered

as a different source of knowledge. Adaptation mechanisms are included in the policy

used to combine the outputs of the individual classifiers. This kind of technique

is currently receiving broad attention in the machine learning literature due to the

capacity of the ensemble to improve performance over the individual classifiers that

make them up. There are several algorithms available to implement the ensemble of

classifiers; among the most relevant are Mixture of Experts [76] and AdaBoost [22].

The work presented here differs in many ways with respect to the current algo-

rithms used to build an ensemble of classifiers. One of the main differences resides in

the type of interaction among the knowledge sources. An ensemble of classifiers is an

eager learner [51], in the sense that training is performed off-line and that there is not

interaction among the knowledge sources during operation. Each classifier acts as an

independent data-driven box. In contrast, one of the main features of this work is the

on-line interaction or feedback between the knowledge sources. This interaction is one

of the key elements that allow the agents to exhibit appropriate adaptive behaviors.

Another important difference resides in the techniques used to combine the sources

of knowledge. In the context of ensemble of classifiers the combination is generally

based on some type of voting scheme such as the median or majority voters technique

[51]. Here, the information is combined using a Bayesian probabilistic approach.

4.3 Computer vision

Although most of the work in computer vision has been concentrated in the devel-

opment of algorithms to extract knowledge from single visual modalities, such as
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edges, shape-from-X paradigms, or binocular disparities, there have also been several

attempts to integrate information from different visual modules.

Since at least the work of Marr [45], it has been widely accepted that different

visual cues should be computed in separate modules, but there has been a lot of

controversy about how these modules should interact to create a unified visual repre-

sentation. Marr suggests that the information from different low-level visual modules

be integrated at a high level to obtain a complete and labeled 3D description of the

world (2-D sketch). According to Marr, in this process there is not major interaction

between the different visual modules. Perceptual vision is just a bottom-up data-

driven process. Recently, several researchers have criticized this idea and proposed

an alternative model [75, 79], which considers perception as a distributed collection

of task-specific, task-driven visual routines with strong feedback among the visual

modules.

For example, Ullman [75] describes a biologically inspired conceptual theory about

visual perception, and in particular its middle stages. He distinguishes a bottom- up

and a top-down step in the processing of visual information. The first step is a

bottom-up process that creates abstract representations of the visible environment.

The second stage is a top-down application of a set of algorithms that find properties

and spatial relations among the representations constructed in the first stage. Ullman

calls this set of algorithms visual routines. The interesting point is that Ullman sees

the application of the visual routines as a task-dependent process that does not depend

on the data alone but also on high-level feedback. For the selection of the routines,

he proposes the existence of universal routines that generate enough information to

adaptively select task specific routines. In this sense, the visual routines act as the

middle ground between early bottom-up representations and high-level stages such as

object recognition memories.

Despite the conceptual debate and the constant acknowledgement in the computer

vision literature of the importance of integrating visual information, there have not

been many practical systems that exploit these ideas. There are several reasons for

this situation. One of the main reasons is that, been a new field, the focus of the

research has been on solving more elemental issues, such as increasing the robustness

of individual visual modules, rather than solving the complex problem of integration.

Also, there have been important hardware limitations due to the intensive computing

power needed to run several visual modules in parallel. Another possible reason

is the lack of a global perspective permitting an approach to the problem from an

interdisciplinary point of view. Areas such as Information Theory, Statistics, and
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Artificial Intelligence may provide sound theories to implement the integration and

adaptation steps of the visual modules.

Despite the previous argumentation, it is possible to find interesting computer

vision work that shares some of the ideas presented here. Krotkov and Bajcsy [38] use

a Kalman filter approach to combine stereo, depth from focus, and vergence in order to

obtain more robust 3-D data. Brautigam [4] uses a voting scheme among several visual

modules to detect planar surfaces. Nordlund and Eklundh [53] describe a system

that integrates motion and binocular disparities to achieve real-time figure ground

segmentation. In the context of object recognition and image understanding, Drapper

[18] investigates the use of learning strategies to determine recognition policies using

different visual modules. Darrel et al. [11] present a tracking system that combines

information from stereo, color, and face pattern-matching. Isard and Blake [32, 33]

propose a probabilistic approach for target tracking under a Bayesian framework.

Sherrah and Gong [68] propose the use of covariance estimation to track pose and

face position fusing skin color information and pose similarity measures. Rasmussen

and Hager [61] propose an adaptive visual system that integrates information from

several visual cues using a modified version of the joint probabilistic data association

filter.

Although most of these works have shown a gain in robustness from combining

several visual modules, most of them have limited the scope to static scenes and lab

implementations. Even more importantly, most of these works have not considered

in their systems topics such as adaptation and uncertainty. The works by Isard and

Blake, and Rasmussen and Hager are notable exceptions. Both will be discussed in

more detail later in the chapter.

4.4 Cognitive Psychology

One of the main motivations for the integration of visual cues comes from studies

of the human visual system. The theory of visual specialization has become widely

accepted in the cognitive psychology community as a partial explanation of how the

brain achieves visual perception [79]. According to this theory, different attributes of

the visual scene such as form, color, motion, and depth are processed in parallel in

different areas of the cerebral visual cortex. Unfortunately, as in the case of computer

vision, so far the studies on the human visual system have failed to explain how the

knowledge from the different visual modules is integrated to give unified experience

of the visual world.
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For example, Zeki et al. [80] have argued that in the monkey brain neurons within

area V4 are specialized for representing color information. In the human cortex,

Meadows [49] analyzes a number of cases of brain damage in which the perception of

color of several subjects was disturbed, but acuity, motion, and other visual functions

were not. In [79] Zeki describes several clinical cases that supports the hypothesis of

functional specialization in the human cortex.

In the case of insects, several studies show that they move around their environ-

ment helped by internal dead reckoning skills and the recognition of natural land-

marks. These studies show that instead of building an accurate 3D visual represen-

tation of these landmarks, insects identify the landmarks using simple visual cues

such as color, position, orientation, and relative change of size from different points

of view. Insects achieve the correct navigation by minimizing the difference between

the learned and the current perceived features of the landmark. In [7] bees were

trained to recognize their home place using a cylindrical landmark. When the size

of the learned cylinder was changed the bees searched further from a cylinder that

was larger than the one that they were accustomed to see, and closer to one that was

smaller. This suggests that the landmark size was the cue used for the bees to find

their home place. Also this experiment shows that insects use landmarks as a visual

servoing reference, and as a positioning system.

4.5 Computer Vision and Target Tracking

There have been several attempts to build visual systems for the case of dynamic

target tracking. Toyama and Hager [74] present a target tracking architecture based

on an incremental focus of attention. The system consists of different trackers or-

ganized in a top-down fashion, where the trackers in the top layers provide higher

tracking precision, but less robustness against changes in the tracking conditions and

poor reacquisition capabilities. After each tracking cycle, the system can adaptively

move up and down the layers depending on the success of the tracking during the

previous cycle. For example, if the current tracker fails to detect a target, the system

moves down, passing control to a tracking algorithm with better target reacquisition

capabilities. This adaptive scheme helps the system to efficiently use its algorith-

mic resources according to the current requirements of the tracking task. One of

the problems with the system is a lack of a high degree of flexibility; the switching

between trackers is fixed without mechanisms to swap layers in and out. Also, there

is not estimation of ambiguity or mechanisms to integrate information from different
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sources. One point that is not clear in this study is the criterion used to evaluate

the performance of each tracker. The system shows good results for tracking several

objects in indoor scenes.

Darrel et al. [11] present a tracking system that combines information from stereo,

color, and face pattern-matching. Stereo is used to segment out the silhouette of pos-

sible people. After this is done, a color-based algorithm, specially tuned to detect

skin color, analyzes the candidate silhouettes, searching for skin regions. This anal-

ysis provides the position of faces, which are then used by a face pattern-matching

algorithm. Although most of the processing is performed in a serial reduction, at

the end the system integrates the information from color, face pattern matching, and

height of the silhouette to establish target correspondence. The system was used to

interact with the general public in an indoor environment with encouraging results.

According to this study, the integration of information considerably improves the sys-

tem performance. In contrast to the research proposed here, in this work there is not

adaptation or interaction between the different vision modules. Also, the decision

rules used to establish target correspondence are based on maximum likelihood esti-

mators and heuristic thresholds without considering the complete belief or posterior

distribution.

Sherrah and Gong [68] propose the use of covariance estimation to track pose and

face position fusing skin color information and pose similarity measures. The tracking

is based on the condensation algorithm. The covariance of the modules is estimated

from training examples, and it is used to estimate the state propagation distribution.

Correlation between face and head positions is used to model the state-conditional

density function. The experimental results show that the system is able to closely

track the head pose. The authors highlight the fact that without the use of data fusion

the pose tracker does not track reliably at all. In this work there is not adaptation

or feedback between the different vision modules.

Recently, Comaniciu et al. [9] present an application of the mean shift algorithm to

real-time tracking of non-rigid objects. The mean shift procedure [24] is an adaptive

local steepest ascent technique for climbing probability density functions. The idea

behind the mean shift procedure is that, over small regions, the average shift about

a center position points in the direction of the gradient. In the context of target

tracking, Comaniciu et al. use the mean shift procedure to find a local maximum

of a likelihood function. This function evaluates the similarity between a reference

color histogram and the histogram of an eventual new position of a target. The

similarity between color histograms is measured using the Bhattacharyya coefficients.
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The authors test the algorithm in different challenging tracking situations with great

success. The simple computational procedure of the mean shift algorithm, its rapid

convergence to a local maximum, and its good performance in real images, make this

algorithm one of the most popular current tracking tools.

The algorithm of Comaniciu et al., however, suffers from several drawbacks. The

main issue is the use of local maximums. Often, natural visual scenes contain dis-

tracting targets that produce local maximums in the likelihood function. These local

maximums can easily confuse the mean shift algorithm. Also, the local search for a

best hypothesis may produce failure modes when the desired target is not visible due

to brief occlusions. Both of these problems are illustrated in this thesis in Section

2.6, where the mean shift algorithm is applied to track targets in video sequences.

Changes in the environmental conditions can also produce problems. The algorithm

does not incorporate mechanisms to integrate information or to adapt to the new

conditions. In this sense, the algorithm does not incorporate a clear mechanism to

update the reference.

Inspired by ideas from the statistics community, Isard and Blake propose the

condensation algorithm [32]. The condensation algorithm is similar to a particle filter

algorithm. In [32], the condensation algorithm is presented as an extended version

of factored sampling. The idea is to keep a population of hypotheses in time about

the target state and their posterior probabilities. Using learned models about the

target dynamics, the posterior probability is propagated in time using a dynamic

version of Bayes’ rule. Isard and Blake use the condensation algorithm to track

deformable contours in highly cluttered environments with great success. In [33],

they extend the condensation algorithm to consider color information as an auxiliary

source of knowledge to sample from the posterior distribution. Although the work

of Isard and Blake only indirectly touches the ideas of integration and adaptation,

their probabilistic representation is one of the first attempts in the computer vision

community to explicitly represent general types of ambiguity in the form of a belief

function or posterior probability.

One of the main reasons for the robustness of the condensation algorithm is its

probabilistic data association, which is an important issue in target tracking. Data

association refers to distinguishing which measurements come from a specific target.

The target tracking community has been studying this problem for a long time, giving

origin to several techniques such as the track-splitting algorithm, the joint likelihood

filter, the multiple hypothesis filter, and the joint probabilistic data association filter.

The naive solution to the data association problem is the nearest neighbors approach.
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In the case of dynamic target tracking, however, it is possible to achieve more robust

associations by postponing the decision process when there is a high level of ambiguity.

The condensation algorithm provides mechanisms to achieve exactly this. By keeping

in time a sample version of the posterior distribution, it is possible to track alternative

hypotheses with the hope that new incoming information will resolve any ambiguity.

The research proposed here aims to go one step further. Instead of passively waiting

for the incoming information to possibly resolve current ambiguities, the idea of this

work is to actively search for new types of visual information by integrating and

adaptively switching in and out visual algorithms.

Using a modified version of the joint probabilistic data association filter (JPDAF),

Rasmussen and Hager [61, 60, 62] present an adaptive system that integrates visual

information to perform tracking tasks. The JPDAF is an extension of the Kalman

filter to deal with the data association problem in a Bayesian framework. The JPDAF

modifies the innovation vector in the Kalman filter update equation with a combined

weighted innovation term. This combined innovation term is obtained by weighting

each measurement with its probability to belong to a specific target. Rasmussen

and Hager extend the JPDAF in order to deal with information coming from several

visual cues and mutual constraints among the parts of a target. Of interest is the fact

that, using information about the strength of the associations between targets and

measurements, they are able to adaptively switch visual cues in and out. Rasmussen

and Hager have tested this system for tracking multi-part objects with promising

preliminary results.

One of the main merits of the work of Rasmussen and Hager is that it includes

ideas such as adaptation, ambiguity, and integration in a working system. Among

all the works considered in this thesis, this is the only working system with such

features. Although their system has shown promising results, the JPDAF has several

limitations as a framework to perform these kinds of tasks. One of the main limitations

is the calculation of an expected value to obtain the combined innovation factor. This

averaging is a consequence of the Gaussian assumption used by the Kalman filter,

which is generally not appropriate for visual tasks. The risk of using averaging is

particularly significant in the case of conflicting measurements, because the tracker

can end up tracking an average position where there is no target at all. Another

limitation of the JPDAF is that it provides only weak mechanisms to characterize

false measurements and feasible hypothesis. This is especially problematic because

of the combinatorial explosion in the number of data associations. In addition, the

framework does not include a mechanism to initialize the trackers.
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The work of Rasmussen and Hager is closely related to the research presented in

this work. The main difference resides in the mathematical machinery used to solve

the problem. While Rasmussen and Hager use a modified version of the Kalman filter,

the work presented here uses the machinery of intelligent agents in conjunction with

Bayesian stochastic sampling techniques to keep an approximation of the posterior

distribution of the state. It is an hypothesis of this work that the use of reliability

measurements based on approximations of the posterior distribution will produce

more robust results.

4.6 Computer Vision and Robot Navigation

It is envisioned that the computational framework developed here may provide suit-

able visual perception capabilities to a mobile robot. In the Robotics domain, visual

tasks such as obstacle detection and avoidance, dynamic detection and tracking of

particular targets, object recognition and manipulation, visual serving of objects of

interest, and robot localization using visual landmarks, all require dynamic state esti-

mation of visual structures. This section reviews some of the current visual techniques

used by mobile robots.

In the mobile robotics domain, there is an extensive list of works about the use of

vision as the main sensor for autonomous navigation. Most of the working systems

can be classified into two categories: estimation of depth and use of low-level visual

cues.

There have been several attempts to achieve robot navigation using depth infor-

mation from the environment. Although some of these attempts use visual cues such

as focusing [54] and depth from motion [30], binocular stereovision has been the fa-

vorite method [39, 47]. Ratler and Nomad at CMU, and Robby and HMMWV at

JPL are examples of mobile robots that use a stereovision system as the main sensor

for navigation. In these systems the goal has been a geometrical reconstruction of

the depth structure of the environment. At first glance, the use of stereovision seems

very appealing. A robust system able to generate correct binocular matches for every

point in a scene could be the key to solve not only the robot navigation, but also other

recognition problems. Unfortunately, so far, the state of the art shows that such a

robust system is not possible. Textureless areas, occlusion, and repeated patterns

seem to be ill-posed problems. Calibration problems and the high computational

requirements make this approach even more difficult.

The limitations of stereovision in producing an accurate 3D description of the
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environment have produced a change in the scope of these systems. In this way,

ideas such as evidence grid and pyramidal correspondence have appeared in the lit-

erature [46]. In [29] under the title “Why stereo vision if not only always about 3D

reconstruction”, Grimson presents an interesting alternative approach, where stereo

is used to determine figure/ground separation instead of 3D reconstruction. Here,

instead of finding absolute depth estimation, the role of stereovision is to find clusters

of neighboring points that have similar depth. This is an example of a new tendency

to use qualitative rather than accurate metric information. In general, qualitative

information is easier to obtain and it is more robust to noise than metric information.

In a different approach, after the work of Horswill with the robot Polly [31], there

has been increasing interest in exploiting low-level visual cues for robot navigation.

These systems use task and environment constraints to simplify the detection of

relevant visual structures using just low-level visual cues such as particular colors,

textures, and shapes, among others. For example, Lorigo [43] describes a mobile

robot that is able to navigate in particular indoor environments by detecting the

texture properties of the floor.

The main characteristic of these systems is their simplicity. Typically, these vision

systems are able to run at several cycles per second. This high efficiency is achieved

due to a fine-tuning between the perception capabilities and the task/environment

constraints. This simplicity, however, can produce several failure modes when the

assumptions are slightly violated. One of the main limitations with the use of low-

level visual cues is that, so far, there is no automatic procedure to select appropriate

algorithms. A method to fuse the information from the different visual modules is

also missing. Most of the systems base the fusion on simple average values or voting

schemes. For these cases the framework presented in this dissertation may be a useful

tool.
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Chapter 5

Enhancements to the Particle

Filter Algorithm

5.1 Monte Carlo Methods

Monte Carlo (MC) methods are numerical techniques that exploit the stochastic prop-

erties of a problem to find a solution. The basic idea consists in drawing random sam-

ples from the relevant variables, and then using these samples to drive the required

inferences. The name derives from the similarity of random sampling techniques to

games of chance, which are common in the city of Monte Carlo, Monaco. These

techniques have been successfully applied to solve integration, state estimation, and

optimization problems in large dimensional spaces.

An illustrative example of these techniques is MC integration. Consider the prob-

lem of estimating the following integral:

J(y) =

∫
f(y, x)p(x)dx (5.1)

where p(x) is a probability density function (pdf). An MC estimate of this integral

is given by:

J(y) ≈ 1

n

n∑
i=1

f(y, xi) (5.2)

where x1, ..., xn are iid samples from p(x). Using the law of large numbers, it is

possible to show that this estimate asymptotically converges to the right value [25].
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The advantages of MC techniques over deterministic numerical methods can be

appreciated by analyzing a numerical example. Consider the problem of calculating

the expected value of the following pdf in the interval [0,1]x[0,1]:

p(x, y) = α e−100((x−0.25)2+(y−0.25)2) + e−100((x−0.75)2+(y−0.75)2) (5.3)

where α is a normalization factor. p(x, y) can be viewed as a truncated mixture of

Gaussians, as it is shown in Equation (5.4). Figure 5.1 shows the bimodal shape of

the distribution.

p(x, y) = 0.5 N

[(
0.25

0.25

)
,

(
0.01 0

0 0.01

)]
+0.5 N

[(
0.75

0.75

)
,

(
0.01 0

0 0.01

)]

(5.4)
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Figure 5.1: 2-Dimensional pdf used to illustrate the advantages of MC integration.

A standard numerical solution to this problem consists on discretizing the domain

by a regular grid, evaluating the distribution on each of the grid points, and obtaining

the final estimate as a weighted average of the grid point evaluations. In the case of

MC integration, the approximation consists on drawing samples from the distribution

and then calculating the average value. Figure 5.2 shows the estimation results of
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both techniques as a function of the number of samples. In the case of MC integration

each point in the graph corresponds to the average of 20 estimation trials; the vertical

bars show the range of fluctuation of the error in the trials.
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Figure 5.2: Estimation error using MC and numerical grid-based integration methods.

Each point of the MC estimation corresponds to the average of 20 trials; the vertical

bars show the range of fluctuation of the error.

In this example, the estimation error using the MC technique is consistently lower

than the error achieved by the standard grid-based numerical integration method.

The greater accuracy of the MC technique can be explained by its efficient allocation

of the samples. Figure 5.3 shows the sample set used by both methods for the case

of N = 1000 samples. While the standard numerical method wastes many samples

in regions where the distribution is almost zero, the MC estimator allocates all the

samples in the most critical areas of the relevant pdf.

An adaptive allocation of the samples using the statistical properties of the prob-

lem is the key strength of MC techniques. In general, the stochastic structure of a

problem conveys useful information to decide a suitable allocation of resources. This

property was already noted in Section 2.1.3 as the key strength of the particle filter,

and a similar idea is the guiding principle behind the adaptive behaviors used in this

thesis to control the activation of visual agents.

The advantages of an efficient allocation of the samples are particularly relevant in

high dimensions, where usually the high computational requirements stress the need
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Figure 5.3: Allocation of the samples by numerical grid based and MC integration

methods. The dots correspond to the samples used by the grid-based integration

method. The crosses correspond to the samples used by MC integration. The MC

technique allocates most of the samples in areas where the target pdf has a significant

value. The grid-based method wastes many samples in irrelevant parts of the target

pdf.

for efficiency. In fact, one of the most attractive properties of MC integration, and

MC techniques in general, is their unbiased convergence at a rate of O(N−1/2), which

is independent of the number of dimensions [42]. In contrast, the convergence rate of

numerical grid-based methods is O(N−1/d), which rapidly decreases with the number

of dimensions [42].

In order to apply MC techniques, the challenge is to find adequate functions to

obtain the samples. In many cases, these functions are not readily available or it is

difficult to obtain samples from them. For example, in the case of particle filters,

the true posterior distribution is not known, or in the case of MC integration the

candidate distribution to obtain the samples p(x) may be too complex or it may not

match closely the behavior of the integrand in Equation (5.1).

In the literature on MC methods, the issue of how to generate samples whose

empirical distribution resembles the target distribution plays a key role. The two main

techniques commonly used are Monte Carlo Markov Chains (MCMC) and importance

sampling [72]. In general, the high computational load of MCMC methods make these
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type of techniques inappropriate for real time application, therefore the discussion

here is centered on methods based on importance sampling.

5.2 Importance Sampling

Importance sampling provides an efficient way to obtain samples from a density p(x)

in cases where the function can be evaluated, but it is not convenient or possible to

sample directly from it. The basic idea is to use a proposal distribution q(x) (also

called importance function) to obtain the samples, and then weight each sample xi

by a compensatory term w(xi) = p(xi)/q(xi)
1.

Figure 5.4 helps to illustrate the basic idea behind importance sampling. At

position x1 the sampling process using q(x) under-estimates the expected number of

samples from p(x), so the resulting samples are over-weighted by p(x1)/q(x1) > 1. The

opposite situation occurs at x2, in this case the compensatory term p(x1)/q(x1) < 1

down-weights the samples.

p(x)

q(x)

x1 x2

Figure 5.4: Basic principle behind importance sampling. At position x1 the number

of samples generated from q(x) is expected to be lower than the required number,

then the samples are over-weighted by p(x1)/q(x1) > 1. The opposite situation occurs

at position x2.

It is possible to show that if the support of q(x) includes the support of p(x) and

the samples from q(x) are iid, the set of weighted-samples can be used to represent

1From here on, p(x) refers to the true distribution and q(x) to the importance function.

75



p(x) [25, 72]. As expected, the accuracy of the approximation improves with the

number of samples and the degree of similarity between p(x) and q(x) [71, 25, 72, 17].

5.3 Particle Filter as a Sequential Importance Sam-

pling Process

According to the Bayesian view of the particle filter discussed in Section 2.1.3, leaving

aside the re-sampling step, the two main parts of the filter are the sampling and

weighting steps. At each iteration the filter estimates the posterior by sampling

from the prior distribution2p(xt/~yt−1) and then weighting the resulting samples by a

likelihood function p(yt/xt).

In terms of importance sampling, it is possible to view the sampling and weighting

steps of the particle filter as the basic steps of an importance sampling process. In

this case, given that the true posterior p(xt/~yt) is not known, the samples are drawn

from an importance function that corresponds to the prior distribution. Then, the

resulting samples are weighted by the compensatory term, which is given by the ratio

between the true and the importance function:

w(xt) =
p(xt/~yt)

p(xt/~yt−1)
= α

p(yt/xt) p(xt/~yt−1)

p(xt/~yt−1)
= α p(yt/xt) (5.5)

These are exactly the un-normalized weights used in the weighting step of the

particle filter. The equivalence between the sampling and weighting steps of the

particle filter to the method of importance sampling has motivated some researchers

to refer to the particle filter as sequential importance sampling with re-sampling [17].

The re-sampling step, introduced in [27], allows the filter to move the particles to

areas of high likelihood after each iteration. This step plays a key role in the rate of

convergence and practical implementation of the particle filter [17].

The interpretation of the particle filter in terms of importance sampling provides

a more general setting than the traditional Bayesian view. It also makes it possible

to borrow results from the theory of importance sampling to analyze the convergence

of the filter at each iteration. As was discussed in Section 5.2, the convergence of

importance sampling depends on two main factors: the number of particles, and the

similarity between the importance function and the true distribution. As for the

number of particles, the standard implementation of the particle filter does not in-

2In this chapter the notation is slightly modified, x denotes hypotheses and y denotes observations.
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corporate a mechanism to decide a suitable sample size. In general, the issue of the

number of particles has been largely ignored in most of the literature about parti-

cle filters. As for the similarity between the importance and the true distributions,

the standard implementation of the particle filter uses the dynamic prior as the im-

portance function without considering any alternative proposal distribution that can

achieve a better allocation of the samples.

The next two sections present mechanisms to overcome these limitations of the

standard implementation of the particle filter. Section 5.4 presents two new methods

that can be used to adaptively estimate a suitable size for the sample set used at

each iteration of the particle filter. Section 5.5 presents a new technique to improve

the allocation of samples by updating the importance function using the most recent

observation.

5.4 Adaptive Selection of the Number of Particles

The selection of the number of particles is one of the main factors that determines

the efficiency and accuracy of the particle filter. The computational load and the

convergence of the filter are directly proportional to this number. In general, most

applications select the number of particles in advance, using ad hoc criteria, or statis-

tical methods such as MC simulations or some standard statistical bound [3]. Once

selected, the number of particles is kept fixed during the operation of the filter.

Unfortunately, the use of a fixed number of particles is, in most situations, highly

inefficient. The dynamics of most processes usually produces great variability in the

complexity of the posterior distribution3. As a consequence, the initial estimate of

the number of particles can be much larger than the real number needed to perform

a good estimate or, even worse, at some point the number can be too low, causing

the filter to diverge.

This section shows two sound statistical techniques that can be used to adaptively

estimate a suitable number of particles without adding a significant load to the normal

operation of the filter. At each cycle of the particle filter, the techniques presented

here estimate the number of particles that, with a certain level of confidence, limits

the maximum error in the approximation. The advantage of the approach is that

the number of particles is selected at each cycle of the filter using a sound statistical

3Here, complexity is understood in terms of the amount of information needed to code the
distribution.
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criterion, and thus avoiding the use of ad-hoc thresholds.

5.4.1 Previous Work

The effect of the number of particles on the accuracy of the filter is determined by

two factors: the complexity of the true density and how closely the proposed density

mimics the true density. Both factors are very intuitive; the estimation of a more

complex pdf requires a greater number of samples to correctly represent the less

predictable shape of the function. Also, a greater mismatch between the proposed

and the true densities produces many wasted samples located in irrelevant parts of

the true distribution4. Previous works to adaptively determine an adequate number

of particles have failed to consider these two factors together.

In [21] and [37] the likelihood of the observations is used to adaptively select the

number of particles. The idea is to use the sum of non-normalized importance weights

as a measure of the fit between samples and observations. In this way, the rule is to

collect samples until the sum of the weights exceeds a pre-specified threshold. The

inherent assumption in this method is that a good allocation of the samples (high

weight) implies a good estimation. This basic assumption shows clearly the main

problem of the method. The criterion for stopping the sampling only considers the

quality of the match between the proposed and the true distribution, but it ignores

the other important factor, i.e., the complexity of the true density.

At NIPS’01, Fox introduces KLD-Sampling [20], a novel technique to adaptively

estimate the number of particles that bound the error in the estimate of the true

posterior. The error is measured by the Kullback-Leibler divergence (KL-divergence)

between the true posterior distribution and the empirical distribution, which is a well-

known nonparametric maximum likelihood estimate [56]. The method is based on

the assumption that the true posterior distribution can be represented by a discrete

piecewise-constant distribution consisting of a set of multidimensional bins. Using

this representation, Fox finds a relation connecting the likelihood ratio to the KL-

divergence. This key relation allows him to exploit the χ2 asymptotic convergence of

the likelihood ratio to find a lower bound for the number of particles required to limit

the KL-divergence with a desired confidence level.

Using the Wilson-Hilferty transformation to approximate the quantiles of the χ2

distribution, the bound given by KLD-Sampling for the number of particles N is:

4See Section 5.4.2 for further discussion on this point.
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N >
1

2ε
χ2

k−1,1−δ =
k − 1

2ε

{
1− 2

9(k − 1)
+

√
2

9(k − 1)
Z1−δ

}3

(5.6)

where k corresponds to the number of bins with support; ε is the upper bound for the

error given by the KL-divergence; and Z1−δ is the quantile of the standard normal

distribution for the confidence level (1− δ).

A key feature of this bound is that it does not require direct knowledge of the

true posterior. It only requires knowledge about the number of bins with support.

KLD-Sampling estimates this number on the fly at each cycle of the particle filter by

checking whether each new sample falls into an empty bin or not. In this way the

sampling step of the particle filter is run until the number of samples satisfies the

bound.

The problem with KLD-Sampling is the derivation of the bound using the empir-

ical distribution, which has the implicit assumption that the samples come from the

true distribution. This is not the case for particle filters. In particle filters the samples

come from an importance function; moreover, the quality of the match between this

function and the true distribution is one of the main elements that determines the

accuracy of the filter, and hence a suitable number of particles. The bound given by

KLD-Sampling only conveys information about the complexity of the true posterior,

but it ignores any mismatch between the true and the proposed distribution.

Figure 5.5 shows a situation where a mismatch between the proposed and the true

distributions has a strong impact on the accuracy of the estimation. The upper part

of the figure shows the location of a set of 100 samples from each distribution. Due

to the mismatch, most of the samples from the proposed distribution lay close to

the the left peak of the true distribution, leaving the other peak highly un-sampled.

As a consequence, it is expected that any estimate of the true distribution based

on samples from q(x) will be highly inefficient. In fact, for this example the value

of the error in the estimate of p(x) measured by the KL-divergence is significantly

greater using samples from q(x) than using the same number of samples from p(x)

(see Section 5.4.2).

5.4.2 KLD-Sampling Revised

To fix the problem of KLD-Sampling one needs a way to quantify the degradation

in the estimate using samples from the importance function. The goal is to find

the equivalent number of samples from the importance and the true densities that
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Figure 5.5: Inefficient allocation of samples due to a mismatch between p(x) and q(x).

captures the same amount of information about p(x).

In the context of MC integration, Geweke [25] introduces the relative numerical

efficiency (RNE), which provides an index to quantify the influence of sampling from

an importance function. The idea behind RNE is to compare the relative accuracy of

solving an integral using samples coming from either the true or the proposed density.

Accuracy is measured according to the variance of the estimator of the integral.

In the case that the integral corresponds to the estimate of the mean value of the

state, the variance of the estimator corresponds to the variance of MC integration,

which is given by [17]:

V ar[EN
MC(x)] = V arp(x)/N (5.7)

where N is the number of samples coming from the true distribution 5.

Now, in the case where the samples come from an importance function q(x), the

variance of the estimator corresponds to the variance of importance sampling, which

is given by [25]:

V ar[EN
IS(x)] = Eq((x− Ep(x))2 w(x)2)/NIS = σ2

IS/NIS, (5.8)

5The rest of this section and the next concentrate on one iteration of the particle filter and the t

subscripts are dropped.
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where w(x) = p(x)/q(x) corresponds to the weights of importance sampling and NIS

is the number of samples coming from the importance function.

To achieve similar levels of accuracy, the variance of both estimators should be

equal. This relation provides a way to quantify the equivalence between samples from

the true and the proposed density:

N =
NIS V arp(x)

σ2
IS

(5.9)

Replacing (5.9) in (5.6), it is possible to correct the bound given by KLD-Sampling

in the case that the samples do not come from the true distribution but from an

importance function:

NIS >
σ2

IS

V arp(x)

1

2ε
χ2

k−1,1−δ. (5.10)

As in the case of KLD-Sampling, this bound can also be estimated incrementally

as the samples from q(x) are available. Using MC integration, the terms in Equation

(5.9) can be estimated by:

V arp(x) = Ep(x
2)− Ep(x)2 ≈

∑n
i=1 x2

i wi∑n
i=1 wi

− Ep(x)2

σ2
IS ≈

∑n
i=1 x2

i w2
i∑n

i=1 wi

− 2
∑n

i=1 xi w
2
i Ep(x)∑n

i=1 wi

+

∑n
i=1 w2

i Ep(x)2

∑n
i=1 wi

(5.11)

with Ep(x) =
∑n

i=1 xi wi/
∑n

i=1 wi. Equation (5.11) shows that using appropriate

accumulators, the complexity of calculating the new bound at each cycle of the filter

is O(1). This is important to keep the extra load of the filter low.

Furthermore, if we assume that the weights are independent of x, Equation (5.9)

can be stated in simpler terms:

σ2
IS = Eq((x− Ep(x))2 w2) ≈ Eq((x− Ep(x))2) Eq(w

2)

Now

V arp(x) = Ep((x− Ep(x))2) ≈ Eq(w (x− Ep(x))2)

= Eq(w) Eq((x− Ep(x))2) = Eq((x− Ep(x))2)

Also

Eq(w
2) = V arq(w) + Eq(w)2 = V arq(w) + 1
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Then

σ2
IS ≈ V arp(x) (V arq(w) + 1) (5.12)

Replacing (5.12) in (5.9) we obtain:

N =
NIS

V arq(w) + 1
=

NIS

Eq(w2)
≈ NIS

∑N
i=1 wi∑N

i=1 w2
i

(5.13)

Equation (5.13) coincides with a result by Liu et al. [41]. They called this the

N effective or the ”rule of thumb” of particle filters, which is used to quantify the

degeneracy problem of particle sets.

Including Equation (5.13) in (5.6), an alternative expression for the bound is:

NIS >

∑N
i=1 w2

i∑N
i=1 wi

1

2ε
χ2

k−1,1−δ. (5.14)

Figure 5.6 shows the results of applying the original and revised versions of KLD-

Sampling to the distribution and proposed functions of Figure 5.5. In this case both

distributions are given by a mixture of Gaussians, p(x) = 0.5 N(3, 2) + 0.5 N(10, 2)

and q(x) = 0.5 N(2, 4) + 0.5 N(7, 4), where N(µ, σ2) denotes the normal distribution

with mean µ and standard deviation σ. For this test the desired error is set to 0.01 and

the confidence level to 95%. Figure 5.6(a) shows the number of particles that satisfies

the different resulting bounds for 40 independent runs. The revised versions of KLD-

Sampling consistently require a larger set of samples than the original algorithm.

This is expected because of the clear mismatch between the proposed and the true

densities.

Figure 5.6(b) shows the resulting KL-divergence for each case. It is interesting

to note how the practical results closely match the theoretical ones. As expected,

using the original version of KLD-Sampling, the error in the estimation is significantly

greater than the one specified. However, when the same predicted number of particles

is sampled from the true distribution (solid-line), the resulting error closely matches

the one specified. This clearly shows that constraining the sampling to the right

assumption, the original bound predicted by KLD-Sampling is correct. In the case

of the revised versions of KLD-Sampling, as it is expected, the resulting error using

Equation (5.10) closely matches the one specified, and in the case of Equation (5.14)

the error consistently overshoots this value by a small amount.
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Figure 5.6: a) Number of particles given by each bound. b) Resulting KL-divergence.

5.4.3 Asymptotic Normal Approximation

Usually, the particle filter keeps track of the posterior density with the goal of esti-

mating the mean or higher-order moments of the state. This suggests an alternative

error metric to determine the number of particles. Instead of checking for the accu-

racy in the estimate of the posterior, it is possible to check the accuracy of a particle

filter in the estimate of a moment of this density, such as the mean.

Under weak assumptions and using the strong law of large numbers, it is possible

to show that at each iteration the estimate of the mean given by the particle filter is

asymptotically unbiased [12]. Furthermore, if the variance of this estimator is finite,

the central limit theorem justifies an asymptotic normal approximation for it [12],

which is given by:

EPF (x) ∼ N(Ep(x), σ2
IS/NIS) (5.15)

Using this approximation, it is possible to build a one-sided confidence interval for

the number of particles that limits the error in the estimation of the mean:

P (| EPF (x)− Ep(x)

Ep(x)
|≤ ε) ≥ (1− α) (5.16)

where | · | denotes absolute value; Ep(x) is the true mean value of the state; ε

corresponds to the desired error; and (1− α) corresponds to the confidence level.

Following the usual derivation of confidence intervals, Equation (5.16) leads to the

following bound for the number of particles:

NIS ≥
Z2

1−α/2 σ2
IS

ε2 Ep(xt)2
(5.17)
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Figure 5.7: a) Number of particles given by bound. b) Resulting error.

Figure 5.7 shows the number of particles and the error of this estimator for 50

different trials using the proposed and true densities in Figure 5.5. For the test the

desired error is set to 0.01 and the confidence level to 95%. The results show that the

predicted number of particles is highly consistent. Also, as expected, the resulting

error matches closely the pre-specified level.

5.5 Adapting the Dynamic Prior

As pointed out in Section 5.1, the efficiency of MC techniques depends on using a

suitable function to allocate the samples in critical areas of the target distribution. In

the regular formulation of the particle filter, the samples are drawn from the current

estimate of the prior distribution. Therefore the efficiency of the filter is highly

dependent on how the prior can resemble the posterior distribution or, in terms of

the Bayesian factorization of the posterior, on the level of agreement between the

prior and the likelihood function. In case of a significant discrepancy between these

distributions, many samples are wasted in irrelevant areas of the posterior, and the

filter converges slowly, requiring a large number of particles.

The main limitation of using the prior distribution as the importance function is

that it does not consider the current observations. At each iteration of the particle

filter, the prior distribution makes blind predictions, ignoring the most recent infor-

mation available. This can be highly inefficient in cases of disagreement between the

prior and the likelihood function.

The interpretation of the particle filter in terms of importance sampling suggests

that alternative distributions can be used to obtain the samples. For example, in [16],
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Doucet shows that the importance function p(xt/xt−1, yt) minimizes the variance of

the importance weights conditional upon the state trajectory and the history of obser-

vations. A low value for the variance of the importance weights is a desirable feature,

since in the ideal case of sampling directly from the true distribution, all weights

are equal. It is important to note that this desirable importance function includes

information from previous estimates xt−1 and also from the current observation yt.

Unfortunately, the use of an arbitrary importance function can significantly in-

crease the computational load in the calculation of the weights. To see this clearly,

consider the use of an arbitrary importance function g(xt/x(·), y(·)). Using an MC

approximation of the dynamic prior p(xt/~yt−1), the un-normalized weight wj
t corre-

sponding to the sample xj
t is given by:

wj
t =

p(yt/x
j
t)

∑M
k=1 p(xj

t/x
k
t−1)

g(xj
t/x(·), y(·))

(5.18)

where each xk
t−1 is a fair sample from p(xt−1/~yt−1). In this case, as opposed to the

standard particle filter, the estimation of each weight requires the evaluation of the

prior distribution. This increases the computational complexity of the resulting filter

to O(M · N), where M is the number of samples used for the MC approximation

of the prior and N is the number of particles. Giving that M and N are generally

very large, the use of an arbitrary importance function takes away the computational

efficiency of the filter, which is one of its main strengths.

This section introduces a new method to build a suitable importance function

that takes into account old state estimates and current observations. The advantage

of the approach is that the complexity of the resulting filter is still O(N).

5.5.1 Previous Work

In the literature about particle filters and importance sampling, it is possible to find

several techniques that help to allocate the samples in areas of high likelihood under

the target distribution. The most basic technique is rejection sampling [72]. The idea

of rejection sampling is to accept only the samples with an importance weight above

a suitable value. The advantage of the method is that, by construction, the resulting

samples are located in areas of high likelihood. The drawback is in efficiency: there is

a high rejection rate in cases where the proposal density does not closely match the

target distribution. The prior editing step suggested by Gordon in his seminal paper

is an example of an acceptance/rejection test [27].
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In [77], West presents a method to adaptively build a suitable importance func-

tion to estimate a posterior distribution using a kernel-based approximation (mixture

approximation). The basic idea is to apply consecutive refinements to the mixture

representation until it resembles the posterior with a desired accuracy. The algo-

rithm starts with a crude mixture approximation of the posterior. After applying

the importance sampling steps, the resulting distribution, which is expected to be

closer to the posterior, is used as a new importance function for further refinement.

The refinement process continues until further iterations are not worthwhile or the

approximation satisfies a suitable criterion. The approach of West is simple and gen-

eral, but the computational complexity is O(R · M · N); where R is the number of

refinements, M the number of components in the mixture, and N the number of par-

ticles. Although West suggests a technique to adaptively reduce the computational

burden by collapsing redundant components in the mixture, the complexity of the

resulting filter is still far from O(N).

Pitt and Sheppard propose the auxiliary particle filter [58]. They argue that the

computational complexity of the particle filter when using an arbitrary importance

function can be reduced by performing the sampling step in a higher dimension. To

achieve this, they augment the state representation with an auxiliary variable k that

corresponds to the index in the sum to calculate the prior in Equation (5.18). They

define the resulting joint density as:

p(xt, k) = α p(yt/xt) p(xt/x
k
t−1), k = 1, ..., M (5.19)

Sampling from this joint density and then discarding the index k produces a sample

from the desired posterior. Using a generic importance function g(xt, k/~yt) to obtain

the samples, the importance weight wj
t corresponding to the sample xj

t is given by:

wj
t =

p(yt/x
j
t) p(xj

t/x
kj

t−1)

g(xj
t , k

j/~yt)
(5.20)

where (xj
t , k

j) is a fair sample from the importance function g(xt, k/~yt).

Although this sampling scheme is O(N), so far nothing guarantees that it pro-

duces a faster convergence of the particle filter. The real gain in efficiency comes

from the construction of the function g(·). Pitt and Sheppard suggest building g(·)
proportional to the probability that a particle xkj

t−1 evolves to a particle xj
t that has

a high probability under the likelihood function. By making proposals that have a

high conditional likelihood, the algorithm avoids sampling many times from particles
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that will not survive the re-sampling step of the process. Pitt and Sheppard show

that using this criterion to select the index k, the auxiliary particle filter produces a

more efficient allocation of the samples than the standard particle filter.

The advantage of the auxiliary particle filter is that it produces samples that are

more consistent with the most recent observations. The disadvantage is the additional

complexity of estimating g(·). Although Pitt and Sheppard do not state any specific

importance function, they suggest choosing the index k using g(k/~yt) ∝ p(yt/µ
k
t ),

with µk
t being the mean or other likely value associated with the density p(xt/x

k
t−1).

In the context of mobile robot localization, Thrun et al. [73] notice that in cases

where the likelihood function consists of a high peak, meaning a low level of noise in

the observations, the particle filter suffers a degradation of performance. This sug-

gests that the particle filter performs worse with accurate sensors. The explanation

for this counter-intuitive observation comes from the fact that for a peaked likelihood

a slightly inaccurate prior can produce a significative mismatch between these distri-

butions. To solve this problem they propose using the likelihood function instead of

the prior distribution as the importance function. They propose several alternative

O(N) methods to generate the samples where, as in the case of the auxiliary particle

filter, the main idea is to generate sample pairs (xt, xt−1) with a high likelihood under

the Bayesian factorization of the posterior.

As Thrun et al. point out, the risk of taking the samples from the likelihood

function is that the technique is prone to failure when the sensor readings are noisy.

To solve this problem they propose using a mixture proposal distribution consisting

of the prior and the likelihood function as an importance function. The idea is

to generate part of the samples from the prior and part of the samples from the

likelihood function. They test this scheme on a real robot with improved results over

the standard implementation of the particle filter.

A problem with the previous approach is that it needs to sample directly from

the likelihood function. In many applications, the lack of an adequate sensor model

makes this task infeasible. In particular, for the problem relevant to this thesis,

the application of this method requires the previous construction of the likelihood

function, a task that increases the computational load to prohibitive levels.

5.5.2 Adaptive Selection of the Importance Function

As explained before, the regular implementation of the particle filter uses the prior

distribution as the importance function. Although this simplifies the calculation of
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the importance weights, allowing a computational complexity of O(N), it has the

limitation of allocating the samples without considering the most recent observation

yt. This section shows a new algorithm that improves this situation by incorporat-

ing the current observation in the generation of the samples, and also keeping the

computational complexity of O(N).

Consider the Bayesian factorization of the posterior distribution discussed in Sec-

tion 2.1.1:

p(xt/~yt) ∝ p(yt/xt) p(xt/~yt−1)

∝ p(yt/xt)

∫
p(xt/xt−1) p(xt−1/~yt−1)dxt−1 (5.21)

Using the particle filter and MC integration, the integral representing the dynamic

prior can be approximated by:

p(xt/~yt−1) ≈
n∑

k=1

βk p(xt/x
k
t−1) (5.22)

where the set of weighted samples {xk
t−1, βk}n

k=1 corresponds to the approximation

of the posterior given by the particle filter at time t − 1. Using this approximation

it is possible to generate samples from the dynamic prior by sampling from a set of

densities p(xt/x
k
t−1) with mixture coefficients βk.

The previous sampling scheme is analogous to the re-sampling and sampling steps

of the regular particle filter. Under this scheme the selection of each propagation

density depends on the mixture coefficients βk’s, which do not incorporate the most

recent observation yt. From an MC perspective, it is possible to achieve a more

efficient allocation of the samples by including yt in the generation of the coefficients.

The intuition is that the incorporation of yt increases the number of samples drawn

from mixture components p(xt/x
k
t−1) associated with areas of high probability under

the likelihood function.

Importance sampling provides a straightforward approach to include yt in the

generation of the mixture coefficients. Using this approach, it is possible to generate a

new set of coefficients β∗k by sampling from the desired importance function p(xt−1/~yt)

and then adding appropriate weighting factors. In this way, the set of samples xi
t from

the dynamic prior p(xt/~yt−1) is generated by sampling from the mixture,

n∑

k=1

β∗k p(xt/x
k
t−1) (5.23)
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and then adding to each particle xi
t a correcting weight given by,

wi
t =

p(xk
t−1/~yt−1)

p(xk
t−1/~yt)

, with xi
t ∼ p(xt/x

k
t−1) (5.24)

The resulting set of weighted samples {xi
t, w

i
t}n

i=1 still comes from the dynamic

prior, so that the computational complexity of the resulting filter is still O(N). The

extra complexity of this operation comes from the need to draw samples and to eval-

uate the importance function p(xi
t−1/~yt). Fortunately, the calculation of this function

can be obtained directly from the operation of the regular particle filter. To see this

clearly, consider the following equations 6,

p(xt−1/~yt) ∝ p(yt/xt−1, ~yt−1) p(xt−1/~yt−1)

∝
∫

p(yt/xt)p(xt/xt−1)p(xt−1/~yt−1)dxt. (5.25)

Equations (5.25) and (5.21) are the marginal distributions of xt and xt−1 condi-

tional on all the observations until time t. Their joint density is given by,

p(xt, xt−1/~yt) ∝ p(yt/xt, xt−1, ~yt−1) p(xt, xt−1/~yt−1)

∝ p(yt/xt) p(xt/xt−1, ~yt−1) p(xt−1/~yt−1)

∝ p(yt/xt)p(xt/xt−1)p(xt−1/~yt−1) (5.26)

Equation (5.26) shows that, indeed, the regular steps of the particle filter gen-

erate an approximation of the joint density p(xt, xt−1/~yt). After re-sampling from

p(xt−1/~yt−1), propagating these samples with p(xt/xt−1), and calculating the weights

p(yt/xt), the set of resulting sample pairs (xi
t, xi

t−1) with correcting weights p(yt/x
i
t)

forms a valid set of samples from the joint density p(xt, xt−1/~yt).

These suggest that an adaptive version of the particle filter that uses yt in the

allocation of the samples can be constructed with a O(2N) algorithm. First, N

particles are used to generate the importance function p(xt−1/~yt). Then, starting

from this importance function, another N particles are used to generate the desired

posterior p(xt/~yt). Figure 5.8 illustrates, with an example, a schematic view of the

different steps involved in this adaptive version of the particle filter.

6As in chapter 2, here it is assumed that the current evidence yt can be totally explained by the
current hypothesis xt, and that the dynamics of the system follows a first-order Markov process.
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Figure 5.8: Schematic view of the different steps involved in the modified version of

the particle filter that includes an updated version of the dynamic prior using the

current observation yt. For each rectangular hypothesis, its gray level intensity is

proportional to its probability, and its thickness is proportional to the number of

times that the hypothesis is repeated in the sample set. The algorithm is equivalent

to the application of two iterations of the particle filter. The first iteration is shown

in Figures (a)-(d). It provides an estimate of p(xt−1/~yt), which corresponds to an

updated version of the prior p(xt−1/~yt−1) including the last observation yt. Next,

Figures (e)-(h) show the second iteration of the filter. This corresponds to a modified

version of the regular particle filter using the updated version of the prior to run the

re-sampling step that determines the allocation of the samples to estimate p(xt/~yt).
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Figure 5.8(a) shows the initial set of weighted hypotheses used to estimate a

hypothetical posterior distribution at time t− 1. This hypothetical posterior consists

of three main clusters, which are labeled with identification numbers to facilitate

their reference within the text. For each of the rectangular hypotheses, its gray level

intensity is proportional to its probability, and its thickness is proportional to the

number of times that the hypothesis is repeated in the sample set.

In the upper part, Figures 5.8(a)-(d) sketch the first three steps of the algorithm.

These correspond to the regular steps of the particle filter. First, the transition

between Figures 5.8(a) and (b) shows the re-sampling step. Because the particles in

cluster 1 have higher probability, they are re-sampled many times. In contrast, only

a few of the particles in clusters 2 and 3 survive the re-sampling.

The transition between Figures 5.8(b) and (c) shows the sampling step. The ex-

ample assumes a stationary and isotropic motion model, such as a Gaussian model of

zero mean and low variance. Using this type of motion model, the resulting predictive

function or dynamic prior p(xt/~yt−1) is characterized by a massive exploration of the

state space around cluster 1.

The transition between Figures 5.8(c) and (d) shows the weighting step. To illus-

trate the relevance of the algorithm proposed here, the example assumes a mismatch

between the dynamic prior and the likelihood function. In this way, while the prior

supports the exploration of the area around cluster 1, the likelihood function gives

a higher support to the particles in cluster 2. Figure 5.8(d) shows the resulting rep-

resentation of the posterior at time t. The representation is highly inefficient: while

many unlikely particles are allocated around cluster 1, just a few highly likely particles

are allocated in the critical area around cluster 2.

Figures 5.8(e)-(h) sketch the novel steps of the algorithm. These are similar to the

regular steps of a particle filter with the important modification that the original prior

at time t− 1 is enhanced including information about the most recent observation yt.

Using the estimate of the joint conditional density p(xt, xt−1/~yt) built by the regular

steps of the particle filter, the algorithm discards the samples xi
t, leaving an estimate

of p(xt−1/~yt). This density is the starting point to the next step of the algorithm

denoted as importance re-sampling.

The transition between Figures 5.8(e) and (f) shows the importance re-sampling

step. This step provides the re-allocation of the particles towards areas associated

to high probability under the likelihood function. Using importance sampling, the

new samples from p(xt−1/~yt−1) are drawn from the estimate of p(xt−1/~yt). Each new

sample xj
t−1 is weighted by the correction term p(xi,j

t−1/~yt−1)/p(yt/x
i
t). The notation

91



xi,j
t−1 denotes that the new particle xj

t−1 is a re-sampled version of a particle xi
t−1 from

the set {xi
t−1, w

i
t}n

i=1 used to estimate p(xt−1/~yt).

In contrast to the representation of the prior shown in Figure 5.8(b), the new

representation shown in Figure 5.8(f) has shifted the allocation of the samples toward

cluster 2. It is important to note that, although these representations allocate the

samples in a different way, they represent the same pdf. The difference lays in the way

that they exploit the duality between number of samples and weights to represent a

density function.

The transitions between Figures 5.8(f) and (g) and between Figures 5.8(g) and

(h) show the final two steps of the algorithm. These are equivalent to the sampling

and weighting steps of the regular particle filter, but carry the weights obtained in the

importance re-sampling step. Figure 5.8(h) shows the final estimate of the posterior at

time t. In contrast to the representation of the posterior given by the regular particle

filter (Figure 5.8(d)), the reallocation of the samples toward cluster 2 increases the

efficiency of the representation. This is observed by the even distribution of the gray

level intensities of the importance weights.

In the previous algorithm, the overlapping with the first three steps of the reg-

ular particle filter provides a convenient way to perform an online evaluation of the

benefits of updating the dynamic prior with the last observation. Even though it

is clear that in cases of a poor match between the dynamic prior and the posterior

distribution the updating of the dynamic prior can be beneficial, in cases where these

distributions agree, the extra processing of updating the dynamic prior does not offer

a real advantage, and should thus be avoided. This issue has been ignored by the

related previous research.

The basic idea is to run the regular particle filter, evaluating at the same time

the efficiency in the allocation of the samples. If the efficiency is low, the algorithm

uses the estimate of p(xt−1/~yt) given by the regular particle filter as the importance

function to update the dynamic prior. The intuition behind this idea is to quantify at

each iteration of the particle filter the trade-off between continuing to draw samples

from a known but potentially inefficient importance function versus incurring the

cost of building a new importance function that provides a better allocation of the

samples. The important observation is that, once the regular particle filter reaches an

adequate estimate, it can be used to estimate both the posterior distribution p(xt/~yt)

and the updated importance function p(xt−1/~yt).

There are several criteria that can be used to estimate the efficiency in the allo-

cation of the samples, such as the variance [16] or the sum [21] of the non-normalized
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importance weights. As explained before, the efficiency of the sample allocation

depends on how well the dynamic prior resembles the posterior distribution. This

suggests that the distance between these two distributions can be a suitable criterion.

In particular, the KL-divergence presented in Section 2.5 offers a convenient way to

estimate the distance between these distributions. Consider a dynamic prior at time t

given by q(x) and a posterior distribution given by p(x). The KL-divergence between

these distributions is given by:

KL(p(x), q(x)) =

∫
p(x) log

(
p(x)

q(x)

)
dx (5.27)

Applying an MC approximation to this integral and using q(x) as the importance

function to obtain the samples, Equation (5.27) can be approximated by,

KL(p(x), q(x)) ≈
∑N

i=1 wi log(p(xi)
q(xi)

)∑
wi

with wi =
p(xi)

q(xi)

≈
N∑

i=1

ŵi log(wi)

≈
N∑

i=1

ŵi log(wi) +
N∑

i=1

ŵi log(
N∑

i=1

wi)−
N∑

i=1

ŵi log(
N∑

i=1

wi)

≈
N∑

i=1

ŵi

(
log(wi)− log(

N∑
i=1

wi)

)
+

N∑
i=1

ŵi log(
N∑

i=1

wi)

≈
N∑

i=1

ŵi log(ŵi) +
N∑

i=1

ŵi log(
N∑

i=1

wi)

≈ −H(ŵi) +
N∑

i=1

ŵi log(
N∑

i=1

wi) (5.28)

where H(ŵi) corresponds to the entropy of the normalized weights ŵi.

Now, by the law of large numbers and large N ,

1

N

N∑
i=1

wi ≈ E(w)

On the other hand,

E(w) =

∫
p(x)

q(x)
q(x)dx = 1

then for large N ,
N∑

i=1

wi ≈ N (5.29)
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Substituting Equation (5.29) in Equation (5.28), the KL-divergence between the

dynamic prior q(x) and the posterior distribution p(x) can be asymptotically approx-

imated by,

KL(p(x), q(x)) ≈ log(N)−H(ŵi) (5.30)

Equation (5.30) states that for a large number of particles, the KL-divergence

between the dynamic prior and the posterior distributions measures how distant the

entropy of the distribution of the weights is from being uniform. Considering that

the entropy is always positive and log(N) is its maximum value corresponding to

a uniform distribution, it is possible to check that, as expected, the KL-divergence

between p(x) and q(x) is always positive and zero if and only if these distributions

are equal.

5.6 Results

This section illustrates the advantages of including the enhanced version of the particle

filter in the computational framework discussed in previous chapters. Figure 5.9

shows a set of frames of the video sequence selected to illustrate the performance of

the system. This sequence consists of two children playing with an orange ball. In

this case, the goal is to keep track of the positions of the ball and the left side child.

a)                                    b)                        c)

d)                                    e)                        f)

Figure 5.9: a) Frame 1. b) Frame 4. c) Frame 5. d) Frame 6. e) Frame 7. f) Frame 14.

A set of representative frames of the video sequence used to illustrate the advantages

of the enhanced version of the particle filter.

94



As in previous chapters, the motion model used for the implementation of the

particle filter corresponds to a Gaussian function of zero mean and known diagonal

covariance matrix with standard deviations set to 20 for the center of each hypothesis

and to 0.5 for its width and height. In the case of estimating the position of the child,

this motion model is highly accurate because the child has only a small and slow

motion around a center position. However, for the case of the orange ball, this model

is a poor approximation of the real motion, because the ball has a large and fast motion

traveling from one child to the other. As a consequence, it is expected that, in the case

of the child, the regular particle filter should achieve an adequate performance but,

in the case of the ball, the poor match between the dynamic prior and the posterior

should stress the need for adaptively changing the number of particles and/or the

importance function.

The first test considers tracking the targets using an adaptive number of particles,

but without adapting the importance function. In this case, the estimate of the num-

ber of particles is performed using Equation (5.10). This equation is slightly modified

to accommodate the case in which there is only information about the normalized

weights. This is done using Equation (5.29) to approximate the sum of the weights.

Figure 5.10 shows the tracking results at different time instants 7. The system starts

the tracking of both targets using the color histogram and the stereovision specialist

agents. After three frames, the system decides to track the child using the informa-

tion from the stereovision agent and the ball using the information from the color

histogram agent.

7To facilitates the visualization of the figure in a monochromatic print out, the bounding box
corresponding to the ML hypothesis and the label of the active agents are overwritten in a lighter
color.
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a) b)

c) d)

e) f)

Stereo

Stereo

Stereo

Stereo
ColorH

ColorH

ColorH

ColorH

Figure 5.10: a-b) Frame 1. c-d) Frame 5. e-f) Frame 14. a-c-e) Hypotheses repre-

senting the posterior distribution of each state at different time instants. b-d-f) The

MAP hypothesis is marked with a bounding box.
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Figure 5.11 shows the number of particles used at each frame to estimate the

posterior distribution of the targets. The number of particles is obtained using a

desired error of 0.1 and a confidence level of 95%. In the calculation of the number

of particles only the x and y dimensions are considered, assuming independence to

facilitate the use of Equation (5.10). At each iteration, the number of particles selected

to run the filter corresponds to the greater value between the estimates obtained in

the x and y dimensions. Given that the results in Equation (5.10) are asymptotic, in

practice a minimum number of 1000 samples is always used to ensure that convergence

has been achieved.

As expected, in the case of the child, the number of particles is roughly constant

during the entire sequence. For this target the performance is similar to the case of

using a regular particle filter with a constant number of particles. In the case of the

ball, the situation is different, since the number of particles needed to achieve the

desired error level has a large increment during the period that the ball travels from

one child to the other (Frames 3 to 7). During this period the mismatch between the

dynamic prior and the posterior produces an inefficient allocation of the samples. This

is clear in Figure 5.12, which shows the resulting posterior distribution at different

time instants. At Frame 1 the ball is mostly static in the hands of the left-side child.

As a consequence, the motion model is adequate, and most of the samples from the

important function are allocated in areas of high likelihood. In contrast, Figures

5.12(b), (c), and (d) show the situation when the ball travels from one child to the

other. In this case, most of the samples are allocated in the tails of the posterior

distribution, having a low likelihood. As a consequence, the estimate needs a larger

set of samples to populate the relevant part of the posterior.
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(a) Target 1: Left side child
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(b) Target 2: Orange ball

Figure 5.11: Number of particles at each iteration of the particle filter using Equation

(5.10) with desired error of 0.1 and a confidence level of 95%.
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(b) Frame 3
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(c) Frame 5
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(d) Frame 7

0

100

200

3000

50

100

150

200

0

1

2

3

4

5

x 10
−3

X [pixels]Y [pixels]

P
r(

h)

(e) Frame 10
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(f) Frame 12

Figure 5.12: Estimate of the posterior distribution of the position of the center of the

ball at different time instants.
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The next test considers tracking the targets using an adaptive number of particles

and also adapting the importance function. Again, the estimate of the number of

particles is performed using Equation (5.10). The decision to adapt the importance

function is based on the estimate of the KL-divergence between the dynamic prior

and the posterior distribution according to Equation (5.30). Figure 5.13 shows the

evolution of the KL-divergence calculated before adapting the importance function.

The Figure shows how the value of the KL-divergence has a large increment during

the period that the ball travels from one child to the other.
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Figure 5.13: KL-divergence between the dynamic prior and the posterior distribution.

Setting a value of 2 for the threshold on the KL-divergence, the system decides to

adapt the importance function at all the frames where the ball travels from one child to

the other (Frames 3-7). Figure 5.14 shows the location of the resulting set of samples

used to estimate the posterior distribution. Comparing Figure 5.14 with Figure 5.12,

it is possible to observe the gain in efficiency by a better allocation of the samples. The

update of the importance function by using information from the current observation

produces a re-allocation of the samples towards areas of high likelihood, reducing the

number of samples needed to estimate the posterior distribution with a desired error

level.
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(c) Frame 5
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(d) Frame 7

Figure 5.14: Estimate of the posterior distribution of the position of the center of the

ball at different time instants for the case of using an updated version of the dynamic

prior as the importance function.
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Figure 5.15 shows the number of particles predicted by Equation (5.10) to estimate

the posterior distribution of the position of the ball. During Frames 3 to 7 it is possible

to observe a reduction in the number of samples needed to achieve the desired level

of accuracy in the estimate. This is the result of the compact representation of the

estimate of the posterior that is influenced by accurate new observation given by a

peaked likelihood function.
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Figure 5.15: Number of particles at each iteration of the enhanced version of the

particle filter for tracking the orange ball. Between Frames 3 to 7 the importance

function is updated including information from the last observation. The number of

particle is adaptively selected using Equation (5.10). In this equation the error is set

to 0.1 and the confidence level to 95%.
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Chapter 6

Discussion

6.1 Conclusions

Although it is difficult to find a general definition of what characterizes intelligent

behavior, it is clear that the idea of flexibility should be at the core of such definition.

Flexibility is one of the key elements that allows an intelligent agent to cope with the

inherent ambiguity of a natural environment. Flexibility, through the development of

adaptive mechanisms, and coping with ambiguity, through the use of a probabilistic

approach, have been the guiding principles of this thesis.

The main contribution of this thesis is to show the benefits of modeling ambigu-

ity and adding adaptability to a visual perception system. This is done through the

development of an innovative computational framework for the adaptive integration

of visual information. The main conclusion is that, by taking into account the un-

certainty in the information provided by a set of visual agents, it is possible to make

appropriate decisions about the information sources that are worth processing.

Using a synergistic combination of standard and innovative tools from computer

vision, probabilistic reasoning, agent technology, and information theory, the result-

ing framework demonstrates perceptual behaviors with a high degree of robustness,

flexibility, and efficiency. In particular, the framework introduces novel uncertainty

metrics to quantify the ambiguity of the probabilistic representations. Also, the im-

plementation of the agents introduces novel visual algorithms able to express their

measurements in probabilistic terms. In particular, this thesis develops an innovative

approach to process shape information. The positive evaluation of the performance of

the resulting framework in real scenarios validates the relevance of these uncertainty

metrics and visual agents.
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The implementation of the computational framework for the problem of visual

target tracking shows encouraging results. The evaluation of this implementation

using computer simulations and real situations indicates that it consistently selects

adequate sets of visual information sources. The comparative analysis with respect

to operation without adaptation and/or integration shows that the adaptive integra-

tion of information increases the robustness and efficiency of the system in terms

of accuracy and output rate. Furthermore, the results indicate that under challeng-

ing conditions, such as the presence of distracting targets, the framework presented

here outperforms the mean shift algorithm, currently one of the most popular target

tracking techniques.

The implementation of the computational framework using a distributed multi-

agent software architecture has its own merits. Although all the tests presented in this

thesis use a single machine, the multi-agent architecture provides all the capabilities

to exploit a fully parallel and distributed allocation of the visual agents. It is expected

that this capacity facilitates the successful operation of the framework under real-time

constraints.

Another important contribution of this thesis is the development of two important

enhancements to the standard Bayesian implementation of the particle filter. First,

this thesis introduces two statistical techniques that can be used to adaptively select

the number of samples used at each iteration of the particle filter. The first technique

modifies the KLD-Sampling algorithm by adding a term that considers the quality of

the match between the true and the proposal distributions. The second technique is

based on an asymptotic normal approximation of the error of the particle filter to es-

timate the mean value of the state. Both techniques can be added to the particle filter

to achieve a given accuracy without a significant computational overload. Because

these techniques use different error metrics, it is not possible to perform a direct com-

parison of their performance but, in both cases, the quantitative results using known

posterior distributions match closely the theoretical predictions. Furthermore, the

operation of the revised version of KLD-Sampling in the case of tracking targets in

real video sequences shows adequate qualitative results.

The second important enhancement to the regular implementation of the particle

filter is the development of an algorithm to build an appropriate importance function

to generate the samples. In contrast to previous algorithms, the algorithm proposed

here is able to identify when the use of this new importance function may be beneficial.

To achieve this goal, this thesis finds a new expression for the KL-divergence between

the dynamic prior and the posterior distribution. The results of testing this enhanced
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version of the filter in a tracking task using a real sequence show the advantages of

the new algorithm in terms of computational efficiency and accuracy.

The selection of the number of particles and the importance function are one of the

main factors that determine the efficiency and accuracy of a particle filter. Therefore,

given the increasing interest in the particle filter and its widespread use, it is expected

that the enhanced version developed by this thesis will have an impact well beyond

the application presented here.

6.2 Future Work

There are further research avenues to improve the development of the computational

framework presented here. One of them is the determination of the thresholds that

trigger the activation or deactivation of agents. In this thesis, these thresholds are

based on heuristics. It is possible, however, to do this using statistical tools that take

into account objective performance indexes. For example, considering that the goal of

switching visual agents in and out is to keep the shape of the posterior unimodal, it is

possible to use the statistical idea of confidence intervals using a binomial distribution,

or binomial test, to test the hypothesis that the energy of the current distribution is

concentrated around a relevant mode.

An important aspect of the framework developed here is the policy used to activate

agents. This policy is currently fixed, in the sense that, when the uncertainty exceeds

critical levels, the system activates all the inactive agents. A possible improvement

considers the application of techniques able to learn optimal policies for the activation

of agents according to the type of tasks and scenarios that the system usually faces. A

related improvement involves the addition of further algorithms able to process new

visual cues such as texture or shade, and also the addition of alternative algorithms

that differ from the existing agents in terms of assumptions and complexity.

Another important issue is the study of cases that require multiple levels of in-

ference. Section 2.6 provides an example of this type of situation. This example

illustrates how the use of a Bayesian network facilitates the modeling of new condi-

tional dependencies through the addition of higher-level inference nodes. In that case,

however, all the descending nodes use the same set of hypotheses. Further research is

needed when modeling probabilistic dependencies between different set of hypotheses.

An illustrative example of this last situation corresponds to a person crossing

a hall and picking up a box. While the positions of the person and the box are
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independent, the tracking system should estimate the position of each target using

separate Bayesian networks. After the person picks up the box, however, the positions

of the two targets are no longer independent, and the system should add a higher level

inference node that puts together the original networks and takes the dependency into

account. This scenario brings new challenges for future research, like studying how

to build and to keep a joint distribution in the new inference node, how to avoid

the combinatorial growth in the number of hypotheses, and how to sample from

this joint set. The same concerns are of interest when dealing with occlusion and

multiple parts target tracking, as when tracking a person by using separate trackers

for different parts of his body.
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