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Abstract
The Virtual Environment Vehicle Interface (VEVI)

is a software environment developed for the control
and visualization of remotely located robotic
vehicles. The design and implementation of this
interface were driven by experience with several
field missions which have defined key areas to be
addressed.

This paper describes three of these concepts and
demonstrates the approach with examples from
recent missions.

Dynamic environment

VEVI is a dynamic environment and the validity of
the interface is in part defined by its ability to
represent generic dynamic data. Applications often
require data generated at rates that can vary by
several order of magnitude. In addition, it is necessary
to differentiate reliable delivery of data packets,
where each and every bit of information counts
(paths, sequences of actions, etc.) and best-effort
delivery, where we are only interested in the latest
update received (vehicle telemetry, fast streams of
data). Finally, the inherent nature of the
environment usually represented implies a changing
number of entities existent in the environment,
therefore dynamic creation and destruction of entities
has to be supported.

Distributed environment

The principal focus of a planetary mission is the
ability to obtain good science data, and it is necessary
to allow multiple users to share real-time mission
data. Control of the different science payloads can be
delegated to one particular participant, where others
can only observe results and implications of this
particular element. Participants can be distributed
across the world and include passive observers, like
schools or individuals.

Flexible environment

Since mission targets and vehicle configuration
define each instance of the environment, it was
necessary to create a flexible framework which would
allow easy modification of the environment
characteristics as well as integration of new
capabilities. The concept of distributed nodes that can
be connected to the environment also allows for
interchangeability and flexible implementation for
each situation.

Introduction

Background

The Intelligent Mechanisms Group (IMG) at NASA
Ames Research Center has been involved for several
years in the development of operator interfaces to
allow the control and teleoperation of vehicles on
remote planetary surfaces. Through the use of “earth



analogs”, areas of the Earth that have some degree of
similarity with the terrain of a remote planet, it has
been possible to exercise the practice of such control
under difficult conditions. Such conditions include long
communications time delays, unreliable
communication channels, limited bandwidth, and
extreme climatic conditions.

The mechanisms controlled tend to be very complex
devices with a large number of degrees of freedom,
such as actuators, sensors and discrete powered
subsystems, all of them interacting in a complex
environment and with each other.

Applications

So far, the Virtual Environment Vehicle Interface
has been used for several missions:

HEAVENLY

The first vehicle controlled from VEVI with true
high level control capability. An air cushion vehicle
developed by Stanford University Aerospace Robotics
Lab (ARL). The vehicle was free floating on a cushion
of air on a granite table and was equipped with two
robotic arms for the grasping of target objects. For the
first time, a remotely-located operator was able to
operate a complex mechanism and perfom high-level
tasks.

Fig. 1: HEAVENLY represented on the granite table. The
object on the front is the free floating puck grabbed by the

vehicle.

TROV

The Telepresence Remotely Operated Vehicle was
a small modified robotic submersible controlled under
the sea ice in the Antarctic from the IMG’s lab at the

NASA Ames Research Center. The interface provided
enhanced situational awareness for the remote
operators and displayed undersea floor terrain
information built from real-time data acquired from
the vehicle’s sensors. TROV was the first operational
use of telepresence technology for a science mission.

Fig. 2: TROV

DANTEII

This vehicle, built by the Field Robotics Center of
Carnegie Mellon University in Pittsburgh, was one of
the most complex devices we had controlled so far.
Equipped with 8 legs on two frames for walking, this
machine was sent into the active crater of Mount Spurr
in Alaska.

Fig. 3: Dante II

In this case, VEVI was used to display vehicle state
(all eight legs, frames, attitude and tether
information), as well as sensory streams acquired from



the on-board sensors. A laser scanner placed on the top
of the vehicle’s mast was used to create terrain maps
of the surroundings of the vehicle which were used by
operators to optimize the gait during the descent.

Marsokhod

A Russian-built 6-wheeled rover has been used
extensively in the last three years for several
missions of the IMG. The most recent one took place in
the crater of the Kilauea volcano on the big island of
Hawaii. Missions were separated in two modes during
which scientists unfamiliar with the site were given
high-altitude photographs of the site as they would
receive from a lander during the final approach on a
remote planet. In the first mode, telemetry was sent in
real time, using communication channels of fairly
high bandwidth, as it would be done during a mission
on the Moon. During the second phase, the data
streams were reduced and delays were induced in the
communication to simulate data received from a more
distant planet, like Mars.

Fig. 4: Marsokhod in the field in Hawaii

In each of these instances, we had the chance to
learn more about the requirements necessary to
operate such vehicles and be able to extract all vital
information from a limited data stream. Also, several
requirements were identified as crucial to improve the
level of interactivity and the possibility for several
operators to share the data and improve the science
return of such operation.

Design
In this section, we will present some of the issues

that have influenced the design of VEVI. In
particular, we will place the emphasis on the

requirements necessary to obtain a dynamic,
distributed and flexible environment.

Dynamic environment

In this chapter, we will present some of the key
issues that we experienced with respect to the
creation of a dynamic environment.

Reflection of the real world

The Virtual Environment Vehicle Interface is not a
simulation. Behaviors are not represented, laws of
physics are not modeled and most interactions
between objects are not defined except purely at the
operator interface level. Rather, the purpose of VEVI
is to represent the real world, what is happening at
the other end of the communication channel, in a
manner that is as close as possible of the real
configuration. Sometimes, we will use the power of
this interface to represent data that would not
otherwise be visible by an operator, or encode some
parameters of the environment to improve the
operator’s situational awareness.

Therefore, entities represented are animated
uniquely by the incoming telemetry and do not use
behavioral information to represent motion or
position in the environment.

Object creation and destruction

Since there is no knowledge of the environment,
except some geometrical properties, objects and
entities need to be created and destroyed as a
reflection of sensory information, the appearance of
new participants and objects in the environment, or
the desire of the operator to have them belong in the
interface.

Data Streams

When several entities share an environment with
one or several devices broadcasting their telemetry, it
is very common to start noticing problems linked to
great variations of the broadcasting rate. One device
might be connected to the rest of the system through a
very slow link, while other enjoy the full bandwidth
of a faster connection. Also, it is necessary to take into
account the fundamental distinction between data
that needs to be received in order with no missing
sample, and data that represents a state where only
the latest update is necessary.

Distributed environment
Along the course of development, it appeared

imperative to be able to share data among different
participants of the experiment. Not only several
operators could be needed for specially complex
mechanisms, but we often want to distribute the
information among different sites with spectators.



Sharing resources

In a distributed environment, it is necessary to
define ways to maintain the integrity of the data
between nodes, in particular to identify the different
entities present. For example, for the control of a
vehicle, it is necessary to define access rules that will
define who can modify the vehicle's current state and
send commands in addition to receiving and
displaying its state.

Plug-and-play

Since most of the sites will not be operational at all
times, it is necessary to ensure the possibility of nodes
appearing and disappearing at will without
compromising the integrity of the system. Also, some
specialized tools or processes might be needed during
particular phases of a mission and need to be brought
on-line at the required time and removed when not in
use to optimize network performance.

"Empty" environments

We found necessary to support the creation “from
scratch” of an environment displaying the current
situation from any participating node, therefore
allowing a new observer to start up the interface at
any time in the process. This process allows the
sharing of data without requiring each participating
node to be perfectly synchronized and possess exact
duplication of the geometry database.

Collaboration

Collaboration between operators is a good example
of the need for a distributed system. In our experience,
it is oftentimes necessary to separate the control of
the main vehicle from the subsystems.

Fig. 5: Collaboration. This user is sharing the environment
with two visitors. These can either have an active

participation and be responsible for a part of the system, or be
passive observers, taking part in the experiment from remote

sites. Each person is running the simulation on their local
machine, and receive telemetry.

In a typical case, we will have one operator
responsible for the vehicle with another person
taking charge of the manipulator arm. Another
example involves some specialized payload that
requires a dedicated person, sometimes located
remotely from the site of the main operator control
room.

Education

Past missions have generated immense interest from
educational institutions across the country. The data
were usually available on the World Wide Web and
students across the World were able to access the
latest images, get movies from cameras on the
vehicle, or get terrain information and sensor
readouts. While this represents a major step forward
in terms of “hands-on” experience, our desire was to
have students be able to be passive participants
during a mission and have at their disposition the
same interface used by the scientists in charge.

Flexible environment
As we mentioned earlier in the introduction, VEVI

has been used with a multitude of systems, very often
diverging in concept and design. Also, we are working
with several different institutes and organizations,
which requires a certain degree of standardization
and the possibility to easily extend and modify the
interface to accommodate modifications and
additions.

Configuration files

The necessity to have a standardized application
that is easily customizable for each individual case
or configuration has pushed us towards defining a
standard of configuration files which contain all the
information specific to a particular instance of the
operator interface. These files are ASCII based and
easily modified without requiring additions or
modifications of the application’s code. Those files
define user and sensor interaction, vehicles and their
parts and subsystems, communication channels as well
as display modalities.

Nodes

The desire to have a system that can easily be
adapted to any customized mechanisms requires the
need for an architecture that allows the addition of
specific capability outside of the core functionality of
the application. We have found it useful and very
practical to use specialized nodes that can be added
at will on the underlying communication backbone.
Each of those nodes can communicate with the rest of
the system and provide its specialized functionality
on demand. When not needed, it will disappear and
be replaced at will by another node, as required. In
particular, this functionality becomes very useful



when interfacing to vehicles developed by other
organizations, and utilizing their own communication
protocol. With this approach, it is fairly simple to
add a translator that will convert between the two
different protocols. This is in general used to convert
from the specific communication language and
protocol (generally serial) used to talk with a
vehicle, and the rest of the system.

Cross platform compatibility

Although we tend to use the environment on specific
platforms, it is our intent to provide versions on
multiple platforms. In particular, we want to make
possible for a remote user to connect to the rest of the
system through a serial connection over a phone or
ISDN line. With the recent advances in computing
power and communications, it is realistic to expect
that kind of capability.

Implementation
We will describe in this section the latest features

and concepts that we have implemented to serve the
needs described in the previous section.

Background

Synergy

The Virtual Environment Vehicle Interface is an
effort that was started a few years ago, and has been
modified and extended to serve an increasing number
of applications. Originally, VEVI was the only
application communicating with a vehicle, executing
all commands and rendering. As applications and
interface became more complex, the need to separate
the core rendering engine from other processes
appeared, and was implemented in the form of
multiple node "plugging" into a common backbone.

This approach has forced us to decide to name the
core rendering engine "VEVI", while the overall
architecture would take the name of "Synergy".

Nodes

Each of the nodes can be responsible for a particular
action, and they can be brought in or taken out as the
need arises. All nodes communicate through a
standardized communication protocol based mainly on
the UDP protocol, with some subsets requiring TCP for
reliable communication. Specialized nodes include: a
2D map viewer, inverse kinematics, dynamics
simulator, GUI panel for commands.

VEVI

Inside VEVI, instance are represented according to
the object-oriented paradigm: objects own private
data and methods and communicate using messages.
Objects are defined for each entity that can be found in
an environment and they all will exchange messages

to define their inter-relationships. This approach
allows for flexible implementation of new
capabilities through the addition of a new object
class.

Configuration files

The VEVI Configuration File (VCF) format was
designed to allow the full definition of objects present
in the environment in a file read at initialization.
Advantages are the added flexibility of being able to
change this file, rather than modify the source code
and re-compile.

In order for this concept to be useful, the
configuration language must provide a structure that
allows implementation of any kind of data which
might be useful for the description of an object.

File "rover.vcf":

wtk_object {
  name            body
  filename        mel.nff
  scale           1.0
}

manipulator {
  name            microbot
  filename        microbot.raff
  scale           1.0
  initpos {
    frame body x 0.5 z 0.1 ey 45.0
  }
  father          body
}

manipulator {
  name            microbot
  [...]
}

Fig. 6: an example vcf file. A first object, defined as body,
defines the geometry of the vehicle (using a file called "mel.vcf"

Then, two manipulators are attached to it, referred to as
"microbot". Both objects, exist in the context of the file "rover"

(this file is called "rover.vcf)".

Naming convention

When sharing data among several participants, it
is necessary to define a method to ensure delivery and
understanding of data. In particular, the origin of a
message is crucial to define access privileges and
allow correct interpretation of telemetry.

Unique identifier

Each instance of an object within Synergy owns a
private identifier name that will ensure message
delivery with no ambiguity. Names are composed of
the following segments:

• Object name: defines the name of the object being
referenced



• Instance number: defines the instance number for a
name in a particular context. All instance numbers
start at 0.

• Context: defines the context of the naming. The
context information is used to determine where the
information defining an object referred to in a message
is likely to be located.

• PID: process ID of the process containing the
object.

• Hostname: machine on which the object is
defined.

Each of the parts of the name are separated by "/".
The full name is referred to as "Fully Qualified Vevi
Name", or FQVN.

Examples

These four instances were created on machine
"machine.domain" under PID number "123" and "456".
One of the processes is apparently containing an
instance of a vehicle. The context of all three
instances is "rover", which is likely to describe all
entities which are part of a "rover" object. In this
case, we have the "body" of the rover, likely to
describe its main frame, as well as two manipulators.
You can notice that since two same object appear in the
same context, their instance number is different.

some_machine.some_domain

PID 123

body

microbot

microbot

PID 456

gui_panel

Fig. 7: objects and their FQVN

The FQVN of those entities will be defined as:

"microbot/1/rover/123/machine.domain"

"microbot/1/rover/123/machine.domain"

"body/1/rover/123/machine.domain"

"gui_panel/1/gui/456/machine.domain"

Strict ownership of entities

Since objects are uniquely defined by their name, it
is possible to determine at each instance of the
simulation whether or not the object was created
locally. Ownership belongs to the creator of an
instance, and objects coming from another simulation,
or were created on another machine can not be altered.

Fig. 8: Since the "vehicle" object is owned by the real vehicle,
we create a "phantom" object to plan a trajectory

In cases where we desire to modify an instance, for
example to indicate a desired joint configuration for a
manipulator, it is necessary to create a local instance
of the object (a phantom). This instance can then be
altered, brought to the desired configuration, and used
to send a command out indicating the desired joint
angles. The original instance will indicate al l
changes as they are broadcasted with telemetry from
the real manipulator.

CommObj

body/1/rover/123/machine.domain

manipulator/1/rover/123/machine.domain

commobj/1/sim/123/machine.domain

VEVI (PID 123) on machine.domain

VEVI message

Fig. 9: The comm object handles communication to and from the
external world. Within VEVI, communication is done using

VEVI messages. Outside, an IP-based protocol is used.

The commObj is a special object created to handle
all incoming and outgoing communications within an



instance of VEVI. During the simulation, commObj
will update the internal data structures to reflect
incoming data.

Outgoing data is defined by the status of any
particular object. In order to have the state of an object
be broadcasted out of the current simulation, it must be
defined "public". For each public instance of an object,
the commObj will broadcast state information at each
simulation loop.

"Public" channel

When a new simulation is started, it is candidate
for any state being broadcasted in any other
participating node. In order to find out what entities
and message are available, commObj first listens to a
public channel, which will contain all available
messages. CommObj will then subscribe to them, and
load in the equivalent description file to define the
object's geometry and behavior.

This process allows an empty simulation to start up
with no "a priori" knowledge of the existing entities,
subscribe to the corresponding messages, and load in
the geometry and configuration files necessary to
represent the current environment.

Access control

Since several applications and simulation can be
running simultaneously on different hosts, it is
necessary to define a control mechanism to control
access. The commObj takes access control directives to
define which telemetry to represent.

Based on pattern matching, it is possible to define a
set of hosts allowed to, or denied from, sending
commands.

Data fetching

Context used for data fetching

When new telemetry is received, commObj will first
determine if a previously created entity has a
matching FQVN name. If there is no present entity,
the information located in the context field of the
FQVN will be used to load in the configuration file
describing this entity.

URL based recovery of data

In cases where no local configuration file is
available to represent the entity linked to incoming
telemetry, it is possible to define a Uniform Resource
Locator (URL) address that will be used to retrieve
that file. Therefore, it is not necessary to have a local
knowledge of any configuration to be able to visualize
an environment being broadcasted. When the commObj
doesn't find local information defining the telemetry,
it will fetch and retrieve that information over the
network. That approach also allows to leave
definitions of environments on the machine that will

be broadcasting, therefore allowing a minimal
configuration for participating sites.

Interface with Internet

In several cases, we have found it useful to interface
VEVI with the Internet for wider distribution of data.
A first step can be accomplished by generating VRML
files which can be retrieved using a standard World
Wide Web browser and viewed with an appropriate
VRML viewer. The resulting static scene can later be
explored in detail by remote observers.

It is also possible to store images, text and telemetry
onto a WWW server which will archive and serve
the data. The archived telemetry can later be used by
users to replay a dynamic scene in which they can
freely explore.

Case studies
We currently have a few projects in development

using this technology. They all share the same
toolset, and we simply adapt the configuration files
for each application. Specialized functions and
features are added to the system using nodes that plug
onto the telemetry stream through the backbone.

Kilauea

In February 1995, the IMG conducted a mission on
the Big Island of Hawaii in the Kilauea region. This
mission was the highest fidelity terrestrial
simulation of a planetary mission we have done to
date.

Fig. 10: a view of the Marsokhod rover on the field in Hawaii.
The manipulator arm is deployed, taking close-up pictures and
sampling the soil. Data was returned to the operations center

at NASA Ames.

Separate Mars and Lunar science teams unfamiliar
with the site, except through high altitude



photograph were given a science objective to perform
with a remotely operated rover. The science teams
and missions operations were conducted from a control
at NASA Ames, through a satellite communications
link to the field site. VEVI was used to provide
situational awareness during the mission, and
represent the vehicle with respect to the
environment. Although at the time we were directly
controlling the vehicle through a 2D GUI panel, we
now have full task-level control from VEVI.

Fig. 11: view of the virtual Marsokhod on a reconstructed
terrain of the site. Markers are placed in areas which contain
snapshots or movies taken from the vehicle. The yellow trace

represents the path that the mission followed.

VEVI is also used to visualize the massive amounts
of data returned during field tests. In particular, we
create datasets that allow a user to replay a
particular mission and browse through pictures,
movies, sample terrain composition and hypertexted
information. This makes it an excellent exploration
tool which allows scientists and the public to live the
experiment off-line months after its completion.

Ranger

The Ranger Telerobotics Flight experiment is
designed to demonstrate the feasibility of using
teleoperated robotic vehicles for repair and
maintenance of on-orbit payloads.

The Ranger free-flying satellite servicing robot is
equipped with 2 dexterous arms, a grapple arm and a
camera arm. It is outfitted with a series of sensors
that permit tracking and positioning of the vehicle in
space. It is currently being built by the Space Systems
Laboratory (SSL) at the University of Maryland
under funding from the NASA Telerobotics program.

The IMG is providing SSL an alternate interface for
control of this complex system. A human factors study
is planned that will assess the benefits and
drawbacks of such an interface for the operation of
this vehicle.

Fig. 12: The Ranger satellite servicing satellite in VEVI, seen
from the target vehicle.

VEVI is used to display real-time telemetry coming
from the vehicle. It will be able to assess the position
and orientation of the vehicle with respect to the
target vehicle, state of the manipulator arms, and
allow planning and simulation of complicated task
sequences planned for repair operations. This
approach should allow a minimal crew to operate the
vehicle with an optimized information flow and
sensory awareness.

Conclusion
We have exposed some of the aspects of the Virtual

Environment Vehicle Interface that allow
distributed, dynamic and flexible interfaces to be used
for the remote control of complex robotic devices.

The flexibility of the system, which allows the
modification of configuration files instead of the full
compilation of an executable has demonstrated its
usefulness. In many situations, it is necessary to be
able to adapt to rapid changes in the environment,
telemetry, or configuration. The ability to bring rapid
changes to the interface is then crucial.

The goal of having remote-located scientists be able
to participate in missions has become real. We are
now able to bring participants to our experiments and
have them be able to visualize and assess the
situation. We have been able to observe that the
simple ability to share an environment is an
invaluable tool for communication among teams
spread across nations.

Finally, the excitement of being able to
dynamically observe changes of situation, as
telemetry is received from a vehicle, or simply by



action of one of the multiple users bring a lot of
flexibility and livelihood to the interface.

VEVI has been used in our group for several years
now. It is started to be distributed among other groups
doing similar work. We are currently working on
extending the portability of the interface to bring it to
the classrooms, homes and most remote labs.
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