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Abstract

Mosaic based vehicle position estimation is a new tech-
nique for locating moving vehicles in known  environments.
Large scale mosaics of exterior yard or interior building
surfaces are constructed when the system is installed. The
motion over the known scene of a camera mounted to the
vehicle is continuously tracked in the mosaic. Unlike in
more classical visual tracking, the field of view of succes-
sive images do not overlap at all so odometry and success-
ful reference to the prestored mosaic can be critical. The
tracking algorithm of such a system is described.

1 Introduction

Surely one of the simplest mechanisms for navigation in a
known area is to use real-time imagery to track vehicle
motion over a large, previously stored, high resolution
image of the scene. We will call this technique mosaic-
based position estimation. In one sense, a traditional
paper road map is a low resolution feature-enhanced ver-
sion of such an image. Construction of such a system
seems difficult but not impossible. Such issues as memory
capacity, visual texture and processing power have already
been discussed  in a previous paper [1].  
A working version of such a system has been in operation
for about 3 years. It represents a free-ranging automated
guided vehicle exhibiting submillimeter repeatability in a
facility where no infrastructure has been installed to sup-
ports its operations. It functions like GPS or laser or wire
guidance in that it provides a position fix, when requested,
to be used to damp the growth of errors that unavoidably
occurs in a primary position estimation system such as
odometry.
This paper discusses the tracking algorithm used to com-
pute the real-time pose of the vehicle as it moves in our
facility. When the scene is unknown, the same algorithm
is used to compute the relative motions of the vehicle
which, when postprocessed, creates the mosaic used for
subsequent excursions.

1.1 Problem Description
We are interested here in the specific problem of deter-
mining the motion, with respect to a fixed scene, of a cam-
era, and hence of the vehicle to which it is attached.  One
motivation for the work is to reduce both the unit cost and
the installation cost of vehicle guidance in suitable envi-
ronments below that of laser, wire, and inertial guidance.

Improvements in performance and reliability would be
welcome, but no such claims can be made at this point in
time.

1.2 Concept
We will approach the problem by constructing what
amounts to a very large, high resolution image, called a
map or  mosaic, because mosaicing techniques are used to
build it. Accuracy of the mosaic, either absolute or rela-
tive, need not necessarily be of much concern. 
Any applications for which motion trajectories can be
taught and replayed will benefit significantly just from the
repeatability of mosaic-based position estimation. In
some, the mosiac itself can determine the coordinates in
which paths and object poses are expressed. In others, it
will be necessary to calibrate the mosaic to some exter-
nally supplied standard - such as a CAD drawing of the
facility.
It will not always be necessary for the scene surface(s) to
be a single flat surface or for the camera to move parallel
to the surface. However, the following figure illustrates
the simplest scenario.

The assumption that the scene is at least locally, mostly
flat can be profitably made in many applications where the
scene is a man-made - whether indoor or outdoor.
While other options exist, the approach discussed here
uses template matching in order to match instantaneous
imagery of the scene to the mosaic. The essential tech-
nique is to register two images, not necessarily of the same
size or shape, in their region of overlap. Doing so gener-
ates the pose of the camera as a byproduct and this pose
can be used to either add to the mosaic, or estimate vehicle
state, or both.

Figure 1: Simplest Scenario. Here a camera is mounted
normal and at constant height with respect to a surface
and it moves parallel to the surface - hence variations
in scene foreshortening over the image do not occur.
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1.3 Promise
Ubiquitous improvements in computer and sensor technol-
ogy have reached the point where such a brute force
approach to position estimation is now feasible. Comput-
ers are fast enough and memory and cameras are cheap
enough. Our assumptions of locally flat scene shape make
it possible to quickly generate predictions of the content of
imagery taken from any pose within the mapped area.
Also, the availability of a primary position estimate, such
as odometry, makes it possible to support very high vehi-
cle speeds with conventional processors.
The preceding paper [1] shows:
• Vehicle excursion is limited only by map memory and

desired resolution. An area 1000 ft by 1000 ft, or
alternatively 100 Km of 1 meter wide vehicle guid-
path, can be stored on a 10 Gbyte DVD ROM.

• Vehicle speed sustainable before loss of visual lock is
limited by processor speed, the relative accuracy of
the mosaic, and the accuracy of the primary position
estimate (here, odometry).

• Resolution is limited only by optics. Implementations
for microscopic and planetary scales are possible. 

The use of template matching to match features promises a
highly repeatable position estimate (sub-pixel) and accu-
racy as good as the calibration reference. It also suggests
an analogy of the approach to stereo vision where tempate
disparity is interpreted simply as the difference between
the predicted and observed position of features. We would
expect this problem to be easier than stereo for the follow-
ing reasons:
• under suitable camera mounting rules (normal, con-

stant height) 3 degrees of freedom of the camera pose
relative to the scene are predetermined. 

• environment shape is known a priori to be flat so the
disparity image is a rigid transform of expectations
possessing only 3 degrees of freedom.

• unlike in stereo ranging, where range error is qua-
dratic in range, these 3 dof are a direct measure of the
quantity of interest because pose error is directly pro-
portional to them.

• unlike in stereo where every pixel in the image
requires range computations, only 2 image points suf-
fice to determine pose error because they generate 4
constraints on the 3 unknowns.

• disparity gradient is guaranteed to be small or vanish
eintirely so templates are not distorted and can be
made as large as necessary to suppress noise without
incurring geometric decorrelation errors.

There remains one aspect in which mosaic-based position
estimation is more difficult than than stereo vision.  In ste-
reo, disparity is limited to one dimension by virtue of the
epipolar constraint which itself is due to the fixed spatial
relationship between the two views. Here, no such fixed
relationship exists. 
Disparity is unavoidably a 3 dimensional quantity in
mosaic-based positioning. A guess pose may cause a tem-
plate to be both positioned and oriented incorrectly in the
mosaic.  However, it will be shown that high update rates

make it possible to consider translational aspects of dispar-
ity only.

1.4 Prior Work
The practice of image mosaicing, of producing larger
images from the union of smaller ones registered in the
region of overlap, is an old one. The technique of auto-
matic construction of mosaics by computer is also rela-
tively old [2]. 
Automated mosaicing [3] is often useful in its own right.
Applications include station keeping [4], video coding [5],
image stabilization [6], and visualization [7]. Only
recently have near real-time [8] and globally consistent [9]
mosaicing solutions emerged. However, there seems to be
little in print on the problem of navigating from mosaics. 
Certainly, navigating from imagery is a basic technique in
robotics [10] [11] but such techniques often deal with the
much harder problem of a three dimensional scene - often
of unknown geometry. Yet, the notion of determining
camera pose in a scene is the sensing half of the visual ser-
voing problem [12].  Perhaps such a lack of emphasis on
the problem has stemmed from practical inabilities to store
enough imagery and access it fast enough to be useful. 
The issues that distinguish this work from related more
fundamental work in vision based navigation are:
• Field of view of subsequent images do not overlap so

many traditional tracking techniques are not useful.
The motion of the scene relative to the camera is on
the order of 3000 pixels per second for a frame that is
a few hundred pixels in radius.

• A mosaic is used for tracking purposes and construc-
tion of mosaics of thousands of images is routinely
necessary.

• The primary pupose of the system is to compute cam-
era pose at very high levels of resolution, for very
high vehicle speeds, and at high update rates. 

• The work is of high practical significance for auto-
mated guided vehicles. Indeed, the camera (and vehi-
cle) pose is computed to millimenter precision at 30
hertz everywhere in a large building without relying
on any infrastructure.

2 Mosaic Tracker Design

In general, there is no reason to prefer, wall, ceiling, or
floor imagery, but in our present AGV application, floor
imagery seems best. A camera is mounted to the underside
of a vehicle for two reasons: 
• to guarantee suitable camera mounting geometry
• to shield it from ambient lighting

Ambient lighting can generate shadows and other false
features which complicate the feature matching process. 
The overall architecture of our position estimation system
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is as shown below:

As long as the system is operating, camera imagery is
acquired as fast as processing can manage (about 5 Hz
presently). For high vehicle speeds relative to the pixel
size, it is necessary to use precision timekeeping to
account for communication and other delays between the
instants of image acquisition, state prediction, and state
update. Simultaneously, an odometry thread of execution
continues to read the wheel encoders to provide position
estimates between image acquisitions. 
Position estimates between encoder readings are supplied
by integrating the equations of motion under a constant
linear and angular velocity assumption. This system model
runs continuously whether or not state requests have been
recieved. 

2.1 Mosaic Tracker 
The design of the tracking algorithm is a combination of
techniques from stereo and pose estimation. Pose estima-
tion is performed with a Kalman filter where predicted
features come from the mosaic and observed ones come
from the current image. 
The mosaic tracker is packaged as a standalone unit to per-
mit it to be interfaced to any more complete system where
it would serve as a landmark aiding sensor package with
embedded computing. It accepts an input state estimate
and produces an updated one based on registration with
the mosaic
Each execution of the mosaic tracker algorithm follows
several steps. Following sections discuss each step in the
process in the order they occur.

2.2 Input Transforms
The input state and uncertainty estimates must be trasn-

formed to account for three effects:
2.2.1 Camera Offset Compensation
The camera is not generally positioned exactly at the con-
trol point - point whose position is required to be esti-
mated. Incoming state and covariance must be adjusted to
reflect the existing kinematic relationships.
2.2.2 Delay Compensation
Delays of any sort between the instant the image is taken
and the instant to which the state estimate corresponds
may have to be compensated when the vehicle is moving
at high speeds.
2.2.3 Tracking Error Compensation
There is no guarantee that the external state estimate will
faithfully incorporate all of the corrections produced by
the mosaic tracker and delay compensation cannot be per-
fect. Hence, the external state estimate will likely diverge
significantly from the estimate which faithfully tracks the
mosaic. 
In order not to lose lock, the mosaic tracker needs to main-
tain its own internal estimate of state. Incoming state esti-
mates can be differenced from the previous and added to
the last internal estimate to protect the mosaic tracker from
long term drift.

2.3 Mosaic Lookup
Once the predicted position of the camera over the mosaic
is available, a search region can be extracted from the
mosaic. The mosaic data structure could be a single coher-
ent block of pixels, a list of smaller overlapping images, a
quadtree of any other convenient structure. In any case, a
coherent block of pixels surrounding each feature is most
useful when cross correlation is computed later in the
cycle for each template being matched. In a variant of the
deisgn, the lookup of very small regions can be conducted
separately for each of the features to be matched.

2.4 Image Preprocessing
Incoming images (and optionally mosaic images) are pre-
processed in two ways. It turns out that it is almost as inex-
pensive to preprocess the entire image than to attempt to
be more selective.
2.4.1 Texture Scoring
A special interest operator is evaluated next at every point
in the image to rank each location in terms of its inherent
texture. The current method detects and rejects texture
which is not two dimensional (such as would occur on a
floor covered with two colors of rectangular tile).  Let 
denote the intensity gradient in the x direction at a point in
the image. For each pixel to be scored, for a neighbour-
hood surrounding it, the following matriux is evaluated:

and its smallest eigenvalue is the texture score in the direc-
tion of smallest texture.

Figure 2: Position Estimation System. The system
model integrates the equations of motion to
interpolate to the instant of time requested. The
odometry system and mosaic tracking system provide
two complementary estimates of state. For large scale
mosaics, a cache is needed to store part of the
mosaic in RAM. 
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If necessary in future, the system can be extended to profit
from one-dimensional texture when it is the only type
available. The following figure presents a concrete floor
image and its texture score derivative image.

2.4.2 Normalization
The image is convolved next with a kernel which statisti-
cally normalizes it in preparation for normalized correla-
tion later on in the algorithm. 
The texture enhanced image is generated by replacing
each pixel by its suitably scaled, normalized deviation
from the mean of its local neighbourhood thus:

The following figure presents a concrete floor image and
its texture enhanced derivative image.

2.5 Overlap Region
The next step is to determine the overlap region. For rect-
angular images, this region is a polygon with at most 8
sides. Its required convexity simplifies the processing.

2.6 Feature Selection
The subsequent pose refinement stage will attempt to
refine both position and orientation of the camera. While
the quality of the position estimate is most dependent on
the texture signal strength, the quality of the orientation
estimate is also dependent on the spacing between the fea-
tures. 
This stage of processing tries to simultaneously maximize
the quality of the selected features and the distance
between them by rating each new selection based on its
signal strength and its distance from those selected thus
far. 
Features are selected based on their position and texture
scores in the input image. Once a feature is selected, its
position in the mosaic is predicted, and a search region
around its predicted position is extracted from the mosaic.

2.7 Template Matching
This stage implements a brute force search for the position
of the template in the search region for which the cross-
correlation between it and the corresponding block of
mosaic pixels is maximized. The careful reader will won-
der whether the template needs to be rotated in the search
to determine rotational error. A short appendix at the end
of the paper shows why it is not necessary to rotate tem-
plate pixels to expect good cross-correlation.
To compute the location of a feature in the search region, a
brute force search is conducted where a correlation score
is computed at each candidate location. Then, the peak in
the surface identifes where the feature occurs, if at all.

The output of this process is a point correspondence. For
each selected template comprising a feature, its predicted
position (x,y) and observed position (x,y) in the mosaic is
now known.

2.8 Pose Refinement
Determining the pose which aligns a set of corresponding
planar points is a relatively straightforward problem. The
present solution is a Kalman filter which incorporates an
outlier rejection feature. When a feature has a residula
markedly more than the rest after solution, it is elimated
and the process is repeated. The filter results in the best fit
(minimum residual) pose which aligns the predicted and
observed positions of the selected templates. Hence, it
determines where the camera is over the mosaic.

2.9 Output Transforms
The updated camera pose is now converted back to the
time instant of the client system and the camera and track-
ing offsets are removed. Depending on the time instant to
which the result corresponds, the client may now account
for the motion that took place from then to the present.

3 Extensions

Several extensions to the existing system are potentially
useful. When the floor is not entirely flat, or if automatic
calibration of odometry sclae factors are required, addi-
tional terms can be added to the state vector to compute
these quantities when enough templates are processing to
constrain their values. Similiarly,  it would be possible to
extract 6 degrees of freedom of camera motion (say for a
system mounted underneath an air or space vehicle well
above the highest point on the underlying surface by alter-
ing the filter appropriately. 

Figure 3: Texture Scoring.  The texture scoring process
identifies parts of the possessing the most texture.
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Figure 4: Normalization.  This process removes most
of the effects of image scale and bias differences
between different images of the same floor area. 
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Figure 5: Principle of Operation. The feature location
can be found as the position of the peak.
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4 Results

The system described here has been in operation in our
40,000 square foot facility for three years as of this writ-
ing. It has been installed on three vehicles including the
tug AGV shown below.

When the system was first installed, some of the floors
were unfortunately newly painted and completely lacked
visible texture. Rather than raise the texture sensitivity of
the system at that time, we elected to paint random texture
on the floor. In other areas of bare concrete, the system
performed well with no modifications. 
Exposed aggregate particles such as small stones in
untreated concrete as well as the scratches and cracks that
inevitably occur over time create excellent texture which
the system can detect and use.
A network of guidepaths has been mapped and rendered
geometrically consistent for our testing purposes. This
map is shown below. Our installation process calibrates
cameras to produce images of ideal geometry so that one
vehicle can generate a mosaic on behalf of all. The short
vertical segments of the map are areas where the vehicle
interfaces with racks and loads.

On this particular mosaic, the system has operated flaw-

lessly for two years producing 1 mm repeatability at
speeds exceeding 15 mph - more than safety regulations
would allow outside our controlled laboratory setting.
Indeed, even individual processing cycles where no solu-
tion can be computed are virtually nonexistent. 
We have also observed excellent noise immunity in the
correlation algorithm. Its operates robustly in the face of
months of cumulative dust and grime which can hide the
underlying floor texture that was originally mapped.  

5 Future Work

Of the many improvements that have been proposed over
the project thus far, the following seem at this point the
most worthy of pursuit in our application:

5.1 Accomodating Less Texture
Extensions to permit the system to work effectively in
more nearly featureless environments and in environments
like tiled floors where linear features abound will make the
system more general and robust.

5.2 Near Perfect Mosaics
The earlier paper has shown that performance is signifi-
cantly enhanced if the mosaic is accurate in its agreement
with the primary estimate of pose. With the addition  of
tracking offset compensation, this requirement can now be
reduced to that of being everywhere locally smooth. If the
distance between adjacent regions in the mosaic is roughly
correct, tracking is assured no matter how incorrect their
absolute positions may be. 
Mosaics may be linear, arbitrary curves, networks of
curves, or regions. A planned sequel paper will discuss
this aspect of the system which corresponds roughly to the
techniques used to install a fleet of vehicles in a given
area.

6 Conclusions

While the system can be used to create maps by registering
the regions of overlap between successive images, it is in
tracking an existing mosaic that it comes into its own. The
reason is repeatability. A 10 Gbyte mosaic amounts to bil-
lions of scene landmarks - roughly 1/4 million of which
can be observed in a single image. 
Such a brute force approach to position estimate is very
competitive in known structured environments in terms of
both cost and performance. Some applications for which
the system is likely to be beneficial include:
• service robots in homes, offices, and facilities per-

forming such duties as food and mail delivery, waste
disposal, entertainment,  surveillance, and floor care.

• container and material handling in paved outdoor rail,
trucking, and shipping yards

• small materials handling in factories and order pick-
ing in warehouses

Figure 6: Tug AGV. This automated guided vehicle is
one of three with mosaic positioning installed. 

Figure 7: Network Mosaic and Exploded View of
Component Imagery. This network of images covers
part of our test facility floor.
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7 Appendix: Template Rotational Search

An earlier section noted that a template has three degress
of freedom in motion over a mosaic. Yet, orientation
search of the orientation of templates is not necessary if
the system cycles fast enough.

7.1 Rotation from Primary Position Estimate
When a primary position estimate is available, it is not
necessary to search template orientation because the pri-
mary estimate of orientation is often good enough to rotate
a template much less than a pixel at the template bound-
ary. Generally, for a template of size , the angular error
required to rotate the boundary one pixel can be estimated
from the small angle formula:

Which is 7 degrees for . For a system cycling
several times a second, such a rotation error in the primary
estimate is usually not possible when it is operating cor-
rectly.

7.2 Determining Camera Orientation
Even though it is not necessary to search template orienta-
tion, it is still necessary to damp error growth in the orien-
tation component of a primary position estimate. Camera
orientation can be determined from the change in orienta-
tion of a collection of templates separated in the image1. In
the simplest case, two templates suffice to determine cam-
era orientation error as shown below:

The expected resolution of angular measurement is
roughly given by the ratio of a pixel to the separation 
between templates. 

For an image whose size is 0.2 meters and a pixel size of
2.5 mm, this gives about 1/2 degree angular resolution. So
camera orientation resolution is much smaller than the
template angular error threshold computed in the previous
section. Hence, these two assumptions are consistent and
the system is viable without searching template orienta-
tion.
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Figure 8: Determing camera orientation from point
feature correspondences. Any mechanism which
searches  for the minimum residual will
determine the best fit camera pose.
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