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Abstract. In this paper, we present some of our ongoing experimental

research towards investigating advantages of modeling other agents in

multiagent environments. We attempt to quantify the value or utility of
building models about other agents using no more than the observation

of others' behavior. We are interested in empirically showing that a mod-

eler agent can take advantage of building and updating its beliefs about
other agents. This advantage can make it perform better than an agent

without modeling capabilities. We have been conducting a simulataion-

based study using a competitive game called Meeting Scheduling Game
as a testbed. First, we briey describe our multiagent simultaion testbed.

Then, we describe in detail our experimental study. We explore a range of

strategies from least- to most-informed, and present some of our prelim-
inary results on the relative performance of these strategies. Decreasing

the a priori knowledge about the others and increasing the modeling

capabilities we are able to de�ne a series of \modeler" agents. Finally,
we present a method for using probabilistic models about the others in

such a way that the expected utility is maximized.

1 Introduction

One of the most crucial forms of agent beliefs are beliefs about other agents in the
agent's neighborhood. The other agents are in many cases the most important
part of the agent's environment in multiagent settings, specially in situations
where interaction is important. In this paper, we pay special attention to com-
petitive situations, where a collection of heterogeneous agents are competing one
against each other.
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In this particular research, we are interested in investigating the competitive
advantage an agent can obtain by knowing (i.e. modeling) some important as-
pects of its rivals. We want to show that a modeler agent can take advantage of
building and updating beliefs about other agents. This advantage can make it
perform better than an agent without modeling capabilities.

Moreover, we are interested in: modeling other agents using no more than the
observation of others' behavior; exploring a range of agent strategies, from blind
randomized strategies to \oracle" strategies that know other agents' preferences
and strategies; measuring, in an experimental way, the advantage attained by a
modeler agent; guaranteeing optimality of agent beliefs, as well as the construc-
tion process itself, through the use of sound probabilistic and decision-theoretic
techniques, instead of arbitrary heuristics.

In our previous experimental work [9], we explored how group quality and
performance, in the distributed meeting scheduling process is a�ected by the
privacy of calendar and preference information of each agent. Later, in [8] we
presented some of our motivations and perspectives towards agent cognitive
modeling for group adaptation in decentralized meeting scheduling environments
with information privacy.

Currently, we have established a simulation-based study using a testbed
where competition takes place in a game that has some characteristics of meeting
scheduling problems. That is, a group of people (i.e. agents) trying to arrange
a meeting in such a way that certain meeting slot is available for as many as
possible group members. Furthermore, this meeting slot should be as convenient
as possible for everyone |in the sense that it maximizes ful�llment of individual
preferences. We call this game the Meeting Scheduling Game (MSG), described
later in more detail.

In the framework of the MSG, we explore |in an experimental way| how
modeling other agents can a�ect individual and group performance after a se-
ries of meetings. Our basic research-driving hypothesis is that both individual
and group performance are better when each agent tries to explain the other
agents' behavior in terms of internal cognitive structures or models |creating
and adapting these agent models in an incremental way.

2 Related work

Modeling other agents is an issue that has been approached from many diverse
perspectives. In this section, we present related work mainly considering three
major issues regarding agents' modeling: what it is to be modeled, how it is
modeled, and how models are built.

Agent models range from very specialized, task-oriented models (like other
agents' capabilities [18] or organizational roles [5]) to structural models using
BDI structures [15] or other internal structure of the agent being modeled. The
latter are also called \cognitive" or \deep" models, while the former are called
\surface" models. Of course, some combine deep and surface models, modeling
from other agents' capabilities to intended actions and plans [5]. One advantage



of deep models is that they allow to predict others' behavior, which can give an
advantage in non-cooperative or non-communicating situations.

In competitive settings it is important to model others' strategies in order to
perform better against them [2]. Strategies can be represented in terms of game
theory [16]. A decision-theoretic approach has been also taken in the Recursive
Modeling Method [10]. Finite automata has been used to represent rational-
bounded strategies [12]. Some proposals model the others' plans [20].

Concerning the model construction method, the simplest case arrives in coop-
erative settings, where honest agents \tell" the others what their characteristics
are [4]. Obviously, this does not work in competitive situations. The most com-
plex situation is when others' models are built entirely from the observation of
their behavior {like in the case of competitive games.

In the game-theoretic approach to agent modeling [16], agents usually model
strategic interactions in terms of agents' alternative actions and payo�s, encapsu-
lated in the classic payo� matrix. This approach assumes that all the information
enclosed in the payo� matrix is common knowledge. However, these models do
not explicitly represent complex symbolic representations of the internal traits
of the other agents nor how agents reason in order to achieve a solution. This
approach takes an external perspective and analyzes the problem of all agents to-
gether in order to provide overall e�ciency and stability by means of negotiation
protocols (see [17] for further details).

Gmytrasiewicz [10] has presented a research work that combines game theory
with decision theoretic mechanisms. Assuming that agents are rational and the
common knowledge of their payo� functions, he presents a decision theoretic
mechanism that aims to let agents be able to reason about nested models about
the others' possible moves. This work takes the perspective of the individual
agent instead of the classic external game-theoretic perspective.

Vidal and Durfee have continued this work on nested modeling [21]. They
have developed an algorithm in order to see which of the nested models of the
other agents are important to consider when choosing an action in an e�ective
manner.

A di�erent approach is used by Tambe and Rosenbloom who have presented
an agent architecture that conforms the requirements to provide support for
exible and e�cient reasoning about other agents' models [20]. This work is
closely related to plan recognition [11] because the goal is to discover the other
agents plans based on their observed actions and execution of models about the
others.

Nadella and Sen [13] have reported some mechanisms for learning partners
and competitors' skills in soccer domains (e.g. the agents' passing e�ciency). In
this work, agents learn simple playing skill abilities (represented, for instance,
as ratios of e�ectiveness) instead of complex symbolic structures about the oth-
ers' thinking. However, since they use a learning approach, agents indeed build
models about the other agents by experience.

Zeng and Sycara have [22] developed Bazaar which is a sequential decision
making model of negotiation. In Bazaar, agents can have models about other



agents that can be decomposed into three categories of beliefs: beliefs about fac-
tual factors about the others (e.g. payo� functions), beliefs about their decision
making processes (e.g. reservation prices), and beliefs about meta-level issues
(e.g. negotiation style, risk-taking attitudes). They present an experimental ex-
ample with a pair of agents in a buyer-supplier domain where the buyer agent's
models are beliefs about the supplier agent's reservation price. Here, the buyer
models the supplier under a probabilistic framework using a bayesian represen-
tation.

3 The Meeting Scheduling Game

In this section, we briey describe the basic features of the Meeting Scheduling
Game (MSG) which is an extended version of the work presented in [1].

Some of our main concerns creating this testbed were: to allow self-interested
as well as cooperative behavior, show and/or hide agent's private information
and goals, and de�ne di�erent agent models or roles.

The players try to arrange a meeting at some convenient time slot. By \con-
venient slot" we mean one which has an acceptable utility for a speci�c player,
according to his preference pro�le or utility function. Each player proposes a slot
taken from his own calendar composed of a working week (as usual, a working
week is composed of �ve days, each one with 8 hours ranging from 9 a.m. to 5
p.m.). Each player's calendar is randomly set at a prede�ned speci�c calendar
density which is the proportion of busy hours in the calendar.

As in any other competitive game, the goal of a player in the MSG is to
accumulate more points than his competitors in a match. A match consists of a
�xed number (e.g. ten) of games with two rounds per game.

In the �rst round of each game, each player bids for (i.e. proposes) the slot
which maximizes his utility, according basically to his own role (i.e. its individual
preference pro�le). However, the player bids are not completely determined by
the own player's role because some of the slots can be busy in his calendar. Thus,
the player chooses the most preferable of his available slots. The information
about each player's bid is public knowledge announced by a referee, who then
calls for the second round of bids.

The second round is much like the �rst one. However, each player may now
follow di�erent strategies, taking into account the �rst-round information of the
current game, historic records of past games, and/or models about the other
agents. After all the players make their second-round proposal, several teams
arise. Each team is composed of all those players who proposed the same calendar
slot. Then, each team utility is calculated, summing up all the team members'
individual utilities:

TU (t) =
X
8m2t

IU (m)

Here, t is a team, m is a member of the team, and TU and IU are team
and individual utilities respectively. Finally, the game is won by the team which
accumulates the greatest team utility.



Then, each player in the winning team accumulates utility according to the
prede�ned scoring procedure. We have de�ned three basic scoring procedures:
the Individual scoring procedure which makes agents accumulate just its indi-
vidual utility when they are in the winning team (i.e. agents accumulate utility
according to their own contribution to the winning team utility); the Group
scoring procedure which makes each agent, in the winning team, accumulates
the team utility (i.e. agents accumulate the same number of points: the winning
team utility; the Mixed scoring procedure which makes agents, in the winning
team, accumulate its own individual utility plus the team utility of the winning
team (the purpose of this mixed procedure is to promote a balance between
sel�sh and collaborative attitudes).

The players outside the winning team accumulate zero points for that game.
Points earned by each player are accumulated from one game to another in an
individual point counter through all the match. Finally, the winner for a complete
match is the player with the maximum individual accumulated points.

After a game, each player's calendar is randomly reset at the prede�ned
calendar density and another game is started. All this process is repeated until
the prede�ned number of games is accomplished.

It is worthy to note that, after each round, each player knows only the the
other agents' bids and, after each game, s/he knows only his/her own accumu-
lated utility. The referee has the responsibility of keeping private the others'
calendars and any other agent information such as their roles and strategies.

The four preference pro�les we consider in the MSG are: the early-rising,
who prefers the early hours of the day; the night owl, who prefers the meetings
to be scheduled as late as possible; the extreme, who tries to have meetings early
in the morning or late in the afternoon but not in the middle of the day; and
the medium, who wants the meetings to be around noon. All the players prefer
to schedule meetings in the �rst days of the week. These preferences are coded
as slot utility functions.

The MSG is a competitive game, since each player's goal is to accumulate
utility over a series of meetings. However, each player needs to collaborate by
joining a team that will eventually make him win.

Finally, we would like to note some of the main assumptions we have made:
the agents' attitudes are modeled only by four di�erent and �xed agent roles;
there is a simple linear relation between an agent's preference pro�le and its role;
the agents' preference pro�les are static and independent of calendar density;
each proposal is public knowledge; we do not require a meeting to be scheduled
at a free slot for every attendee; agent roles and strategies do not change through
all the games of a match; and agents are honest (e.g. they never cheat about
their �rst-round bid).

4 The simulation testbed

In this section, we present some of the basic characteristics of our MSG simula-
tion testbed. A more detailed description can be found in [7].



We have basically created only two kinds of agents:

Referee. This agent has all the enough data and methods to ensure the rules
of the MSG. Only one instance of this kind of agent is created per match.

Player. This agent is needed for creating an instance for each player in the
MSG. Each player instance may has its own \agenthood" (i.e. its own role
and strategy).

When the Referee agent is started, it is necessary to pass as parameters some
data, such as: the number of players and the number of games per match. The
communication protocol is already programmed inside of the Referee and Player
agents. This protocol is simple and centralized by the Referee agent following
the MSG rules described in the previous section.

The MSG testbed is exible. When starting the Referee agent, one can easily
and directly change the following game parameters:

{ Number of agents.
{ Number of games per match.
{ Scoring procedure.
{ Calendar density.
{ Roles and strategies for each Player agent.

Creating new roles is relatively easy. It is just necessary to modify an internal
structure which stores the calendar slot utility function (in fact, it stores numbers
between 1 and 40 for each calendar slot of the eight-hours one-week calendar).

Creating new strategies is also easy. One just needs to create a new method
(perhaps together with other complementary methods) where we should proce-
durally de�ne the agent behavior that the agent with that game strategy needs
to follow when reacting to the �rst-round proposals.

Sometimes it could be desirable to change some rules of the game. For in-
stance, if one wants to disclose the calendar information to all the other agents,
we just need to modify the Referee agent in order to broadcast this information
(inside the \First Round" message) to all the agents. A similar procedure can
be done in case of being interested in disclosing the agents' roles or strategies.

The MSG testbed has been programmed in Java[3], using also the JATLite[6]
software for multiagent systems development. We have saved some time and
e�ort using JATLite which is a set of Java classes that allow programmers to
quickly create new software agents. 1

5 Design of the experiments

Besides its role, each agent should also have a particular game strategy. Strategies
are rules which tell agents what actions to choose at some speci�c decision point
|at the second round of each game, in the MSG. A modeler agent is just an

1 An introduction to JATLite can be found in [14].



agent using a strategy which builds models about the others, and uses them in
order to improve its behavior.

We wanted to explore a range of strategies, ranging from least-informed to
most-informed. Our research path can be described as follows: First, we de�ne
simple basic strategies without modeling features, in order to establish the least-
informed end of the spectrum. Later, we jump to the other end of the spectrum,
creating the oracle strategy that correctly guesses all the information about the
other agents { this is the most-informed end of the spectrum. Next, we generate
a series of modeling strategies by decreasing the knowledge about others and
increasing the modeling capabilities. At the end, every piece of information about
the internal traits of other agents is obtained directly from their behavior.

First of all, we de�ned the following, perhaps the simplest, strategy:

Random Strategy: An agent using this strategy chooses his next bid among
its action set using an uniform probability distribution (i.e. any action from
the set of possible actions has the same probability of being chosen).

A random agent does not take into account any information about the other
agents nor its own agent role. However, it takes into consideration its own calen-
dar information because it should select an available slot, as should all the other
strategies.

This strategy's performance is taken as a reference point to compare other
\reasonable" strategies, whether or not they including other-agent modeling. Of
course, it could be possible to de�ne strategies behaving worse than the random
does. This kind of strategies could not be considered as reasonable.

Another simple strategy, but a little bit more complex, is:

Team-Size Strategy: Using this strategy, the agent's next bid has the goal of
joining the biggest team seen at the �rst round of each game, such that this
slot is available.

As the random strategy, this one does not take into account individual agent
roles (i.e. preference pro�les). The next strategy tries to maximize the agent's
utility based on its preference pro�le:

Preference Strategy: This strategy tells the agent to choose the action which
maximizes its individual utility based on his own role de�ned by his pref-
erence pro�le. This comes to simply choose the same slot in the �rst and
second round of each game.

As in the previous strategies, a preference agent does not take into account
information about the other agents.

Now, let us characterize the relative performance of the basic strategies de-
scribed so far. The �rst experimental scenario is composed of three di�erent
experiments. In the �rst one, we run matches with only team-size and random
agents. In the second experiment, we run matches with preference and random
agents. In the third one, we run team-size and preference agents but we did not



run any random agent (the goal is to directly compare preference and team-size
strategies). Our experimental results are presented in the next section.

As we previously mentioned, random agents lead us to some kind of perfor-
mance lower limit. Now, in order to get an agent performance upper limit, we
de�ned the following strategy:

Oracle Strategy: An oracle agent is capable of correctly guessing the other
agents' roles and strategies |hence its \oracle" name. Using this strategy,
the agent chooses the best possible action which maximizes his expected
individual utility based on all the information about the roles, strategies
and calendars of all the other agents.

Though the oracle is supposed to correctly guess the other agents' infor-
mation, in the actual implementation the referee agent gives the oracle agent
the other agents' information (roles, strategies, and calendars). Thus, the oracle
agent can always see in advance the others' second-round bid and calculate all
the possible pro�ts he could get under all its di�erent playing options, according
to its own calendar availability.

Clearly, an oracle agent has the best chances of winning each game |and
winning the match as well. However, an oracle agent not always can win! This
is because of its calendar availability.

Now, in order to get a re�ned upper limit, we de�ned the following strategy:

Semi-oracle Strategy: This strategy is similar to the previous one. It guesses
information about the others' roles and strategies; however, it ignores all the
calendar information about the other agents.

A semi-oracle agent takes into consideration the calendar density information
in order to calculate the most probable bids of the other agents. The main idea
is to maximizes its expected utility, which is the product of an utility and the
probability of getting it.

Let us see the general behavior of a semi-oracle agent:

1. For each other agent a, make a set Sa of all the possible slots that can

be proposed for agent a.

2. For each possible slot sa in each set Sa, calculate the probability P (sa)
of being actually selected by agent a.

3. Combining all the possible slots that each agent can propose, generate

the set O of all the possible outcomes or playing scenarios that could

arise at the second round. Each possible outcome o in O is a vector

o
def
= (s1; : : :sn) of slots that can be proposed by each other agent at

the second round.

4. For each possible outcome o 2 O do:

4.1 Calculate the probability that o arises at the second round; that is:

P (o) =
Q

8sa:sa2o
P (sa).

4.2 Find which would be the slot so that gives the maximum utility uo
that can be earned by the semi-oracle agent in this outcome o.



4.3 Calculate the semi-oracle's expected utility due to slot so under this

outcome o; that is: U (so) = uoP (o)
4.4 Accumulate U (so) to the previous expected utilities due to the same

slot so obtained in the previous outcomes.

5. Choose the slot sm with the maximum accumulated expected utility.

6. Bid for the slot sm.

Let us see in detail steps 1 and 2: it is worthy to note that all the possible
slots that can be proposed by any preference agent is just the same slot proposed
at the �rst round (because of their preference strategy); obviously, its probability
is 1; however, the set of possible slots that can be proposed by any team-size
agent is composed of the di�erent slots proposed by all the other agents; in order
to calculate the probability of each possible slot, the semi-oracle must perform
the following steps:

1. See what teams show up at the �rst round of the game.

2. Make sets of teams according to the team sizes (i.e. make sets of teams

with the same number of members).

3. Make a vector v
def
= (e1; : : : en) with all the sets of teams made previ-

ously. Arrange this vector in descendant order |according to the size of

the teams of each set| from the set e1 with the biggest teams to the

set of teams en which contains the team that contains the team-size

agent a (a 2 tj 2 en for some team tj).

4. For each set of teams ei 2 v, calculate the probability of being chosen

by the team-size agent, given the known calendar density d:

P (ei) =

8<
:
0 if i = 0
(1� djeij)(1� P (ei�1)) if 0 < i < n

1�
Pi�1

j=0 P (ej) if i = n

5. Calculate the conditional probability P (tajen) of choosing team ta 2 en
which contains the team-size agent a given that en is already chosen:

P (tajen) =

jenj�1X
k=0

b(k; jenj � 1; d)

k + 1

6. Now for each team tj 2 ei of each set of teams ei, calculate the prob-

ability of being chosen for joining this team:

P (tj) =

8><
>:

P (ei)

jeij
if 8m[tm 2 ei ) a =2 tm]

P (ei)
1�P (tajen)

jeij�1
if a =2 tj ^ 9m[a 2 tm 2 ei]

P (tajen)P (ei) if a 2 tj ^ 9m[a 2 tm 2 ei]

The �rst case of this formula is when the team-size agent a is not in

any team tm of the set ei; the second case is when the team-size agent

a is not member of the team tj but it is member of some other team

tm 2 ei; and the third case is when the team-size agent a is member of

the team tj and it is in set ei.



7. Assign this probability P (tj) to the slot proposed by tj |this slot is

one of the slots sa that each team-size agent a could propose in step 2

of the previous algorithm.

Although the semi-oracle agent seems to be very similar to the oracle agent,
it is much more complex. While the oracle agent can predict the others' moves
in an exact way, the semi-oracle agent must calculate the probabilities of all the
possible bids of the other agents. This is because of the semi-oracle's ignorance
of the others' calendar information.

Now, let us see in detail step 4.2 of the general algorithm of the semi-oracle
agent: each possible outcome is seen, by the semi-oracle agent, as composed of
a set of teams t's. Then, for each t the semi-oracle checks:

{ If the slot st proposed by t is available in the semi-oracle's calendar, cal-
culate the utility ut it could earn if it joined this team; that is: ut =
IU (sm)+

P
8m2t

IU (m), where IU (sm) is the semi-oracle's individual utility
and IU (m) is the individual utility of the team member m.

{ If the slot is not available, forget team t and go directly to the next unvisited
team.

When the slots proposed by all the teams have been checked, the semi-oracle
looks for the team that o�ered the maximum utility ut; then, the semi-oracle
chooses the slot proposed by that team as the slot so.

As we have seen, the oracle strategy can give us an upper limit perfor-
mance for any modeler agent. Furthermore, the semi-oracle strategy can give
us a smaller upper limit. In our second experimental scenario we show these
upper limits empirically obtained by simulation with the oracle and semi-oracle
strategies. This scenario is composed of two experiments: in the �rst one, we run
team-size and preference agents with an oracle agent; in the second experiment,
we run a semi-oracle agent with team-size and preference agents.

6 Experimental results

We set up matches of ten two-rounds games and, in our experiments, we have
set up series of matches in order to measure |after many matches| how agent
performance is a�ected by di�erent strategies. Our experiments are composed
of 500 independent matches. Once a match is completed, we call it a \success"
if the strategy under consideration wins. Otherwise it is considered a \failure"
from the probability theory standpoint. Assuming that the success probability
p remains constant through all the matches, it is easy to realize that we run
binomial experiments. 2

We are interested in obtaining the expected agent performance after an in-
�nite number of matches. Thus, we want to estimate the proportion p in these

2 The probability distribution of a binomial random variable X, the number of success

in n independent matches, is: b(x;n; p) =
�
n
x

�
pxqn�x, x = 0; 1; 2; : : : ; n where p is

the success probability and q the failure probability (q = 1� p).



binomial experiments. From basic sampling theory we see that this parameter
is given by the statistic P̂ = X=n where X is the number of successful matches
and n the number of matches. Therefore, we can use the sampling proportion
p̂ = x=n as the estimator of p with a (1��)100% con�dence of getting an error
not greater than z�=2

p
p̂(1� p̂)=n. 3

In all the experiments presented here, we used the Mixed scoring procedure,
described earlier, in order to promote a balance between sel�sh and collaborative
attitudes. We have also set up the calendar density at 50%; we have conducted
some experiments |not presented here| that show how low calendar densities
lead us to scenarios of little interest and high calendar densities lead us to chaotic
scenarios because agents almost never can play their strategies |agents show a
kind of pseudo-random behavior.

In each experiment, we show the estimation of the success probability of
each involved strategy (it is showed as a percentage). As we said in the previous
paragraph, this estimation is the sampling proportion which is calculated just
counting the number of successful matches of each strategy and dividing it by
the number of matches. We also show the maximum error expected with a 99%
con�dence.

The goal of the �rst experimental scenario is to compare the performance
of the random, team-size, and preference strategies. In experiment 1.1, we run
random vs. team-size agents. In the second experiment, we run random vs. pref-
erence agents. In experiment 1.3, we compare directly team-size and preference
agents. In all these three experiments, we run 6 agents. The results are shown
in the following table:

Experimental Scenario 1

Strategies
Experiments

Random Team-size Preference

Experiment 1.1 8.04% (5% error) 91.96% (5% error) |

Experiment 1.2 0.60% (1% error) | 99.40% (1% error)

Experiment 1.3 | 50.30% (6% error) 49.70% (6% error)

Experiment 1.1 shows that the team-size strategy clearly outperforms the
random strategy, as expected. Furthermore, the second experiment shows that
the preference strategy also outperforms the random strategy.

Later, in the last experiment of this scenario, we compare team-size and
preference agents without any random agent. As we can see, from these results
it is not clear which strategy is better.

Thus, we have also conducted another set of experiments |not detailed
here| which relates the relative team-size and preference performances with
the number of agents. Our results have con�rmed that the team-size strategy
has better performance if the number of agents is bigger than a speci�c threshold.
This is explained by the fact that team-size agents tend to gather altogether in

3 z�=2 is the value of the random variable z with standard normal distribution which

de�nes an area of �=2. For a deeper discussion about all the statistical formulae we

refer the reader to any probability and statistics text such as [19].



the same team. After a speci�c number of running agents, the team-size team
outperforms any other team.

Next table presents our results of the second experimental scenario:

Experimental Scenario 2

Strategies
Experiments

Oracle Semi-oracle Team-size Preference

Experiment 2.1 59.11% (7% error) | 19.57% (7% error) 21.32% (7% error)

Experiment 2.2 | 53.40% (7% error) 23.76% (7% error) 22.84% (7% error)

Experiment 2.1 shows the upper limit obtained by the oracle strategy. The
oracle strategy clearly outperforms the other two strategies. In experiment 2.2,
the semi-oracle agents also outperforms the other two strategies.

As expected, the oracle strategy showed a relatively high performance when
compared with the other two strategies' performances. This upper limit seems
to be far enough from the other two basic strategies performances. Therefore,
this shows that there is a relatively big gap where we can locate the performance
of any modeler agent.

In the last experiment, we can see the semi-oracle performance. As expected,
it shows a lower performance than the oracle's. This is close to the oracle's
performance, as expected too. However, the team-size and preference agents
showed signi�cantly lower performance than the semi-oracle strategy.

7 Ongoing research

Currently, we are continuing our research using strategies which do take into
account models about other agents. Intuitively, we think the performance of this
kind of strategies must be somewhere between those performance limits we have
empirically obtained.

Let us �rst introduce our term probabilistic models about others. We can
see a probabilistic model about another agent as a simple linear structure which
records each particular probability of having a speci�c possible feature of a given
feature set. Thus, we can visualize a model as a vector of the form:

ma

def
= (f1; : : : fn)

where ma is the probabilistic model about agent a and each fi represents
the probability that agent a shows the particular feature i. It is worthy to note
that the sum of all the probabilities of each vector always must be 1, since each
vector (i.e. model) is a partition of the feature probabilities. A model about
another agent is always a probabilistic approximation to the actual character of
the modeled agent.

In the context of our MSG, each agent has two models about each other
agent. The �rst one is the role model ri:

ra
def
= (r1; : : : rn)



where each ri is the probability that agent a has the particular role i. The
second model is the strategy model si:

sa
def
= (s1; : : : sn)

where each si is the probability that agent a follows strategy i.
Our next research step is the following strategy:

Pre-Modeler Strategy: This strategy tells agents to choose the action which
maximizes his expected utility calculated from the probabilistic models about
the other agents. (note that this strategy does not create the models, it just
uses them).

A pre-modeler agent is not an oracle agent! This strategy does not guess
the other agents' roles, strategies, nor calendars. This strategy just uses the
probabilistic models about the other agents. However, it does not create these
models; the models are given and the strategy just use them.

Thus, the pre-modeler agent uses two models about the others: the role and
strategy models described earlier. However, the others' calendar information is
not known nor used by the pre-modeler agent. As in the case of the semi-oracle
strategy, it is not realistic to do so because each agent calendar dynamically
changes after each game. This strategy also uses the probabilistic approach taken
by the semi-oracle strategy for calculating all the probabilities of all the other
agents' possible free slots.

The general pre-modeler's behavior is given by the following algorithm:

1. Given the probabilistic role and strategy models about the others (each

agent's models r and s). For each agent a, generate a set Y with all

the possible role-strategy scenarios y's and their probabilities. For each

agent a, each role-strategy scenario probability is calculated as follows:

P (y) = risj

where y is the role-strategy scenario of agent a created by the combi-

nation of role i and strategy j.

2. Combine all the role-strategy scenarios of each agent and generate a

set G with all the possible playing scenarios for the pre-modeler agent.

Each playing scenario g 2 G is a combination of some particular role-

strategies scenarios y's. The probability of each playing scenario g is

given by:

P (g) =
Y
8y2g

P (y)

3. For each playing scenario g 2 G, follow the semi-oracle strategy, and
get the better slot proposal sg for scenario g and its expected utility

U (sg).
4. Update the expected utility of each proposal obtained in the previous

step:
U (g) = P (g)U (sg)



5. Choose the playing scenario gw which gives the maximum expected

utility to the pre-modeler agent.

6. Bid for the slot of the scenario gw.

Remember, a pre-modeler agent does not create the probabilistic models
about the others. We assume that these models are given, and the pre-modeler
agent just uses them in order to act in the most convenient manner.

The next obvious step is the following strategy:

Modeler Strategy: This strategy incrementally creates probabilistic models
about the others. Then, it chooses the action which maximizes his expected
utility calculated from those models.

The modeler agent is the most complex agent of all the agents we have
created. It does not guess any thing about the others. It will create models about
the other agents in an incremental way, updating those models after each game
during a match. All the probabilities of each model are incrementally updated,
approaching to the actual character of the agent being modeled.

Currently, we are working on the mechanisms for creating and updating these
models about the other agents. One of our primary concerns is to preserve our
probabilistic approach in order to assure optimality in the models without using
any kind of heuristic rules.

We are considering to adopt a bayesian approach for creating the proba-
bilistic models about the others. Using these kind of bayesian mechanisms, the
modeler agent could create the probabilistic models about the others' roles and
strategies based on the others' actions at the �rst round of each game. We are
also investigating how this models can be globally updated after each game based
on the historical record of all the played games during a match.

8 Conclusions

In the preceding sections we have described an experimental framework where
it is possible to assess the relative performance of di�erent playing strategies for
the MSG. This allows to experimentally evaluate the performance of strategies
that build and use models of the competitors; other modeling-agents proposals
fail to provide such an evaluation.

The natural object-oriented modularity of Java and JATLite has help us in
developing a exible testbed. It is easy to change parameters, such as: number
of agents, number of games per match, calendar density, and scoring procedures.
The roles and strategies of each agent are also easily set and reset. If one wants,
it is also relatively easy to create new agent roles and game strategies.

We have used a collection of reference points for a modeler agent's perfor-
mance: The random agent and the oracle provide the extremes of the spectrum,
ranging from least-informed to most-informed strategies. We have formally de-
�ned the strategy of a \pre-modeler", which is capable of using a pre-built prob-
abilistic model. The pre-modeler's strategy aims to be optimal in the sense that
no other non-oracle strategy could outperform it.



Finally, we have sketched the design of a \full modeler" agent {capable of
incrementally building probabilistic models of its competitors, which is part of
our current research.
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