
Abstract

In this paper, we describe a visual servoing system developed
as a human-robot interface to drive a mobile robot toward any
chosen target. An omni-directional camera is used to get the
360 degree of field of view, and an efficient SSD based tracking
technique is developed to track the target. The use of the omni-
directional geometry eliminates many of the problems common
in visual tracking and makes the use of visual servoing a prac-
tical alternative for robot-human interaction. The experiments
demonstrate that it is an effective and robust way to guide a
robot. In particular, the experiments show robustness of the
tracker to loss of template, vehicle motion, and change in scale
and orientation.

1.0  Introduction

Popular approaches for user control of a mobile robot include
direct teleoperation through video or stereo feedback, waypoint
navigation [4], and map-based path designation [6]. All three
approaches require extensive interaction on the user’s part. An
attractive alternative is a mode of control in which the user des-
ignates a target area in an image and let the robot control its
path toward the target using on-board visual servoing. For
example, such an approach is described in [7] in the context of
robotic planetary exploration. There are several advantages of
visual servoing. First, from the user’s standpoint, robot control
is reduced to designating a region in an image, thus freeing him
from low-level control tasks. Second, it greatly reduces the
communication bandwidth between robot and user, since it
does not require continuous image transmission along the path.
Finally, it is easy to integrate it with other modules like obsta-
cle avoidance and planning.
A major shortcoming of previous attempts of using visual ser-
voing for mobile robot control is the limited field of view of the
cameras. This limitation is often addressed by actively control-
ling the orientation of the cameras through a pan/tilt mecha-
nism. Although impressive results have been shown and an
extensive literature exists in this area, mechanical control of
camera orientation is inherently limited in terms of speed and
calibration accuracy. Furthermore, the field of view of the cam-
eras does not provide the user with a view of the environment
all around the robot which would allow him to freely select
arbitrary goal points.
In this paper, we describe an alternative which takes advantage
of the recent development of practical, low-cost, omnidirec-
tional cameras [5]. In this approach, an omnidirectional camera
is used to present the user with views of the environment in a

dome centered at the robot. The user is free to pan, zoom, and
scroll around this dome, and to select goal regions in the
images. Figure 1 shows an example of a spherical image of the
robot’s environment. Figure 2 shows a notional view of a user
interface in which the user is presented with a regular perspec-
tive view in the designated direction. The perspective image is
reconstructed by software although if appears to the user as if
the camera were rotating. Once a goal region is selected, it is
tracked by the robot using on-board visual servoing. The visual
servoing takes advantage of the geometry of the omnidirec-
tional by computing image projections in any direction from
the spherical image by software, thus eliminating the need for
mechanical panning of the camera. Thus, this approach fulfills
the two requirements for such a robot-human interaction sys-
tem: The user has access in real-time to a complete view of the
environment, and the on-board visual servoing system is able
to track regions more efficiently by not worrying about fields of
view or mechanical limits.

Figure 1: Typical spherical image of the environment.

Figure 2: User interaction with the perspective image
reconstructed from the spherical image; a goal region is
selected in the image and transmitted to the robot for on-
board visual servoing.

Omni-Directional Visual Servoing for Human-Robot Interaction

Peng Chang and Martial Hebert
[Peng, hebert]@ri.cmu.edu

Robotics Institute, Carnegie Mellon University, Pittsburgh PA 15213



In the remainder of the paper, we focus on the implemen-
tation of the on-board visual servoing with the omnidirec-
tional camera and its performance. The main advances of
this approach over [7] is that the use of the omnidirectional
camera eliminates the failure modes due to the use of
mechanical orientation, such as problems with large roll
angles, the use of SSD tracking leading to higher speed
performance and more robust tracking without the use of
range information, and the ability for the user to select
region anywhere around the robot.

2.0  System Description

2.1  Omni-directional Camera

The omnidirectional camera used in this work is the com-
mercial camera based on the design developed originally
at Columbia University by Shree Nayar. The camera uses a
parabolic mirror to take a 360 degree view which is pro-
jected in a disc image such as the one shown in Figure 1.
Details of the camera geometry are given in [5]. For our
purposes, the geometry shown in Figure 3 is sufficient to
understand the visual servoing. Rays from the scene pass
through the focal point of the parabolic mirror. Their inter-
section with a sphere centered at the focal point is pro-
jected on the image plane to form the disc image. Given
any arbitrary image planeP, the image that would be
formed onP by the scene can be computed by a simple
transformation of the points in the disc image. We denote
by Fp(xp) the transformation that associates a pointxs in
the disc image to a pointxp in the reconstructed perspec-
tive image. The exact definition ofF and its properties are
described in [5].

Figure 3: Geometry of the omnidirectional camera
(from [5].)

2.2  System Dynamics

The task of the visual servoing system is to continuously
estimate the target position and to output control com-
mands to drive the robot toward the target. The position of
the object as the state vector. Since we use an omni-direc-
tional camera, it is convenient to use the spherical coordi-
nate frame attached to the robot, so the state vector is

. The control vector is
where the v is the forward speed and  is the rotation
speed of the robot. Assuming the object is fixed in world
coordinate frame, the system dynamic equations are:

Figure 4: System state vector.

The estimation equations, also known as observation equa-
tions in control literature, will be described in detail in
Section 3. The system dynamic equations are also impor-
tant. Specifically, we use these equations to predict the rel-
ative motion of the object in the robot frame caused by the
motion of the robot. Although, in practice, the estimation
of dρ/dt based on region size alone is inaccurate, those
predictions can be used to guide the tracker; this will be
discussed in Section 3. 2. Although these system dynamic
equations assume the object remains at a fixed position, it
could be extended to model moving target assuming par-
tial knowledge of target motion.

3.0  Tracking

The accuracy and reliability of a visual servoing system
largely depend on the success of its tracking part. Because
the tracker should be able to track any target chosen by the
user without any assumption about its appearance, only
template based tracking methods are considered. There are
two basic template tracking methods that are broadly used:
temporal differencing and template correlation. These
tracking methods are used to compare the template over a
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certain region of the input image to find the best match
position and update this region as the new target. There is
always a trade-off between robustness and speed of the
overall tracking performance. In order to be more robust,
the tracker needs to search over a larger region which
causes the tracking time to increase. This trade-off also
applies to the size of the template. Normally the sizes of
the template and the search region are chosen empirically
according to the specific purposes of the tasks.
We use a SSD-based tracking algorithm to do the tracking
over the omni-directional image. The details are given in
Section 3.1. All affine motion parameters are computed
using the SSD tracker. The disadvantage of SSD is that it
only allows small variations between two neighboring
templates which makes it prone to losing target when the
target moves too fast or when an occlusion happens. As a
result, quantitative experiments must be carried out to
identify the maximum motion speed that can be tracked,
and strategies must be designed to cope with tracking at
high speed and occlusion. A detailed real time perfor-
mance analysis can be found in Section 3.2, the techniques
used to allow higher target motion speed, including multi
resolution and control algorithms are discussed in Section
3.3, and Section 3.4 describes a simple strategy for recov-
ering from errors caused by occlusions.

3.1  SSD tracking on an omni-directional image

The standard SSD tracking, as described in [3], for exam-
ple, assumes that the transformation between two tem-
plates at times t and t+∆t is a small affine transformation
composed of a matrix∆A and a translationd. Under this
assumption, the SSD between two templates can be writ-
ten as:

After linearization in∆A andd, the motion parameters are
recovered by a simple least squares estimation.
Since the SSD tracking algorithm assumes an affine trans-
formation between two neighboring templates and this
holds only for perspective image planes, so we cannot
apply the standard SSD tracking directly on the disc
image. However SSD tracking can take advantage of the
special spherical geometry by “pointing” the image in the
appropriate direction (Figure 5.) When the user selects an
object in 3D space, a perspective image plane
P1 along this viewing direction is constructed. On this per-
spective image plane, the affine transform assumption for
SSD tracking holds, so we can use SSD to estimate the
affine transform which gives us six parameters (dx, dy) and
δA[1]. dx and dy are translations alongx and y axis,
respectively, andδA accounts for the small deformation
between neighboring templates. We can keep using SSD

to track the object on this perspective plane, but when the
object moves far away from the optical axis, which is also
the original viewing direction, the template will be skewed
by a larger amount, because the focal length can not be set
to be very long, or the reconstructed perspective image
will be very small. What we do instead is to update the
viewing direction so that it always points to the target.
More precisely, the new direction is defined by
where  and
The perspective image plane is reconstructed in this direc-
tion and the SSD tracking is performed on this plane.
When we change the perspective image plane, we intro-
duce an additional transformδB other thanδA. However,
δB is actually very small so thatδA+δB can be properly
estimated by the SSD at the next tracking cycle. Since
SSD tracking allows only small variation between two
templates, dx and dy are normally less than one pixel,
while the focal lengthf is 170 pixel, which is a good num-
ber for reconstructing perspective images, so the viewing
angle actually changes less than 0.006 rad at each tracking
cycle. The resultingδB can be neglected compared toδA.

Figure 5: Geometry of the omnidirectional camera.

The algorithm described above assumes that the spherical
image is unwarped into a small perspective image at every
step of the tracking. In fact, this unwarping step should not
be necessary; we should be able to track the template
directly in the disc image. The only difficulty is that the
template transformation is no longer an affine transforma-
tion because it is compounded with the non-linear spheri-
cal transformationF. The tracking algorithm can be
modified as follows for tracking directly in the disc image.
First we arbitrarily choose a perspective image planeP.
Given any pixelx on P, the mapping functionF mapsx to

, the correspondent coordinates ofx in the disc image.
Suppose at timet, the template on the disc image is

 and at t+ , the template becomes to
. The corresponding values on the perspec-
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tive plane are  and . Assuming
there is a small affine transform between these two
templates on the perspective plane, which means

,

The SSD will minimize the error

Since F is fixed,  can be pre-computed.

3.2  Tracking Rapid Motion

To allow the robot move a high speed, the tracker has to be
able to track rapid motion on the image. The difficulty is
that the tracker assumes small motion, i.e. less than one
pixel, between images. Several techniques are discussed
below to handle rapid motion.

3.2.1  Multi-resolution
A standard way of compensating for rapid motion is to use
coarser image resolution. This has two effects. First,
tracker speed is increased since the template size is
reduced. Second, the magnitude of the image motion can
be constrained to remain within the range in which the lin-
ear approximations used in the tracker are valid.
In the current implementation, a 3x3 Gaussian smoothing
is applied before resolution reduction on the template.
Without smoothing, the aliasing effect would be too large
to allow the SSD to recover the parameters properly. Typi-
cally, no gain in speed is achieved for region smaller than
20x20 pixels because of the overhead of smoothing. A
reduction factor of 2 is typically used in our applicaiton.
For large templates with rapid motion, a resolution reduc-
tion factor of 4 is used for initial tracking estimation.

3.2.2  Kalman filtering
The tracker described so far does not use any predictive
information such as motion from the previous images, and
estimated robot motion. This information is incorporated

in a Kalman filter based on the following model:T is the
true target velocity on the image,Z is the estimation ofT
from SSD tracker andV is used to combine the robot
motion into the model.Vrob represents the target velocity
due to the robot motion.w andv are the model error and
estimation error respectively. Assuming thatw andv are
both unimodal distributions, the output of this Kalman fil-
ter would be a Maximum Likelihood Estimation of current
target motion given the model:

3.3  Detection of Target Loss and Recovery

As we described in Section 3, the SSD tracker is prone to
lose the target region when there is an abrupt change in the
appearance of the target, such as when the target is under-
going a rapid motion that could be not be handled by the
tracker or a partial or fully occlusion happens. Thus it is
critical for the tracker to detect loss of target. The tracker
residual error described in Section 2.0 is used for that pur-
pose. Since the input image is normalized by its varianceσ
prior to processing, the residual error is also normalized
too. Tracking result is rejected if the residual error is
greater than one, i.e., the average SSD on the original
images is greater thanσ. In addition to an absolute limit on
the residuals, a limit of the rate of change of the residual is
also used.
After a target loss is detected, the robot is stopped and a
search based correlation method is used to recapture the
target. The search area for correlation is 50x30. This
method effectively prevents the tracking template from
shifting away from the true target. In practice, the target
could be lost when a full occlusion occurs, e.g. another
object passes between the target and the robot, a partial
occlusion occurs, e.g. some surfaces of the target are no
longer visible due to the change of viewing directions, or
the robot undergoes a sudden motion of an amplitude too
large for the tracker to handle.

4.0  System Integration

SSD is an effective method for template matching. But to
reliably use it on a robot working in real environment, we
need to integrate it with the robot motion control part
seamlessly. Figure 6 shows the interactions between the
SSD tracking and the robot motion control. The robot con-
trol part generates control commands according to the tar-
get motion estimated by the SSD tracker while the SSD
tracker also adaptively changes its tracking parameters,
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such as the resolution reduction factor, according to the
current target motion. The robot motion is also modeled
into the SSD tracker with a Kalman filter. The flowchart
also shows that the SSD tracker can stop the robot based
on the shape of the template in the current image. Accord-
ing to the projection geometry, the scale of the target in the
image would be doubled if the distance from the robot to
the object is reduced by half. So we may integrate the
incremental changes in scaledS into a scale estimateS and
stop the robot whenS is doubled. (In Section 5, we show
that S is actually recovered quite well by the SSD track-
ing.) In a typical scenario, the user points to a target on the
image sent by the robot, and the robot would go approxi-
mately half of the distance and then stop, waiting for the
user to issue the next command.
Right now, we only use a proportional control law to con-
trol the motion of the robot. Namely, the target value of the
state vector is (0, 0) which means the robot has
approached the target. The feedback error is , thus
the control vector .

Figure 6: Flowchart of the tracking system.

5.0  Results

The visual servoing system was implemented on a Pen-
tium 200M PC running Windows NT 4.0. To test it on a
real platform, the omnidirectional camera was mounted on
a Nomadic robot and extensive experiments were con-
ducted under indoor environments. The experimental
setup shown in Figure 7 is only for evaluation purposes;
the robot that will host this system is under development.
Similarly, separate development is under way at Columbia
University for reducing the size of the camera in order to
make it usable on small mobile platforms.

Figure 7: Experimental setup.

5.1  Timing

To evaluate the tracking cycles, we consider several cases
listed in Table 1. The columns show the timings for vari-
ous sizes of the selected templates, and the rows show the
timings of tracking performed at different resolutions. 1/2
means half resolution, and 1/4 means one fourth resolu-
tion. The timing table indicates that the tracker can track a
50x100 template at frame rate, and the template could be
larger if the tracking is performed at a lower resolution. In
those experiments, the tracking includes the overhead of
computing a small perspective image from the disc image.
This spherical unwarping overhead is typically less than
10% of the total time.W is the size of the template.

5.2  Target Size

To get a sense of what kinds of objects we can choose as
the target, we need to know how large an object is in the
image at different distances. We choose two targets of
sizes of 4m x 2.5m and 0.5m x 0.3m respectively, and
measure their sizes at various distances, and the results are
shown in Table 2 and 3. It is worth noting that the sizes
also depend on the viewing direction and the focal length.

ϕ– θ–( , )
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TABLE 1.  Time for one tracking cycle

Size 20 x 20 50 x 50 50 x 100 100x200

1/2 3 ms 17 ms 35 ms 150 ms

1/4 2 ms 11 ms 20 ms 80 ms

TABLE 2. target size in the dewarped images

distance 5m 4m 3m 2m 1m

0.5mx0.3m 18x10 25x17 27x18 40x27 71x53



Combining Table 1 and Table 3, we may conclude that the
tracker can track a fairly large target, 4m x 2.5m in this
case, from a distance of 40m away to a distance as close as
5m away at frame rate. This data also shows that the size
computed by the tracker is approximately linear with the
distance to the target. This justifies the practical use of the
size change for the stopping condition as described in Sec-
tion 3.5.

5.3  Target Loss Detection and Recovery

As discussed in Section 3.2.3, the residual error is a good
criterion to detect a target loss. Figure 8 shows a simple
example in which the tracked region is suddenly occluded
and reappears after some time. Figure 9 shows the profile
of the tracking residual as a function of time. The sharp
increase in residual is correctly detected before the maxi-
mum residual is reached. A 40 x 30 template was used in
this example; a 50 x 30 region in the image was used for
the correlation search.

Figure 8: Resistance to transient occlusions; (a) the
tracker was tracking the target; (b) a person passed
through, occluding the target; (c) the tracker noticed
the occlusion and performed a searching, notice that
the original template did not change; (d) when the
person walked away, the target was recaptured
successfully. In all four panels, the original template is
shown at the upright conner and the current template
was shown below it.

.

Figure 9: Residual tracking error as a function of time
for the example of Figure 8.

5.4  Performance

In order to evaluate the limitations of the system, it was
tested extensively in an indoor environment by selecting a
variety of targets at different distances and with different
commanded robot speeds. Over 100 runs of the servoing
and tracking system were tried with different targets and
speeds. The speed of Nomadic platform used for these
experiments was severely limited. As a result, the maxi-
mum measurable speed for those experiments, including
experiments with manual translation of the apparatus, was
1.5 m/s. Because of this limitation on the experimental
setup, the maximum speed is not known other than the fact
the servoing worked reliably and consistently at up to
1.5m/s translation and 20o/s rotation. The experiments
show that with the improvement of the robustness and
accuracy of the tracking system, we can drive the robot
servoing targets fast and robustly.

Figure 10 shows an image sequence obtained as the robot
tracks a target, a door in this case. The scale increased
when the distance to the target decreased. In this case, the
robot was driven at 40cm/s. Note that the original tem-
plate, which is shown at the upright corner of each panel,
is kept throughout the tracking. The template shown below
the original template is the current template after dewarp-
ing by the SSD tracking. This example shows that the

TABLE 3. Target size in the dewarped image

distance  40 m  20 m  10 m  5 m

4mx2.5m  10x8  25x15  45x25 90x50

(a) (b)

(c) (d)
TABLE 4.  Speed performance

Size

Resolution

30 x 30

2

30 x 30

4

60 x 60

2

60 x 60

4

Rotation > /s > /s /s > /s

Translation 1.5m/s 1.5m/s 1.0m/s 1.0m/s

20
°

20
°

15
°

20
°



scale change is properly estimated and integrated and that
the tracking was sufficiently accurate for servoing. Figure
11 shows another tracking sequence from another run
involving both rotation and translation.

Figure 10: Part of an image sequence showing the scale
factor is properly recovered by the SSD tracking over a
long distance (15m).

Figure 11: Six images from a tracking sequence.

6.0  Conclusion

We have presented an approach to visual servoing for
mobile robots which takes advantage of the geometry of
an omnidirectional camera. The visual servoing system
uses an SSD-based template tracker which can be imple-

mented either as a classical template matching algorithm
on perspective images reconstructed from the spherical
image, or directly on the spherical image. The visual ser-
voing system is shown to be resistant to variation in tem-
plate size, appearance, and occlusions. The tracking speed
is consistent with the requirements of typical mobile
robots. This approach provides an attractive option for the
design of human-robot interfaces in which the user is able
to designated arbitrary regions in the environment of the
robot.
Current work involves the integration of the visual servo-
ing into a comprehensive user interface system, and its
implementation on a high mobility robot for operation in
urban terrain.
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