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Abstract

A mobile system for space shuttle servicing, theTessellator, has been configured, designed and is currently being built
and integrated. Robot tasks include chemical injection and inspection of the shuttle’s thermal protection system. This
paper outlines tasks, rationale, and facility requirements for the development of this system. A detailed look at the mobile
system and manipulator follow with a look at mechanics, electronics, and software. Salient features of the mobile robot
include omnidirectionality, high reach, high stiffness and accuracy with safety and self-reliance integral to all aspects of
the design. The robot system is shown to meet task, facility, and NASA requirements in its design resulting in
unprecedented specifications for a mobile-manipulation system.

1. Background

Automation has historically not played a role in the ground processing operations of spacecraft and space systems. In
part, this has been due to scepticism regarding the viability of robotics technologies and a strong concern for safety of
flight hardware and personnel. The Robotics Institute at Carnegie Mellon University (CMU) and a committed group at
NASA felt strongly that the time was right to investigate both applications and technologies for ground processing. In
1990 we investigated the automation of a variety of ground processing applications [NASA-TPS 90, NASA-PPS 90]. The
studies not only concluded that there were tasks worth automating but that current robotic technologies made this
automation possible.

Of the many tasks in ground processing of spacecraft and payloads, we focused on the Thermal Protection System (TPS)
of the Space Shuttle. It was a task that was possible to automate within a relatively short time and it brought in issues of
flight hardware accessibility. It also offered high payback and could serve as a first step in providing compelling
arguments for automation for both ground processing and space robotics. Beyond this there was a strong rationale for
these applications including:

• Safety. Materials and chemicals associated with particular TPS tasks are dangerous to humans and require
suiting up and cordoning off work areas during operations

• Time. It is possible for a single machine to do the work of several people, not only reducing hazardous
exposure in some cases but also man-hours associated with that task.

• Quality and Reliability. By providing accurate first-pass measurements and verification, rework is reduced.
Many of the TPS tasks are characterized by highly repetitive and fatiguing overhead work.

• Paperwork. A benefit that can save many hours and forms is the incorporation of automated data recording
and information transfer. The resultant data integrity and complete and accurate reports generated are of
great value in tracking and planning work.

We began the design of a mobile system by closely examining task, facility and requirement issues that would impact the
design. This was followed by configuration and detailing of the system.

2. Thermal Protection System Tasks

Maintenance of the shuttles is lengthy and costly. Turnaround time, termed “flow,” is typically three to four months. The
process begins within minutes after landing and ends just prior to launch. As part of this process, the TPS must be
carefully inspected and a large number of tasks accomplished during flow.



Upon landing at either the Dryden facility in California or Kennedy Space Center in Florida, the Orbiter is brought to
either the Mate-Demate Device (MDD) or the Orbiter Processing Facility (OPF). These are large structures that provide
access to all areas of the orbiters. The two tasks listed below are those that we felt were both technically feasible and
high payoff tasks within a relatively short project time frame.

2.1. Rewaterproofing
The Orbiter is covered with several types of heat resistant tiles that protect the orbiter‘s aluminum skin during the heat of
reentry. While the majority of the upper surfaces are covered with flexible insulation blankets, the lower surfaces are
covered with silica tiles. These tiles have a glazed coating over soft and highly porous silica fibers. The tiles are 95% air
by volume which makes them extremely light but also makes them capable of absorbing a tremendous amount of water.
Water in the tiles causes a substantial weight problem which can adversely affect launch and orbit capabilities for the
shuttles. Since the orbiters may be exposed to rain during transport and on the launch pad the tiles must be waterproofed.
This is accomplished through the use of a specialized hydrophobic chemical, DMES, which is injected into each and
every tile. There are approximately 17,000 lower surface tiles covering an area that is roughly 25m x 40m.

In the current process, DMES is injected into a small hole in each tile by a handheld tool that pumps a small quantity of
chemical into the nozzle. The nozzle is held against the tile and the chemical is forced through the tile by a pressurized
nitrogen purge for several seconds. The nozzle diameter is about 1cm but the hole in the tile surface is about 0.1cm. The
tile heights range from 290cm to 400cm from the floor of the OPF. It takes about 240 man-hours to rewaterproof the tiles
on an Orbiter.

2.2. Inspection
During launch, reentry and transport a number of defects can occur on the tiles. These are evident as scratches, cracks,
gouges, discoloring, and erosion of surfaces. These defects are generally termed anomalies that are examined to
determine if they warrant replacement, repair or no action. The typical procedure involves visual inspection of each tile to
see if there is any damage and then to assess and categorize the defects according to detailed checklists. Later, work
orders are issued for repair of individual tiles.

3. Design Constraints

As described above, the tasks can dictate robot system specifications. In addition, the operating environment can also
impact robot design. The following issues had strong effects on design options.

3.1. Facility Issues
During a flow, the time period between landing and takeoff, the orbiters are refurbished in the Orbiter Processing
Facilities (OPF) at Kennedy Space Center (KSC). These facilities provide access to all areas of the orbiters through the
use of intricate platforms that are laced with plumbing, wiring, corridors, lifting devices etc. The orbiters enter the OPF
and are then jacked up and leveled. Substantial structure then swings around and surrounds the orbiter at all sides and at
all levels. With the exception of the jackstands that support the orbiters, the floorspace directly beneath the orbiter is
initially clear. This is not the case for the surrounding structure. During flow the work areas can be very crowded.

Perhaps the facility constraint with the most impact is the requirement to enter the OPF through personnel access doors.
These doors are 1.1m (42”) wide and the layout within the OPF allows a length of 2.5meter (100”) for the robot. In
addition, there are structural beams whose heights are as low as 1.75m (70”). Thus, the height, width and length of the
robot are all limited by these various dimensions. However, once under the orbiter the tile heights range from about 2.9
meters to 4 meters. The compact roll-in form of the mobile system has to then reach upward to the tile heights and still
meet the 1mm accuracy requirements.

Additional constraints include the negotiation of jackstands, columns, workstands and overcoming cables and hoses. In
addition there are hanging cords, clamps and hoses. Because the system might cause damage to the ground obstacles,
cable covers are used for protection but the robot system must traverse these covers.



3.2. Task Issues
People are understandably cautious about robot systems in close proximity to flight hardware such as the Orbiter. The
paramount concern is safety to the personnel and the Orbiters. This requires techniques and methods to analyze potential
failure points and effects of these failures. We addressed this through detailed failure modes and effects analysis (FMEA);
a formal procedure to identify safety problems in design. Additionally hazard analyses and critical items lists are being
developed to identify safety issues.

DMES is flammable and toxic requiring all electronics to meet Class I Division II of the National Electrical Code (NEC)
specs. Our solution is to use intrinsically safe (incapable of sparking) components where exposed and to purge electronic
enclosures with gaseous nitrogen.

One of the tenets of the project is to impact the current tasks and flow as little as possible. This means performing the
same tasks in at least the same amount of time and providing equal or better quality.

4. Design Issues

There is a direct relationship between the size of the robot workspace and the number of tiles covered. As one might
expect, the larger the workspace, the greater the number of tiles covered. What is not so obvious are the effects of the
workspace size on the time that it takes to all the tiles. For example, if the robot has a small workspace, then the time to
stow, move and re-deploy may dominate the overall time, not the actual processing of the tiles. In this section we show
the effects of workspace and mechanism movement time on the design.

4.1. Base Tessellation
Tessellation refers to the tiling patterns of the robot workspace across the total area of the orbiter to be serviced (the task-
space). An important observation about tessellating the workspaces is that there are always some inefficiencies in
coverage due to overlap. If the task-space was a regular shape, a rectangle for example, one could come up with some
workspace which would tessellate the task-space perfectly with no wasted moves or overlap. Since the orbiter is not a
regular shape, and there are many obstacles in the work areas, it was important to determine the effect of this overlap. We
use the termefficiency to refer to the ratio of non-overlapped spaces to total area.

Based on the mechanical constraints and our knowledge of the facility constraints, we chose a set of different workspaces
to compare. The process involved tiling outlines of the workspace on the orbiter outline and trying to tessellate the task-
space as efficiently as possible. The next step was to develop a formula which would give total task time based on the
configuration. The generalization involves viewing the tessellation of a given base form as a function of efficiency and
workspace. The efficiency is the average percentage of the workspace which can be used during each base move. We
formulated a relationship between the efficiency and workspace and finally, the total number of hours required to do the
task.

Efficiency is really a function of the interactions between workspace and the task-space. Empirical studies gave us a
range of efficiencies between 0.55 and 0.67. Logically, a robot which serviced only one tile per base move would have an
efficiency of 1.00, however it would require 15,000 base moves. Any robot with a reasonable number of tiles in its
workspace will not be 100% efficient.

With these results, we established a lower bound on the workspace required of the machine to carry out the tasks in the
time needed. But there are other factors in deployment and operation that can affect the evaluation. From the figure below
we show a general range of useful efficiencies and workspaces. From the manual tessellation studies a conservative
efficiency of 0.6 was estimated to be a lower bound and although the base move time is not as critical as tile servicing
time, the base movement time includes some level of human operator interaction. The important result from this work
was that efficiency, or the amount of overlap did not greatly affect overall time for a workspace greater than 150-200
tiles. This gave us a bound on workspace and therefore robot manipulator reach.

4.2. Base Move Effects
While it appears that workspace size greater than 150 tiles does not have a strong effect on the overall time, it does affect
the number and frequency of base moves. If operators are required to interact every few minutes with the system for



monitoring base moves then the attractiveness of the system to users is far less than one that needs only infrequent
attention. A goal of approximately one base move per half-hour was set. Once per half hour translates roughly into 80
moves during the course of rewaterproofing the orbiter. This results in a workspace of 300 tiles. A reduction to 250 tiles
in the workspace gives 100 moves, or a base move every 24 minutes.

Figure 1. Efficiency (overlap) does not greatly affect overall time for workspaces above 150 tiles.

Only small workspaces and low efficiencies show a significant adverse effect on the total task time. If the workspace is
over 150 tiles the total time is only mildly affected by efficiency. The vast majority of this graph is relatively flat.
However, the tile servicing time, has a great effect on overall time. Tile servicing time is critical to total task time by
comparing the effects of time to service a tile and the time to move the base. With approximately 15,000 tile servicing
steps and only a few hundred base moves at most, it is fairly intuitive that this would be the case, however it is important
to note that areduction of 1 second on the tile servicing time results in an approximate 4 hour reduction in total task
time.

The tessellation and base move issues combine to provide insight into robot configuration and even use. With a
workspace of an appropriate size the overall time can be minimized while keeping robot size within the facility
constraints. For 150-200 tiles, that workspace size is approximately 3.5-4.5 m2. Note that the area of the robot base is
approximately 2.5m2 which means the arm must reach out beyond the perimeter of the base. This was already recognized
however, since some tiles are above obstacles that the base cannot intrude upon, such as the jackstands.
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Figure 2. A tessellation of an orbiter using a large rectangular robot workspace

5. Robot Design

The facility constraints provided dimension limits for the whole system and task constraints drove system specifications
such as speed and accuracy as well as physical specs on reaches with the workspace.

We examined a wide variety of options for the needs of these tasks. This included classes of devices that allowed
inspection from afar, large fixed but movable, manipulators and even suction-cupped walkers. These ideas became
detailed examinations of a wide variety of robotic devices. Many options were rejected on the grounds of flexibility,
issues of self-sufficiency, safety to personnel or flight hardware etc. As a result of these preliminary studies the system we
focused on was that of a mobile base integrated with a manipulator system.

We also began with some very preliminary estimates regarding weight, size and other requirements from the other
devices that were to be integrated into the system. These included the rewaterproofing tool and vision system.

5.1. Locomotion
The size constraints of the vehicle coupled with the close quarter navigation needs for operating in the OPF required a
locomotion system of high maneuverability. A wheeled system utilizing Mecanum wheels was selected [Blackwell 90]
which utilizes novel roller wheels to obtain three-degree-of-freedom (DOF) motion in the plane, pure rolling contact for
accurate positioning, and non-singular motions for small and precise final motions. The system uses four controlled
DOF’s to obtain a 3DOF system. The fourth degree of over-constraint is controlled and detectable. [Muir 88]

The drivetrains for locomotion are within the diameter of the wheel hub and consist of a brushless DC motor, resolver for
positioning and commutation, a brake for safety reasons, a cycloidial reducer providing 225:1 gear reduction with
exceptional stiffness, and a locking hub that couples the output of the reducer to the wheel. The locking hub allows the



operator to disengage the wheels from the drivetrain completely. In an emergency this provides a means to tow or push
the machine out of the way.

The drive system is able to move the robot over 10cm high steps and up 20% grades. Although the rollers are not soft
and have a high durometer rating they are compliant enough to affect accuracies of the system at full reach. The need to
lock out this compliance and provide a stable non-compliant platform resulted in the use of automated screw jacks to
descend from the base and contact the floor. Current threshold is used to determine contact and provide some indication
of force.

The base is formed by very rigid welded steel frame. The design was not stress driven; rather it is deflection driven to
provide a very stiff base from which to operate the manipulator. Unlike most base-manipulator configurations the robot
was designed from the beginning to integrate the two sub-systems of locomotion and manipulation. Figure 3 shows a
general outline of the sub-systems of the Tessellator robot.

The drivetrain suspension is a simple rocker-arm design much like those on heavy construction machinery. This was very
simple and top robot speeds are slow enough (30 cm/sec) that this is suitable for this application. The base supports two
enclosures for electronics and rewaterproofing equipment as well as an on-board nitrogen tank and a battery cage. See
Electronics and Power section.

5.2. Manipulation
When the base reaches a particular work area the stifflegs deploy and provide a rigid base to work from. The manipulator
then begins to unfold itself from it’s stowed configuration. The manipulator provides a number of motions, some
redundant, to reach the tiles. As shown in Figure 3 the first motion is termed the Major-Z. The Major-Z is a pair of
parallel heavy duty ball-screw actuators that work synchronously to lift the rest of the manipulator. Parallel to the Major-
Z actutators are 7.5cm diameter steel shafts that provide isolation from side forces on the linear actuators. Typically,
commercial actuators do not provide for side loads.

Linear rails connect the two actuators to give a vertically raised rigid platform that can move the rest of the mecahnism
along the length of the robot. The linear rails are two ballscrew driven devices driven in parallel from another motor
drive.

A second vertical motion is then used to lift the later sections of the manipulator. The two motions are used because a
single telescoping device could not provide to combination of stroke length, short unextended height, payload and
accuracy needed. This drive is a rack and pinion drive utilzing a large cross section tube for stiffness and strength. Atop
this motion is a 360 degree rotating motion. A spur gear drive with additional braking provides a simple solution for this
motion.

From this rotate motion a boom nearly a meter in length extends to a stow-deploy link. This link provides no servo
motion or any motion during the course of operations. It only swings the wrist and toolplate into position for the work.
The need for this motion stems from the height requirements and the need to package the robot within the constraints
imposed by the facilities. A nice feature of this motion however is the ease with which calibration, maintenance and
inspection of the wrist and toolplate can be made.

The wrist is a modified Rosheim wrist that provides a hemispherical non-singular workspace. It is capable of moving and
accurately positioning the heavy 25kg end-effector.

To relieve side forces and moment loads on the Minor-Z motion the boom, wrist and toolplate are counterweighted. The
counterweight, although it increases overall weight and complicates deployment slightly, simplifies issues of accounting
for deflections due to tremendous off-center loading conditions.

It should be noted that all motions are designed to be manually operated should the need arise. In the course of periodic
maintenance and servicing it is expected that this feature will prove extremely useful. All motions also have absolute
encoding to give position at all times, even in the event of power cycling or computer failure.



Figure 3. Tessellator subsystems

5.3. Positioning and Navigation
To achieve accuracies of 1mm across the underside of the orbiter we need a precise means of positioning. We took an
approach that utilizes two systems to give us the required accuracy. A rotating eye-safe laser scanner reads bar code
targets that are precisely located in the facility. Triangulation from three or more of the many targets can give us robot
position with a few centimeters. This will position us precisely enough to find a specific tile. The tile positions are known
very accurately with respect to the shuttle and we can register the tile position with the vision system we are using for
inspection.

There are several frames of reference and corresponding transforms between them. The Orbiter is parked within some
position error which is known and measured as a normal procedure. This gives us the orbiter-facility transform. Then the
transform between the robot and facility is given by the laser positioning system and finally the loop is closed through the
vision system which precisely identifies the position of a specific tile whose position is already known on the orbiter.This
finally gives us a precise robot-orbiter transform.

Currently the positioning of the robot base during base motion is done simply through an interative positioning scheme.
The dead-reckoning of the wheeled machine is quite good but we intend to augment this with an on-the-fly Kalman
technique to provide rapid position updates.

5.4. Electronics and Power
The electronic design of Tessellator is driven by two major constraints: It must run un-tethered for up to 10 hours (one 8-
hour shift plus setup, employment, and deployment time), To meet the safety requirements imposed by DMES it is
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necessary to meet National Electrical Code (NEC) class 1 division II requirements for operating in a hazardous
atmosphere.

Detailed power estimates and a generous safety margin indicated that a minimum of 15 kilowatt-hours of power would
need to be carried on-board. Because minimizing the weight of the robot was not a high priority, standard gelled lead acid
batteries were chosen. They offer good power density, can be deeply discharged with no degradation, are simple to
charge, and are rugged, cheap, and reliable. A main bus voltage of 144 volts DC was chosen to meet motor torque
requirements, and also lends itself to efficient DC-DC conversion. The battery pack is removable via a palette-jack, and
the entire battery pack is charged off-board the robot. The robot can be powered through a tether for testing and in case
of a battery failure.

To meet the explosion proof requirements, it is necessary that nothing that could potentially spark or reach flash point
temperature be exposed to the atmosphere. This is usually accomplished by packaging electronics in bulky explosion-
proof boxes (which can contain any hot combustion products if the contents were to explode). We use a sealed thin-wall
enclosure, and use the nitrogen to keep it purged of atmosphere and at a slight positive pressure. With this scheme, there
is no way for explosive gasses to leak into the presence of the electronics. To keep the main electronics enclosure cool
without an atmosphere exchange, two heat pipes are used remove heat. The tool plate also employs a thermoelectric
cooler.

All of the electronic enclosures are purged and pressurized, including the battery pack. When the battery pack is off-
board for charging, it is ventilated to prevent the accumulation of hydrogen gas (a by-product of the lead acid chemical
reaction).

5.5. Computing
Tessellator’s computing environment consists of four on-board computers (Figure 2) and one off-board database. The
hardware and software architecture of the on-board systems is based on a design employed successfully by a number of
CMU’s other robots.

Figure 4. Computing hardware for Tessellator
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Three of the on-board computers are VMEbus based real-time systems: a robot controller which controls the base and
manipulator motions and monitors the overall health and status of the robot; a vision system which performs the registration
and inspection tasks; and a waterproofing system which controls the waterproofing injection system. The hardware for these
systems was chosen to meet performance, power budget, size and packaging constraints. They all run Wind River’s
VxWorks real-time operating system.

The two computer systems which directly control actuator motion (robot controller and waterproofing system) employ
“safety circuits” between the computer servo outputs and the motor amplifiers. This piece of hardware has a large number of
analog and digital inputs which monitor various system values, and functions as a smart fuse. In the event any parameter
goes out of bounds (for example: motor current, enclosure temperature, or low battery level), the safety circuit removes
power from the amplifiers and brakes, effectively locking the actuators. The computer can then query the safety circuit for
the cause of the shutdown and take corrective measures. Reacting to out of bounds conditions at a hardware level insures a
fast response time and removes the burden from software.

The fourth on-board system is the high level planner. The planner is responsible for planning the course of action to
complete a given task and appropriately commanding the subsystems. In the case of an error or failure in any system,
primary safing is performed at a low hardware level via the safety circuits, and the planner performs recovery actions. The
planner also maintains a graphical operator interface, which allows the operator to load and update task parameters and stay
informed about the progress of the current task. Additionally, the planner interfaces to the bar code navigation scanner. The
planner consists of a Sun Sparc-2 class processor running the SunOS operating system.

All of the on-board systems are interconnected with an Ethernet local area network. Communication between the systems is
via CMU’s Task Control Architecture (TCA) [Simmons 91], which provides communication between software modules,
goal tree generation and execution, resource management, and rudimentary error recovery. Off-board the robot is the Work
Cell Controller, which is discussed in Section 9.

5.6. Software
Software comprises a large and critical portion of the entire system. In order to meet project deadlines, it was necessary to
develop the software in parallel with the mechanical and electrical design and development. Fortunately, we had access to a
small indoor research robot, Uranus [Blackwell 90], which, except for its size, has a very similar mechanical and computer
architecture. This allowed us to begin testing planning and navigation algorithms well before the actual Tessellator hardware
was ready. For instance, by specifying the interface between the planner and the base controller in a generic “virtual vehicle”
fashion, the planner can be run without requiring any knowledge of what vehicle it is actually talking to. Since the TCA
commands and queries serviced by both Tessellator’s and Uranus’s controllers were identical, switching between the two
robots is simply a matter of attaching one or the other controllers to the planner’s network.

For base motions we selected the following method for course of robot action: Notify operator, move only with deadman
switch actuated by operator. Reasons for this selection include that the robot can drive more smoothly and directly than the
operator. Additioanlly with the override control, the operator can stop the motion easily at any time and observe progress of
the robot in the course of a move. This also allows a simple to implement upgrade path for the software for autonomy.

Our goal from the beginning has been to allow a full upgrade path to autonomy in both hardware and software and to
provide a self-reliant system. In system design this has meant provisions for all on-board power and supplies that might have
been supplied through a tether. At the same time issues of safety and many ‘what-if’ scenarios had to be considered. The
decision was finally for the operator-override option. This was no different than the full-autonomy mode but allowed the
robot to be shut down at any time by the operator.

To protect both flight hardware and the robot, we are using proximity sensing around the base and sections of the
manipulator. Contact bumper strips surround the base, but during base motions an operator is primarily accountable for
robot actions. This was an interesting development as a result of trying to certify multiple safety sensors and accounting for
failures of safety sensors.

5.6.1. Testing and Verification
Formal methods, unit testing and fault tree analysis were all tools utilized in the course of MAPS development. In offline
testing we used the creation of software conditions that correspnded to error conditions, we created sample input sets to



provide critical values to routines and in some cases exhaustively tested critical software components with all possible
inputs.

5.7. Workcell Controller
At the beginning of a shift, the Tessellator is downloaded a job. The job consists of a series of files describing tile locations,
sequences, target id’s, orbiter parking measurements etc. The job is created on the Workcell Controller, an off-board
workstation that is used to both create jobs and update other NASA databases after the robot uploads data gathered during
the course of the shift. This data includes tile images, records of tiles injected or inspected, and other pertinent job data. In
addition robot status data is used to monitor robot operation as well.

6. Conclusion

We are in the middle of development and testing. When the integration system is delivered to KSC in the summer of 1993,
there will still be at least a year of certification and continued testing. We have attempted to address all issues of certification
early in the design process to provide a solid working system that meets all relevant NASA requirements.

We began detailed design in June of 1991 and demonstrated the integration of mobile base, MAPS software, positioning
system and controller at KSC in June 1992. Our current schedule is to demonstrate the integrated system in early 1993 and
deliver a complete system ready for certification by summer 1993.
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Abstract

A mobile system for space shuttle servicing, theTessellator, has been configured, designed and is currently being built
and integrated. Robot tasks include chemical injection and inspection of the shuttle’s thermal protection system. This
paper outlines tasks, rationale, and facility requirements for the development of this system. A detailed look at the mobile
system and manipulator follow with a look at mechanics, electronics, and software. Salient features of the mobile robot
include omnidirectionality, high reach, high stiffness and accuracy with safety and self-reliance integral to all aspects of
the design. The robot system is shown to meet task, facility, and NASA requirements in its design resulting in
unprecedented specifications for a mobile-manipulation system.

1. Background

Automation has historically not played a role in the ground processing operations of spacecraft and space systems. In
part, this has been due to scepticism regarding the viability of robotics technologies and a strong concern for safety of
flight hardware and personnel. The Robotics Institute at Carnegie Mellon University (CMU) and a committed group at
NASA felt strongly that the time was right to investigate both applications and technologies for ground processing. In
1990 we investigated the automation of a variety of ground processing applications [NASA-TPS 90, NASA-PPS 90]. The
studies not only concluded that there were tasks worth automating but that current robotic technologies made this
automation possible.

Of the many tasks in ground processing of spacecraft and payloads, we focused on the Thermal Protection System (TPS)
of the Space Shuttle. It was a task that was possible to automate within a relatively short time and it brought in issues of
flight hardware accessibility. It also offered high payback and could serve as a first step in providing compelling
arguments for automation for both ground processing and space robotics. Beyond this there was a strong rationale for
these applications including:

• Safety. Materials and chemicals associated with particular TPS tasks are dangerous to humans and require
suiting up and cordoning off work areas during operations

• Time. It is possible for a single machine to do the work of several people, not only reducing hazardous
exposure in some cases but also man-hours associated with that task.

• Quality and Reliability. By providing accurate first-pass measurements and verification, rework is reduced.
Many of the TPS tasks are characterized by highly repetitive and fatiguing overhead work.

• Paperwork. A benefit that can save many hours and forms is the incorporation of automated data recording
and information transfer. The resultant data integrity and complete and accurate reports generated are of
great value in tracking and planning work.

We began the design of a mobile system by closely examining task, facility and requirement issues that would impact the
design. This was followed by configuration and detailing of the system.

2. Thermal Protection System Tasks

Maintenance of the shuttles is lengthy and costly. Turnaround time, termed “flow,” is typically three to four months. The
process begins within minutes after landing and ends just prior to launch. As part of this process, the TPS must be
carefully inspected and a large number of tasks accomplished during flow.



Upon landing at either the Dryden facility in California or Kennedy Space Center in Florida, the Orbiter is brought to
either the Mate-Demate Device (MDD) or the Orbiter Processing Facility (OPF). These are large structures that provide
access to all areas of the orbiters. The two tasks listed below are those that we felt were both technically feasible and
high payoff tasks within a relatively short project time frame.

2.1. Rewaterproofing
The Orbiter is covered with several types of heat resistant tiles that protect the orbiter‘s aluminum skin during the heat of
reentry. While the majority of the upper surfaces are covered with flexible insulation blankets, the lower surfaces are
covered with silica tiles. These tiles have a glazed coating over soft and highly porous silica fibers. The tiles are 95% air
by volume which makes them extremely light but also makes them capable of absorbing a tremendous amount of water.
Water in the tiles causes a substantial weight problem which can adversely affect launch and orbit capabilities for the
shuttles. Since the orbiters may be exposed to rain during transport and on the launch pad the tiles must be waterproofed.
This is accomplished through the use of a specialized hydrophobic chemical, DMES, which is injected into each and
every tile. There are approximately 17,000 lower surface tiles covering an area that is roughly 25m x 40m.

In the current process, DMES is injected into a small hole in each tile by a handheld tool that pumps a small quantity of
chemical into the nozzle. The nozzle is held against the tile and the chemical is forced through the tile by a pressurized
nitrogen purge for several seconds. The nozzle diameter is about 1cm but the hole in the tile surface is about 0.1cm. The
tile heights range from 290cm to 400cm from the floor of the OPF. It takes about 240 man-hours to rewaterproof the tiles
on an Orbiter.

2.2. Inspection
During launch, reentry and transport a number of defects can occur on the tiles. These are evident as scratches, cracks,
gouges, discoloring, and erosion of surfaces. These defects are generally termed anomalies that are examined to
determine if they warrant replacement, repair or no action. The typical procedure involves visual inspection of each tile to
see if there is any damage and then to assess and categorize the defects according to detailed checklists. Later, work
orders are issued for repair of individual tiles.

3. Design Constraints

As described above, the tasks can dictate robot system specifications. In addition, the operating environment can also
impact robot design. The following issues had strong effects on design options.

3.1. Facility Issues
During a flow, the time period between landing and takeoff, the orbiters are refurbished in the Orbiter Processing
Facilities (OPF) at Kennedy Space Center (KSC). These facilities provide access to all areas of the orbiters through the
use of intricate platforms that are laced with plumbing, wiring, corridors, lifting devices etc. The orbiters enter the OPF
and are then jacked up and leveled. Substantial structure then swings around and surrounds the orbiter at all sides and at
all levels. With the exception of the jackstands that support the orbiters, the floorspace directly beneath the orbiter is
initially clear. This is not the case for the surrounding structure. During flow the work areas can be very crowded.

Perhaps the facility constraint with the most impact is the requirement to enter the OPF through personnel access doors.
These doors are 1.1m (42”) wide and the layout within the OPF allows a length of 2.5meter (100”) for the robot. In
addition, there are structural beams whose heights are as low as 1.75m (70”). Thus, the height, width and length of the
robot are all limited by these various dimensions. However, once under the orbiter the tile heights range from about 2.9
meters to 4 meters. The compact roll-in form of the mobile system has to then reach upward to the tile heights and still
meet the 1mm accuracy requirements.

Additional constraints include the negotiation of jackstands, columns, workstands and overcoming cables and hoses. In
addition there are hanging cords, clamps and hoses. Because the system might cause damage to the ground obstacles,
cable covers are used for protection but the robot system must traverse these covers.



3.2. Task Issues
People are understandably cautious about robot systems in close proximity to flight hardware such as the Orbiter. The
paramount concern is safety to the personnel and the Orbiters. This requires techniques and methods to analyze potential
failure points and effects of these failures. We addressed this through detailed failure modes and effects analysis (FMEA);
a formal procedure to identify safety problems in design. Additionally hazard analyses and critical items lists are being
developed to identify safety issues.

DMES is flammable and toxic requiring all electronics to meet Class I Division II of the National Electrical Code (NEC)
specs. Our solution is to use intrinsically safe (incapable of sparking) components where exposed and to purge electronic
enclosures with gaseous nitrogen.

One of the tenets of the project is to impact the current tasks and flow as little as possible. This means performing the
same tasks in at least the same amount of time and providing equal or better quality.

4. Design Issues

There is a direct relationship between the size of the robot workspace and the number of tiles covered. As one might
expect, the larger the workspace, the greater the number of tiles covered. What is not so obvious are the effects of the
workspace size on the time that it takes to all the tiles. For example, if the robot has a small workspace, then the time to
stow, move and re-deploy may dominate the overall time, not the actual processing of the tiles. In this section we show
the effects of workspace and mechanism movement time on the design.

4.1. Base Tessellation
Tessellation refers to the tiling patterns of the robot workspace across the total area of the orbiter to be serviced (the task-
space). An important observation about tessellating the workspaces is that there are always some inefficiencies in
coverage due to overlap. If the task-space was a regular shape, a rectangle for example, one could come up with some
workspace which would tessellate the task-space perfectly with no wasted moves or overlap. Since the orbiter is not a
regular shape, and there are many obstacles in the work areas, it was important to determine the effect of this overlap. We
use the termefficiency to refer to the ratio of non-overlapped spaces to total area.

Based on the mechanical constraints and our knowledge of the facility constraints, we chose a set of different workspaces
to compare. The process involved tiling outlines of the workspace on the orbiter outline and trying to tessellate the task-
space as efficiently as possible. The next step was to develop a formula which would give total task time based on the
configuration. The generalization involves viewing the tessellation of a given base form as a function of efficiency and
workspace. The efficiency is the average percentage of the workspace which can be used during each base move. We
formulated a relationship between the efficiency and workspace and finally, the total number of hours required to do the
task.

Efficiency is really a function of the interactions between workspace and the task-space. Empirical studies gave us a
range of efficiencies between 0.55 and 0.67. Logically, a robot which serviced only one tile per base move would have an
efficiency of 1.00, however it would require 15,000 base moves. Any robot with a reasonable number of tiles in its
workspace will not be 100% efficient.

With these results, we established a lower bound on the workspace required of the machine to carry out the tasks in the
time needed. But there are other factors in deployment and operation that can affect the evaluation. From the figure below
we show a general range of useful efficiencies and workspaces. From the manual tessellation studies a conservative
efficiency of 0.6 was estimated to be a lower bound and although the base move time is not as critical as tile servicing
time, the base movement time includes some level of human operator interaction. The important result from this work
was that efficiency, or the amount of overlap did not greatly affect overall time for a workspace greater than 150-200
tiles. This gave us a bound on workspace and therefore robot manipulator reach.

4.2. Base Move Effects
While it appears that workspace size greater than 150 tiles does not have a strong effect on the overall time, it does affect
the number and frequency of base moves. If operators are required to interact every few minutes with the system for



monitoring base moves then the attractiveness of the system to users is far less than one that needs only infrequent
attention. A goal of approximately one base move per half-hour was set. Once per half hour translates roughly into 80
moves during the course of rewaterproofing the orbiter. This results in a workspace of 300 tiles. A reduction to 250 tiles
in the workspace gives 100 moves, or a base move every 24 minutes.

Figure 1. Efficiency (overlap) does not greatly affect overall time for workspaces above 150 tiles.

Only small workspaces and low efficiencies show a significant adverse effect on the total task time. If the workspace is
over 150 tiles the total time is only mildly affected by efficiency. The vast majority of this graph is relatively flat.
However, the tile servicing time, has a great effect on overall time. Tile servicing time is critical to total task time by
comparing the effects of time to service a tile and the time to move the base. With approximately 15,000 tile servicing
steps and only a few hundred base moves at most, it is fairly intuitive that this would be the case, however it is important
to note that areduction of 1 second on the tile servicing time results in an approximate 4 hour reduction in total task
time.

The tessellation and base move issues combine to provide insight into robot configuration and even use. With a
workspace of an appropriate size the overall time can be minimized while keeping robot size within the facility
constraints. For 150-200 tiles, that workspace size is approximately 3.5-4.5 m2. Note that the area of the robot base is
approximately 2.5m2 which means the arm must reach out beyond the perimeter of the base. This was already recognized
however, since some tiles are above obstacles that the base cannot intrude upon, such as the jackstands.

0.2
0.4

0.6
0.8

1

100
200

300
400

500

40

50

60

70

0.2
0.4

0.6
0.8

1

100
200

300
400

500

40

50

60

70

Workspace

Efficiency

Time
(hours)

(No. of Tiles)



Figure 2. A tessellation of an orbiter using a large rectangular robot workspace

5. Robot Design

The facility constraints provided dimension limits for the whole system and task constraints drove system specifications
such as speed and accuracy as well as physical specs on reaches with the workspace.

We examined a wide variety of options for the needs of these tasks. This included classes of devices that allowed
inspection from afar, large fixed but movable, manipulators and even suction-cupped walkers. These ideas became
detailed examinations of a wide variety of robotic devices. Many options were rejected on the grounds of flexibility,
issues of self-sufficiency, safety to personnel or flight hardware etc. As a result of these preliminary studies the system we
focused on was that of a mobile base integrated with a manipulator system.

We also began with some very preliminary estimates regarding weight, size and other requirements from the other
devices that were to be integrated into the system. These included the rewaterproofing tool and vision system.

5.1. Locomotion
The size constraints of the vehicle coupled with the close quarter navigation needs for operating in the OPF required a
locomotion system of high maneuverability. A wheeled system utilizing Mecanum wheels was selected [Blackwell 90]
which utilizes novel roller wheels to obtain three-degree-of-freedom (DOF) motion in the plane, pure rolling contact for
accurate positioning, and non-singular motions for small and precise final motions. The system uses four controlled
DOF’s to obtain a 3DOF system. The fourth degree of over-constraint is controlled and detectable. [Muir 88]

The drivetrains for locomotion are within the diameter of the wheel hub and consist of a brushless DC motor, resolver for
positioning and commutation, a brake for safety reasons, a cycloidial reducer providing 225:1 gear reduction with
exceptional stiffness, and a locking hub that couples the output of the reducer to the wheel. The locking hub allows the



operator to disengage the wheels from the drivetrain completely. In an emergency this provides a means to tow or push
the machine out of the way.

The drive system is able to move the robot over 10cm high steps and up 20% grades. Although the rollers are not soft
and have a high durometer rating they are compliant enough to affect accuracies of the system at full reach. The need to
lock out this compliance and provide a stable non-compliant platform resulted in the use of automated screw jacks to
descend from the base and contact the floor. Current threshold is used to determine contact and provide some indication
of force.

The base is formed by very rigid welded steel frame. The design was not stress driven; rather it is deflection driven to
provide a very stiff base from which to operate the manipulator. Unlike most base-manipulator configurations the robot
was designed from the beginning to integrate the two sub-systems of locomotion and manipulation. Figure 3 shows a
general outline of the sub-systems of the Tessellator robot.

The drivetrain suspension is a simple rocker-arm design much like those on heavy construction machinery. This was very
simple and top robot speeds are slow enough (30 cm/sec) that this is suitable for this application. The base supports two
enclosures for electronics and rewaterproofing equipment as well as an on-board nitrogen tank and a battery cage. See
Electronics and Power section.

5.2. Manipulation
When the base reaches a particular work area the stifflegs deploy and provide a rigid base to work from. The manipulator
then begins to unfold itself from it’s stowed configuration. The manipulator provides a number of motions, some
redundant, to reach the tiles. As shown in Figure 3 the first motion is termed the Major-Z. The Major-Z is a pair of
parallel heavy duty ball-screw actuators that work synchronously to lift the rest of the manipulator. Parallel to the Major-
Z actutators are 7.5cm diameter steel shafts that provide isolation from side forces on the linear actuators. Typically,
commercial actuators do not provide for side loads.

Linear rails connect the two actuators to give a vertically raised rigid platform that can move the rest of the mecahnism
along the length of the robot. The linear rails are two ballscrew driven devices driven in parallel from another motor
drive.

A second vertical motion is then used to lift the later sections of the manipulator. The two motions are used because a
single telescoping device could not provide to combination of stroke length, short unextended height, payload and
accuracy needed. This drive is a rack and pinion drive utilzing a large cross section tube for stiffness and strength. Atop
this motion is a 360 degree rotating motion. A spur gear drive with additional braking provides a simple solution for this
motion.

From this rotate motion a boom nearly a meter in length extends to a stow-deploy link. This link provides no servo
motion or any motion during the course of operations. It only swings the wrist and toolplate into position for the work.
The need for this motion stems from the height requirements and the need to package the robot within the constraints
imposed by the facilities. A nice feature of this motion however is the ease with which calibration, maintenance and
inspection of the wrist and toolplate can be made.

The wrist is a modified Rosheim wrist that provides a hemispherical non-singular workspace. It is capable of moving and
accurately positioning the heavy 25kg end-effector.

To relieve side forces and moment loads on the Minor-Z motion the boom, wrist and toolplate are counterweighted. The
counterweight, although it increases overall weight and complicates deployment slightly, simplifies issues of accounting
for deflections due to tremendous off-center loading conditions.

It should be noted that all motions are designed to be manually operated should the need arise. In the course of periodic
maintenance and servicing it is expected that this feature will prove extremely useful. All motions also have absolute
encoding to give position at all times, even in the event of power cycling or computer failure.



Figure 3. Tessellator subsystems

5.3. Positioning and Navigation
To achieve accuracies of 1mm across the underside of the orbiter we need a precise means of positioning. We took an
approach that utilizes two systems to give us the required accuracy. A rotating eye-safe laser scanner reads bar code
targets that are precisely located in the facility. Triangulation from three or more of the many targets can give us robot
position with a few centimeters. This will position us precisely enough to find a specific tile. The tile positions are known
very accurately with respect to the shuttle and we can register the tile position with the vision system we are using for
inspection.

There are several frames of reference and corresponding transforms between them. The Orbiter is parked within some
position error which is known and measured as a normal procedure. This gives us the orbiter-facility transform. Then the
transform between the robot and facility is given by the laser positioning system and finally the loop is closed through the
vision system which precisely identifies the position of a specific tile whose position is already known on the orbiter.This
finally gives us a precise robot-orbiter transform.

Currently the positioning of the robot base during base motion is done simply through an interative positioning scheme.
The dead-reckoning of the wheeled machine is quite good but we intend to augment this with an on-the-fly Kalman
technique to provide rapid position updates.

5.4. Electronics and Power
The electronic design of Tessellator is driven by two major constraints: It must run un-tethered for up to 10 hours (one 8-
hour shift plus setup, employment, and deployment time), To meet the safety requirements imposed by DMES it is
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necessary to meet National Electrical Code (NEC) class 1 division II requirements for operating in a hazardous
atmosphere.

Detailed power estimates and a generous safety margin indicated that a minimum of 15 kilowatt-hours of power would
need to be carried on-board. Because minimizing the weight of the robot was not a high priority, standard gelled lead acid
batteries were chosen. They offer good power density, can be deeply discharged with no degradation, are simple to
charge, and are rugged, cheap, and reliable. A main bus voltage of 144 volts DC was chosen to meet motor torque
requirements, and also lends itself to efficient DC-DC conversion. The battery pack is removable via a palette-jack, and
the entire battery pack is charged off-board the robot. The robot can be powered through a tether for testing and in case
of a battery failure.

To meet the explosion proof requirements, it is necessary that nothing that could potentially spark or reach flash point
temperature be exposed to the atmosphere. This is usually accomplished by packaging electronics in bulky explosion-
proof boxes (which can contain any hot combustion products if the contents were to explode). We use a sealed thin-wall
enclosure, and use the nitrogen to keep it purged of atmosphere and at a slight positive pressure. With this scheme, there
is no way for explosive gasses to leak into the presence of the electronics. To keep the main electronics enclosure cool
without an atmosphere exchange, two heat pipes are used remove heat. The tool plate also employs a thermoelectric
cooler.

All of the electronic enclosures are purged and pressurized, including the battery pack. When the battery pack is off-
board for charging, it is ventilated to prevent the accumulation of hydrogen gas (a by-product of the lead acid chemical
reaction).

5.5. Computing
Tessellator’s computing environment consists of four on-board computers (Figure 2) and one off-board database. The
hardware and software architecture of the on-board systems is based on a design employed successfully by a number of
CMU’s other robots.

Figure 4. Computing hardware for Tessellator
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Three of the on-board computers are VMEbus based real-time systems: a robot controller which controls the base and
manipulator motions and monitors the overall health and status of the robot; a vision system which performs the registration
and inspection tasks; and a waterproofing system which controls the waterproofing injection system. The hardware for these
systems was chosen to meet performance, power budget, size and packaging constraints. They all run Wind River’s
VxWorks real-time operating system.

The two computer systems which directly control actuator motion (robot controller and waterproofing system) employ
“safety circuits” between the computer servo outputs and the motor amplifiers. This piece of hardware has a large number of
analog and digital inputs which monitor various system values, and functions as a smart fuse. In the event any parameter
goes out of bounds (for example: motor current, enclosure temperature, or low battery level), the safety circuit removes
power from the amplifiers and brakes, effectively locking the actuators. The computer can then query the safety circuit for
the cause of the shutdown and take corrective measures. Reacting to out of bounds conditions at a hardware level insures a
fast response time and removes the burden from software.

The fourth on-board system is the high level planner. The planner is responsible for planning the course of action to
complete a given task and appropriately commanding the subsystems. In the case of an error or failure in any system,
primary safing is performed at a low hardware level via the safety circuits, and the planner performs recovery actions. The
planner also maintains a graphical operator interface, which allows the operator to load and update task parameters and stay
informed about the progress of the current task. Additionally, the planner interfaces to the bar code navigation scanner. The
planner consists of a Sun Sparc-2 class processor running the SunOS operating system.

All of the on-board systems are interconnected with an Ethernet local area network. Communication between the systems is
via CMU’s Task Control Architecture (TCA) [Simmons 91], which provides communication between software modules,
goal tree generation and execution, resource management, and rudimentary error recovery. Off-board the robot is the Work
Cell Controller, which is discussed in Section 9.

5.6. Software
Software comprises a large and critical portion of the entire system. In order to meet project deadlines, it was necessary to
develop the software in parallel with the mechanical and electrical design and development. Fortunately, we had access to a
small indoor research robot, Uranus [Blackwell 90], which, except for its size, has a very similar mechanical and computer
architecture. This allowed us to begin testing planning and navigation algorithms well before the actual Tessellator hardware
was ready. For instance, by specifying the interface between the planner and the base controller in a generic “virtual vehicle”
fashion, the planner can be run without requiring any knowledge of what vehicle it is actually talking to. Since the TCA
commands and queries serviced by both Tessellator’s and Uranus’s controllers were identical, switching between the two
robots is simply a matter of attaching one or the other controllers to the planner’s network.

For base motions we selected the following method for course of robot action: Notify operator, move only with deadman
switch actuated by operator. Reasons for this selection include that the robot can drive more smoothly and directly than the
operator. Additioanlly with the override control, the operator can stop the motion easily at any time and observe progress of
the robot in the course of a move. This also allows a simple to implement upgrade path for the software for autonomy.

Our goal from the beginning has been to allow a full upgrade path to autonomy in both hardware and software and to
provide a self-reliant system. In system design this has meant provisions for all on-board power and supplies that might have
been supplied through a tether. At the same time issues of safety and many ‘what-if’ scenarios had to be considered. The
decision was finally for the operator-override option. This was no different than the full-autonomy mode but allowed the
robot to be shut down at any time by the operator.

To protect both flight hardware and the robot, we are using proximity sensing around the base and sections of the
manipulator. Contact bumper strips surround the base, but during base motions an operator is primarily accountable for
robot actions. This was an interesting development as a result of trying to certify multiple safety sensors and accounting for
failures of safety sensors.

5.6.1. Testing and Verification
Formal methods, unit testing and fault tree analysis were all tools utilized in the course of MAPS development. In offline
testing we used the creation of software conditions that correspnded to error conditions, we created sample input sets to



provide critical values to routines and in some cases exhaustively tested critical software components with all possible
inputs.

5.7. Workcell Controller
At the beginning of a shift, the Tessellator is downloaded a job. The job consists of a series of files describing tile locations,
sequences, target id’s, orbiter parking measurements etc. The job is created on the Workcell Controller, an off-board
workstation that is used to both create jobs and update other NASA databases after the robot uploads data gathered during
the course of the shift. This data includes tile images, records of tiles injected or inspected, and other pertinent job data. In
addition robot status data is used to monitor robot operation as well.

6. Conclusion

We are in the middle of development and testing. When the integration system is delivered to KSC in the summer of 1993,
there will still be at least a year of certification and continued testing. We have attempted to address all issues of certification
early in the design process to provide a solid working system that meets all relevant NASA requirements.

We began detailed design in June of 1991 and demonstrated the integration of mobile base, MAPS software, positioning
system and controller at KSC in June 1992. Our current schedule is to demonstrate the integrated system in early 1993 and
deliver a complete system ready for certification by summer 1993.
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