
Robotics' Little Instruction Book1

AAAI 1998 Spring Symposium: Integrating Robotic Research

Salvatore Domenick Desiano and Illah R. Nourbakhsh
Robotics Institute

Carnegie Mellon University
Pittsburgh, PA 15123-3890

fsal,illahg@ri.cmu.edu

Abstract

In many cases, how hard one works is less im-
portant than how one works. Robotics now has
the critical mass of intellectual muscle it needs
to progress rapidly, but it is lacking the philoso-
phy and the tools to drive it forward as a uni�ed
�eld. Using Computer Science and its sub�elds
as models for a successful academic disciplines,
this paper provides suggestions for ways that we
can improve our collective intellectual through-
put. Rather than suggest directions for the entire
�eld of Robotics, improvements in methodology
and �elds of study are suggested for individual
researchers. The �eld of Robot Architecture is
proposed, as well as an Internet-based living lex-
icon for robotic terminology. Several explicit sug-
gestions for ways to improve individual research
methods are made.

Introduction

If you want to start a successful business, you start by
looking to other successful businesses. If you want to
be a successful performer, you look to other successful
performers. If you want to form an enormous, ubiq-
uitous �eld of engineering that advances in leaps and
bounds not only because of genius, but also because
of the sheer collective will power of its scientists, you
look to Computer Science.
Robotics, like most academic �elds, began as an ex-

ercise in emergent behavior; thousands of researchers,
all acting in the manner that they felt was the best way
to advance the �eld. Eventually, this Lockean state of
nature gave way to professional societies, conferences,
and academic departments. Now, however, the mere
existence of unifying organizations such as AAAI and
IEEE is not enough to ensure the steady forward march
of progress.
By having this workshop, we have identi�ed the need

for Robotics to have a more uni�ed focus, and we are
making suggestions of how we can change our research
directions to that end. We would like to tell each other

1With apologies to H. Jackson Brown, author of Life's
Little Instruction Book.

Maxims of Robotics Research

� Use schematic diagrams to represent innovative
designs and architectures.

� Make sure a new term is really necessary.

� If similar terms exist, have the new terminology
conform to them.

� Keep in constant contact with faculty and stu-
dents from related �elds.

� Take every opportunity to look at the needs of
the next two generations.

� Always be aware of your premises.

what ideas are most bene�cial to investigate, and how
we should all work together. No matter what we do
together, however, we need to change how we do our
individual research.
Using Computer Science as a model, I am propos-

ing �ve ideas that are missing from our research that
would help it move at a faster pace. In the next three
sections, I discuss three lessons learned from Computer
Science. First, I propose the �eld of Robot Architec-
ture, a system of codi�ed design principles and repre-
sentations for robot design, analysis, and communica-
tion of these designs. Second, I lament the lack of orga-
nization and consistency in our terminology and pro-
pose an Internet-based living lexicon of robotic terms.
Third, I advocate awareness of the world around our
research that funds, supports, and uses our technology.
No model is perfect, however, and we must be aware

of the di�erences between Robotics and the �elds with
which we compare it. In the remaining sections, this
paper discusses how Robotics began as, and continues
to be, an interdisciplinary �eld, while Computer Sci-
ence is a fairly homogeneous �eld that grew directly
from two or three other �elds. Bearing this di�erence
in mind, we can see that roboticists need not only be
aware of the world surrounding them, but also of the
many related �elds of engineering and science.
In the �nal section, I present a word of warning

against adhering strictly to customary norms and ac-



cepted paradigms. Pushing the envelope is an essen-
tial part of innovation, and I suggest that we always
be aware of the \accepted" ideas that we build upon.
I also suggest that, when appropriate, we not be afraid
to step outside of the current paradigms.
Finally, among the �gures and insets in this paper,

you will �nd two sets of pithy statements regarding the
uni�cation of robotic research. In one, there are a few
suggestions for what we can all do as individuals in our
own research. None of them require a major overhaul
of research strategies, but rather require a few minutes
before publishing a paper, that may save work for the
entire �eld of Robotics. The other contains a set of
meta-research areas, each to the end of improving our
research throughput. In this paper, I have proposed
tentative answers that are no doubt incomplete, and
I am always looking for discussion that will help us
improve these answers.

Robot Architecture

One of the most important lessons we can learn from
Computer Science is not about particular designs, but
about the design process. In particular, there is much
to learn from two sub�elds, Computer Architecture
and Computer Vision. The former developed from
the start with the rigor and formality that Robotics
is sorely missing, while the latter experienced an in-
ternal drive for formality some thirty years after its
founding.
The �rst electronic computers were put online dur-

ing the period between 1944 and 1946. Almost immedi-
ately, scientists recognized that an organized approach
needed to be taken to truly harness the power of this
new invention. In 1946, Burkes, Goldstine and Von
Neumann published Preliminary discussion of the log-
ical design of the electronic computing instrument as a
report to the United States Navy (Hennessy and Pat-
terson, 1990), and Computer Architecture was born.
In Robotics, designs are called upon primarily to

function in a proscribed manner, and secondarily to
be theoretically justi�able. Sadly, much of the eval-
uation of e�ciency and reliability is accomplished by
empirical tests rather than mathematical analysis.
I propose, therefore, that we need to found the study

of Robot Architecture. This will be the study of the
entire design process, from the representation of ini-
tial architectural ideas to the analysis of �nal robot
designs. There are several reasons why this will be
di�cult. Most problematic is that, while Computer
Architecture was able to grow with the �eld of com-
puter design, the �eld of Robotics has been allowed to
progress for forty years without any focus on the meta-
topic of Robot Architecture. Additionally, Robotics
calls upon many di�erent disciplines, from Arti�cial
Intelligence to circuit design to control systems, each
with their own established design principles. Any new
system of design must take all of these ideas into ac-
count.

Robotics Meta-Research Areas

� Formalization of representations for robot archi-
tecture components

� Formalization of representations for interactions
between components

� Establishment of design principles for robotics

� Development of objective measures for robot de-
signs, including System E�ciency, System Re-
liability, System Performance, and Mean Time
Between Failures

� Creation of an online Living Lexicon for robotics
terminology

A very similar issue arose in Computer Vision dur-
ing the late 1970s. At that time, David Marr decided
to tackle the problem in his classic text, Vision (Marr,
1980). Not only did this book provide the motivation
for a rigorous framework for machine vision, but it pro-
vided an actual framework in which to work! Whether
you feel that the framework stated is correct or not,
the impetus to push formality on to a formerly disuni-
�ed �eld is itself a worthwhile idea. The book is well
written, explains to an entire �eld of engineering why
formal representation is advantageous:

... it allows the study... to be made rigorous. It
becomes possible... to make explicit statements
about what is being computed and why and to
construct theories stating that what is being com-
puted is optimal in some sense or is guaranteed to
function correctly. The ad hoc element is removed,
and heuristic computer programs are replaced by
solid foundations on which a real subject can be
built. (Marr, 1980)

Representation

The �rst step in solving an analytical problem is to
choose representations for each of its aspects. Since I
will not be able to state it better than he did, I defer
again to David Marr to explain the factors in choosing
a representation:

The choice of which [representation] to use is im-
portant and cannot be taken lightly. It determines
what information is made explicit and hence what
is pushed further into the background, and it has
a far-reaching e�ect on the ease and di�culty with
which operations may subsequently be carried out
on that information. (Marr, 1980)

Many papers describing a new robot architecture or
design contain schematic block diagrams that describe
the interactions between di�erent abstract parts of the
system. 2 These diagrams a�ord the reader easy access

2There is bound to be some confusion between the term
for the study of robotic design principles and the term
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Figure 1: Schematic block diagram of a new architec-
ture (Firby, 1994)

to the system's innovative aspects.
The �rst step toward adopting a particular system of

representation, then, is to begin using representations
in general. It is important, then, that research papers
use schematic diagrams to represent innovative designs
and architectures. At most it takes three or four col-
umn inches, and it can convey the key points of the
paper at a glance. An excellent example can be found
in Architecture, Representation and Integration: An
Example From Robot Navigation (Firby, 1994), which I
have reproduced below. Note that this diagram, with a
few simple explanations in the text of his article, would
convey all of the fundamental ideas of his system for
navigation.
Once such representations come into regular use, re-

searchers can begin to consider designs on an abstract
level. The second step, then, is to develop a standard-
ized representation. For example, we may decide upon
a canonical method of representing the interaction be-
tween software and e�ectors, or a systematic way of
representing the salient aspects of the robot's environ-
ment.
At the same time, we should consider the dual of

the blocks, i.e., the connecting arrows. Arrows, as
currently used in diagrams, represent nothing more
than the existence of information ow or interaction
between two blocks. In the future, it may prove use-
ful to use di�erent representations for the directed ow
of information, the causal ow of physical interaction,
and other types of connections.
There are several advantages to a good representa-

tion, beyond providing a faster and simpler manner of
conveying design; An accurate depiction of interaction

for the design of a particular robot. For the sake of clar-
ity, I will use the capitalized \Robot Architecture" for the
former, and the down-cased \robot architecture" for the
latter.

and information ow can make undetected bottlenecks
and conceptual errors more apparent to the designer.
Further, like the introduction of object oriented pro-
gramming to Computer Science, the use of blocks to
describe sections of the robot will allow designers to
more easily improve single portions of the robot with-
out a�ecting other components. The designer, or many
designers, can work at di�erent levels of abstraction,
ranging from the lofty plane of intelligent planning to
the lowest dregs of circuits, nuts, and bolts. Finally,
we will start to see the categorization of robot archi-
tectures in to families that share characteristics; we
will be able to discuss groups of architectures, �nding
connections between types of robot problems and the
families of architectures best able to solve them.

Design Principles

Without a standardized representation, design guide-
lines can be no more than rules of thumb, meaningless
enough to apply across di�erent types of hardware and
software. Once we have abstracted designs to a repre-
sentation, however, these guidelines can shift into much
more powerful principles of design. For a model of this
transition, we turn again to Computer Architecture.
The �rst generation of Computer Architecture texts

developed through the mid-1970s and early 1980s.
These books begin by describing logic gates, magnetic
recording, adders, and other mathematical digital cir-
cuits. Toward the end of these books, they may have a
short chapter on system performance, a simple instruc-
tion set, and a rudimentary processor implementation
(Foster, 1970).
To a large degree, this is the level at which Robotics

currently resides. The majority of our design knowl-
edge is related to system components: the use of a par-
ticular sensor or the convergence of a particular learn-
ing algorithm. This level of understanding, however,
does not lend itself to the e�ective design of an entire
system. Rather, a system becomes a conglomerate of
parts that work well, but do not necessarily work well
together.
The second generation of Computer Architecture

texts is a recent arrival, heralded by a shift in the
focus of introductory material. The current canon-
ical Computer Architecture textbook, Computer Ar-
chitecture: A Quantitative Approach, centers its atten-
tion on \real examples and real measurements." In-
deed, it begins with chapters on system performance,
instruction sets, and processor implementation (Pat-
terson and Hennessy, 1990).
Steps are already being taken to move our under-

standing of robot architectures toward that second
generation, particularly in mobile Robotics (Kelly and
Stentz, 1997). For the most part, however, without an
e�ective representation, we are restricted to consider-
ing lower, component level issues.
As it has been pointed out in the literature, how-

ever, there are several key di�erences between Robotics



and Computer Science. Perhaps most important is the
presence of uncertainty in Robotics, both in the perfor-
mance of sensors and e�ectors (Halperin, Kavraki, and
Latomb, 1997). All is not lost, however; many areas
of mechanical engineering, however, deal with exactly
such issues. The well-established subject of classical
control theory, provides methods of dealing with par-
tially understood and modelled systems. For example,
adjusting the gains in a linear feedback system is done
by raising each gain until the system reaches a critical
performance point, proceeding through the gains in a
systematic pattern until the system reaches a critical
point with particular characteristics. This method al-
lows an empirical method of tweaking the system's per-
formance with provably correct results. Even if we can-
not borrow everything from Computer Architecture,
this is an example of the endless possibilities of using
ideas out of the �elds from which Robotics descends.
Ultimately, we should aim to develop tools for

Robotics as there are tools for Computer Architecture
and mechanical design: AutoCad, SPICE, VHDL, and
MAGIC, to name a few. This work, however, will re-
quire both a polished system of representation and a
good set of design principles. Fortunately, work in
this direction, again focussing on mobile robots, has
already begun (Katragadda, 1997).

Objective Measures

The �nal step in a good design process is the analy-
sis and testing of the design. Unfortunately, we fall
short in both of those areas, and this is one of the pri-
mary reasons that Robotics cannot currently become
as popular as, for example, computers. Our ability to
test systems empirically is hampered by their complex-
ity and long running times. We often cannot a�ord to
run our systems until we are absolutely certain of their
reliability. Consequently, while we should continue to
test empirically, we need to have a greater focus on the
theoretical analysis of our designs. Here, I suggest four
objective measures of system performance.
Mean time between failures (MTBF) is probably the

most tangible of measures. The �eld of Operations
Research considers, among other things, the e�ect of
using faulty components in complex systems. We be-
gin by describing the MTBF of individual components
using statistical models. The schematic block repre-
sentation of a system, described above, lends itself to
this approach. Using properties of these probabilistic
models, we combine the components to obtain a prob-
abilistic distribution for the entire system's MTBF. By
de�ning system failure in di�erent ways (e.g., computer
failure, incorrect response, unsafe behavior), we can
characterize the di�erent failure modes of the design.
Performance measures are not black and white, how-

ever, and the question of how to de�ne a failure is non-
trivial. A better approach, perhaps, is to de�ne some
continuous measure, ranging from absolute failure to
perfect performance. I am not yet convinced that there

is a uniform performance measure can be applied to all
robots, but I am sure that all such measures have char-
acteristics in common. From this common basis, robot
designers can de�ne a metric for a particular architec-
ture or family of architectures. It is also possible that
these performance metrics will be tied more closely to
the environment than to the robot. In any of the above
cases, however, creating the performance metric will be
the hardest part of creating a set of objective criteria.
Once we have a performance metric, we can begin to

consider characteristics to which performance is math-
ematically related. A second measure, which is near
and dear to our wallets, is cost e�ciency. Performance
can be plotted as a function of operating costs, such as
power consumption. Increases in performance can also
be plotted against increasing construction costs, such
as adding new hardware, to determine the marginal
utility of spending more on construction. These are
just a few economic measures that we may implement,
as we are a discipline that produces products, not sim-
ply theories.
A more intangible metric is system e�ciency. This

is the comparison between how well a system performs
and how quickly it performs. In 1975, the Stanford
Cart took �fteen minutes between each one meter lurch
through its course (Moravec, 1983). The system per-
formed excellent obstacle avoidance for its time (giv-
ing it, ostensibly, high marks for system performance),
but a simple measure of e�ciency tells us clearly that
it never would have made it to market.
These are a handful of metrics that we can use to

describe a robotic system. I am interested in �nd-
ing other such measures that the community feels
are meaningful descriptions of a system's performance.
The simplicity of describing these measures, however,
belies the di�culty of specifying exactly how they
should be measured.
The key to a good metric is reproducibility. This

point was made very clear by (Hennessey and Patter-
son, 1992): \Car magazines have enough information...
to allow readers to duplicate results or to question the
options selected for measurements, but computer jour-
nals often do not." With the aid of an organized rep-
resentation, however, we will be one step closer to a
set of objective criteria. Once we can justify each de-
sign choice using objective measures, we will be better
able to convey the system's advantages to industries,
people, and organizations not currently or directly in-
volved in Robotics.

Conclusions

There are many bene�ts to codifying our approach
to designing new systems. From a pure productiv-
ity standpoint, standardized tools will allow us to cre-
ate new designs in less time and with higher quality.
An abstracted representation will give us the ability
to to focus on groups of components, to think at a
higher level. From a scienti�c standpoint, a method



of systematically evaluating old and new robot archi-
tectures will allow us more easily to identify future
tracks for research and development. From a mar-
keting standpoint, the ability to describe our systems
in concrete, objective terms will allow comparison be-
tween systems, and gives us greater leverage in bring-
ing Robotics to the purchasing (and funding) public.
The headline \Intel breaks 3 million transistors on a
single chip" made the front page. We need a similar
headline.
Stating the advantages, however, is the easy part.

Someone must take up and continue the push toward
a standardized representation of a robot architecture.
Standing on those results, someone must determine the
best ways to analyze these representations, ultimately
presenting principles that can be used to construct new
designs. Finally, we must be able to characterize our
designs with objective criteria. To a limited extent,
work on each of these stages may be done in parallel,
and soon, I hope we will have our �rst generation of
Robot Architecture textbooks.

Living Lexicon

If we regard Robot Architecture as the use of schematic
drawing and mathematics, there is still one impor-
tant mode of communication we have not considered:
words. The majority of any paper is made up of prose,
and we must keep a close eye on the text that we write.
Books about how to write �ction and poetry �ll mul-
tiple shelves in your library; books on technical writ-
ing might �ll a drawer. Furthermore, it is di�cult to
produce high quality writing when the underlying ter-
minology is poor. In this section, I advocate taking a
second look at the words we use and where they came
from.

Consistency

We are saddled with vocabulary that is often impre-
cise and inconsistent, and sometimes meanings di�ers
greatly between usages. Does your \reactive system"
have no state? Or bounded state? Or does it simply
react quickly? If \complete" and \convergent" have
similar meanings, why are they not similar words? We
should strive to achieve conformity in our terminology.
Unfortunately, it is very di�cult to change or even

a�ect words that are already in common usage. When
I originally conceived of this section, I envisioned a pro-
cess by which the language used to describe Robotics
could be augmented with better terminology and then
reduced to separate the wheat from the cha�, leav-
ing us with terminology that is uniform, unambiguous,
and well suited to what it is describing. It is clear to
me, however, that it is infeasible to expect such global
change to occur at anything faster than a glacial pace.
It will take an extraordinary amount of time for new
terminology to come into common use, and even longer
for old terminology to fall out of use. Therefore, my

suggestions are directed at those researchers who are
creating new terminology for new concepts.
Before researchers add a new term to our over-full

lexicon, they should look to �nd words that represent
similar ideas. This may be a modicum of extra work
for the individual researcher, but will work toward im-
proving the entire �eld of Robotics. The researcher
should, if similar terms exist, have the new terminol-
ogy conform to them. It is preferable to have \asymp-
totically correct" and \guaranteed correct" rather than
\convergent" and \complete." The researcher should
not be afraid to use a words and adjectives, like \mul-
tiple autonomous robots" rather than coining \multi-
autonomous robots", creating long, hyphenated words
whose Latin root is buried among a landslide of su�ces
and pre�xes. Finally, the researcher should make sure
a new term is really necessary. Very often, new ideas
can be conveyed with existing words.

Paradigm Transfer

Not only would we gain from paying closer attention to
the words used in our own �eld, but there is much to be
learned from adopting terminology from other �elds.
As I will discuss below, Robotics has a lot in common
with other disciplines of engineering and science. It
behooves us, therefore, to make sure that other �elds
do not have words that describe our new ideas.
Classical control theory provides a glossary full of

words to describe systems with feedback, feed-forward,
and convergent behavior. Not only does it seem sensi-
ble to adopt this terminology to describe our systems
(rather than invent words because they do not exist in
Robotics), but perhaps we can learn something from
looking at what those words describe in their own �eld.
We describe our systems as \convergent", but how are
they convergent? Are they \critically damped" (con-
verge to the goal by getting progressively closer) or
\oscillatory" (converge to the goal, overshooting but
getting closer on each pass)? Or, perhaps they are
\unstable" (susceptible to heading away from the goal,
and unable to recover from such a problem)?
I hope to use this method of adopting terminology

and their underlying framework to accelerate the de-
velopment of Robot Architecture. Software Engineer-
ing and Computer Architecture have already devel-
oped the idea of benchmarks for testing system per-
formance, as well as a list of pitfalls and fallacies asso-
ciated with creating benchmark tests (Patterson and
Hennessy, 1992). Starting with the insights of these
�elds will hopefully take years o� of the maturing time
for Robot Architecture.

Web Lexicon

Motivated by the above discussion of consistent ter-
minology throughout the Robotics community, I am
proposing the development of an online lexicon.
There is no existing repository of Robotics terminol-
ogy, so the idea is simple: create a web interface



to a Robotics dictionary that will aide researchers
in using consistent terminology. The url, which
will be active after this symposium, is also simple:
http://www.cs.cmu.edu/~sal/robolex. The di�-
cult part lies in how to implement it.
The issue of adding new terminologymust be consid-

ered; perhaps newly published papers could be scanned
for new terminology, which can then be added to the
dictionary and be veri�ed by the author of that paper.
We must also consider the retrieval of words from the
dictionary; in some ways, this must be a reverse dic-
tionary, so that researchers may look up a concept to
�nd a word.
I hope that the discussion leading up to and at

this symposium will a�ord more insight into how re-
searchers could use such a tool. At the close of the
symposium, I will produce the �rst version of this liv-
ing lexicon, with the hope that it will grow and evolve
through your participation.

Conclusions

Every discipline has a di�erent quality of vocabulary.
Clearly, the words used to describe a pure science must
be more precise than those used to discuss emotion.
Robotics, as an engineering discipline, falls somewhere
in between those two extremes. The development of
vocabulary is an incremental process, so we must each
ensure that the words that we create are making the
language richer, not simply larger. By being explic-
itly aware of terminology, rather than regarding it as
simply a tool, we can even us it to transfer entire
paradigms from other �elds of engineering and science
to Robotics.

Interdisciplinary Awareness

Robotics began as the merging of several �elds of en-
gineering, and its continued interdisciplinary character
should encourage us to keep one eye on what people
in related �elds are studying. This idea was touched
upon above in Paradigm Transfer, but there is more
to it than simply transferring terminology.
The research done in Robotics is so varied that it

often overlaps with research done by people whom we
have never even considered colleagues. If we are to-
tally unaware of the work being done in these �elds,
we will certainly duplicate work, wasting valuable re-
search time. For instance, we share an interest in real
time systems with computer scientists; with mechan-
ical engineers, we share an interest in control theory.
It behooves us, therefore, to keep in constant contact
with faculty and students from related �elds.
It is beyond the abilities of any researcher, however,

to keep up with all of engineering. The AAAI Tu-
torial Forum, pioneered at AAAI-96, invites Arti�cial
Intelligence researchers to investigate topics outside of
their traditional �eld. This model, applied to Robotics,
would provide us with a good �rst step toward broad-
ening our collective horizons.

This problem is not con�ned to an ignorance of other
�elds, however. The wide variety of research within
Robotics makes it di�cult even to keep up with every-
thing that is being done in Robotics alone. It has been
suggested that Robotics stop being taught as \the com-
bined application of various component disciplines"
(Helperin, Kavraki, and Latombe, 1997), and perhaps
that would alleviate some of the problem. However,
that would only decrease Robotics students' already
minimal exposure to other �elds. We must ensure
that students starting Robotics are made to dabble
in the many disciplines and sub-disciplines from which
Robotics draws.

Contextual Awareness
Robotics' mixed roots are more than simply interdis-
ciplinary, however. Until now, I have been regarding
Robotics as a pure research �eld, but it is an engineer-
ing discipline as well. As such, we are held responsible
not only to the ideals of scienti�c progress, but also to
the pragmatic requirement of producing useful tech-
nology. To ful�ll this mandate, we must pay careful
attention to the world outside of our o�ces, laborato-
ries, and institutions.
For better or worse, funding often keeps us focussed

on what the world needs. There are times, however,
when there is exibility in the backing of our research,
and these are invaluable opportunities to ex our imag-
inative muscle.
In 1975, Micro Instrumentation and Telemetry Sys-

tems, Inc. began to produce a kit called the MITS
Altair 8800. This \personal computer" had to be put
together by hand, and was perceived as no more than
toy for hobbyists and computer nerds to play with in
their garages. Meanwhile, IBM research began work-
ing in secret on a project called \Acorn", which was
brought to market as the IBM PC (Stranahan, 1997).
By venturing into a non-existent market, IBM brought
to mass existence the personal computer, the cash cow
of the computer industry, and the invention that has
enabled computer research to become so widespread.
To help the entirety of Robotics, this contextual

awareness must go beyond the business sense to quickly
convert current research into a cash producing prod-
uct. Innovation with broad bene�cial impact comes
from the ability to perceive not only the current, but
the future needs of the public. One of these innova-
tions may be the robotic equivalent of the personal
computer, and it will be Robotics to the masses. We
must make sure to take every opportunity to look at
the needs of the next two generations, not only our
own. Perhaps a robot will someday be Time Maga-
zine's \Man of the Year," as the PC was for being the
most inuential news maker of 1982.

Rebels
In the sections above, I have shown how modeling
Robotics after Computer Science can give us insights



into how to direct our individual and collective ef-
forts. Even the di�erences between the two �elds gives
rise to methods of enhancing our e�ectiveness as re-
searchers. I have shown how the individual, by us-
ing established paradigms, representations, and frame-
works, may a�ect an improvement on the entire group.
There is, however, a darker, ip-side of creating estab-
lished frameworks and paradigms.
Any established framework or paradigm, no mat-

ter how well designed, can have the unfortunate side
e�ect of pigeonholing people into thinking in a par-
ticular way. It is essential, therefore, that people re-
member their ability to step outside of these proscribed
boundaries. The canonical example, almost trite from
overuse, is Albert Einstein's discovery of relativity. A
similarly inspiring example, however, is the advent of
Apple Computing. Steven Jobs and Stephen Wozniak
sold their programmable calculator and Volkswagon,
respectively, to begin the company in their garage.
The two were working against same current that can-
celled projects at Digital Equipment Corporation and
Xerox's Palo Alto Center that would have been the
�rst personal computers. Nonetheless, Apple is still
with us today.
It is di�cult, however, to make an entire research

career from rebelling against the norm. More than
likely, one would end up questioning accepted truths
for the sake of questioning them rather than in the
interest of progress, and not make very much headway.
The key, rather, is to always be aware of your premises.
If you spend six months building upon the theory of
your former mentor, spend a week making sure that
you agree with the basis of his or her work.
The most important part of questioning your

premises is to look carefully at those aspects that can
a�ect you in subtle ways. Try to understand exactly
what your representation makes explicit and what it
pushes to the background. Be aware of what cannot
be represented or analyzed with your design method.
Know where your formal system may become incon-
sistent; even math is not entirely consistent. Finally,
once you are satis�ed with your foundation, do not rest
on your laurels. At some regular interval, start anew
the process of questioning. This may seem to be a
waste of time, and if you only want to make incremen-
tal progress, it is. Without people who are willing to
take chances and look at things from a di�erent angle,
Robotics will never make the quantum leaps necessary
for real progress.

Conclusions

Arti�cial Intelligence was supposed to be easy; Turing
told us so, and he was a smart man. Computer Vision
was supposed to be a solved problem in the 1970s. In
both of these �elds, researchers viewed the problems
from an anthropomorphic perspective. That is, \if the
human brain can do it, how hard could it be." There-
fore, these researchers felt justi�ed in taking an ad hoc

(or, to be less critical, introspective) approach to �nd-
ing solutions. Robotics has fallen into the same trap.
We need to take a step back and begin to believe, in

our hearts, that these problems are much harder than
we thought they were. While individual problems and
applications may be solved by tweaking a system until
it works, the greater problem of advancing Robotics
will require a more principled approach.
Computer Science is not the only �eld after which

we can model ourselves. Indeed, this paper has drawn
from mechanical engineering as well, and other �elds
are equally applicable. The key is to understand the
di�erences between Robotics and the �eld you are ob-
serving. For Computer Science, among other di�er-
ences, the absence of uncertainty is a key issue.
The focus of this symposium is how to integrate

and unify the �eld of Robotics to garner more e�-
cient progress. Rather than suggesting that the entire
�eld change direction, however, I have focussed on two
other types of improvements. First, we must change
how we go about our research. Explicit advice, culled
from throughout this paper, are listed in \Maxims of
Robotics Research," above. Second, some of us should
begin to focus on meta-research, the development of
tools to facilitate research. A list of projects and ar-
eas are collected in \Robotics Meta-Research Areas,"
above.
The most important part of this meta-research, on

which I am currently focussing my e�orts, however, is
to ensure that the result of my work is useful to others.
I am looking forward to, and I am dependent on, the
feedback of the robotics community.
By having this symposium, we have already made

the �rst step: opening channels for communication.
We must continue this work by keeping those channels
open. If we are to present a uni�ed front against the
problems of Robotics, we cannot work in our own little
corner of the lab; we must all play an active part in
each other's research.
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