
 Abstract
We study an application of image registration in the med-
ical domain. Based on a 3-D hierarchical deformable reg-
istration algorithm, we have developed a prototype system
which automatically aligns a standard atlas to a subject’s
data to create a customized atlas. Combined with domain
knowledge, the registration algorithm can also detect
asymmetries and abnormal variations in the subject’s data
that indicate the existence and location of pathologies. We
have conducted tests on 106 MRI scans of normal brains,
3 MRI and 1 CT scan of brains with pathologies, with re-
sults qualitatively comparable to manual segmentation.

1. Motivation
Medical applications such as cross-subject analysis ne-

cessitate the matching of corresponding anatomical struc-
tures between individuals. The traditional approach to this
problem has been manual registration by medical profes-
sionals, which is labor intensive, time-consuming, and prone
to inconsistencies. Figure 1 displays one slice of a manual
segmentation and labelling of a human brain, referred to as
the atlas. The data is a set of 123 T1 weighted magnetic res-
onance imaging (MRI) slices of a normal brain, comprising
8 million voxels. It took a medical professional 8 months to
hand segment and label 144 anatomical structures.

Our research automates the process of segmenting and
labelling a subject’s brain. It constructs a mapping between
the atlas and a subject tocustomize the atlas, then uses the se-
mantic information from thecustomized atlas to directly seg-
ment and therefore label the subject’s anatomical structures,
as illustrated in Figure 2. Note that the original atlas (Figure
1, left) is warped into a customized atlas for the subject (Fig-
ure 2, left), and the labels are applied to the subject.

Anatomical structures have a large range of variation in
appearance and location due to genetic and environmental
factors. These variations make the mapping from the atlas to

Figure 1 . The MRI of a normal brain (left), and its
hand-segmentation and labelling (right). Color
regions represent different anatomical structures.
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the subject difficult. We have developed a 3-Dhierarchical
deformable registration algorithm which brings correspond-
ing structures into alignment, despite these variations.

2. Problem definition
The data we work with is T1 weighted MRI. An MRI

volume is a series of parallel cross-sections along one of
three principal axes: coronal, axial, or sagittal. Figure 3
shows slices of a brain MRI taken along each axis.

In practice, there is no enforced standard for image ac-
quisition. The axis along which the cross-sections are
scanned may be at an angle to the principal axis, and the
spacings between consecutive cross-sections may be non-
uniform. An image set can focus on a sub-section of the head
if so desired, and there are inhomogeneities in image inten-
sities. These factors result in global and extrinsic variations
such as different orientations and resolutions, and intensity
inconsistencies. Variations caused by the innate difference
between people are local and intrinsic.

The task of customizing the atlas entails compensating
both kinds of variations to match the atlas to the subject.

Figure 2 . The atlas is warped (left) to match the subject
(right), i.e. customized. Its labels are applied to segment
and label the subject’s corresponding structures

SubjectCustomized atlas

Figure 3 . Brain MRI scans along the principal axes.
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3. Current approach for matching
Because the two types of variations have different na-

tures, we use ahierarchical registration algorithm to ad-
dress them separately. First, we apply asimilarity
transformation to the atlas to grossly align it with the patient,
section 3.1. Then we employ asmooth deformation to ap-
proximately align the corresponding anatomical structures in
the atlas to those of the subject, section 3.2. Finally, we use
a fine-tuning deformation to adjust to details, section 3.3. It-
erative optimization algorithms are used to determine the
transformation and deformation parameters in these three
levels.

3.1. Matching through similarity transformation
The similarity transformation addresses the extrinsic

variations. It is composed of a 3-D rotation, translation, and
uniform scaling.

• Representing the similarity transformation
Figure 4 shows the coordinate systems used in the sim-

ilarity transformation. The origins of the coordinate systems
in the atlas volume and the subject volume are placed at their
centroids (center of mass). The Z axis coincides with the axis
along which the volume was scanned. The atlas is first rotat-
ed about its centroid, then uniformly scaled about its origin
and translated to align with the subject. The similarity trans-
formation T has 7 degrees of freedom.

• Determining the similarity transformation
Because the atlas and the subject are innately different,

there is no transformation that exactly matches them. We de-
fine the quality of a match in terms of the sum of squared dif-
ferences (SSD) between the intensities of corresponding
voxels in the two volumes:

 is the intensity of voxel
in the subject volume, and  is the intensity
of voxel  in the atlas volume.  is

 after applying the similarity transformation T. The
SSD is a function of this transformationT, the best transfor-
mation minimizes the SSD. We apply the Levenberg-Mar-
quardt non-linear optimization algorithm to iteratively adjust
T to reduce the SSD. The iteration continues until the chang-
es in T are below a user defined threshold, then the similarity
transformation is considered to be recovered. We employ
multi-resolution processing and stochastic sampling for effi-
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Figure 4 . The coordinate systems.
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ciency and to help prevent the optimization from becoming
trapped in local minima, section 4.3.

The transformed coordinates, , may not be in-
tegral. In this case tri-linear interpolation is used to deter-
mine the voxel’s intensity from its eight bounding neighbors.
If the transformed coordinates fall outside of the volume,
that voxel is ignored.

Figure 5 shows example cross-sections of the atlas and
a subject, before and after the similarity transformation. The
atlas is rotated, scaled, and translated to grossly match with
the subject. Labels of several anatomical structures in the
transformed atlas are directly applied to the subject. They do
not align well with their counterparts in the subject.

3.2. Matching through smooth deformation
Brain morphology is intricate, so the difference between

the atlas and the subject cannot be fully addressed by apply-
ing one transformation to the whole atlas volume. Localized
deformation is necessary. Although the difference can be
large, the appearance and location of corresponding anatom-
ical structures are consistent enough for them to be correlat-
ed. The intensity difference between spatially corresponding
voxels can act as a deforming force, which shifts atlas voxels
spatially towards their counterparts in the subject.

• Representing the Smooth Deformation
An intuitive way to represent the deformation is by a 3-

D displacement for each atlas voxel. This would allow each
voxel to deform freely, but it will only succeed when the
voxels’ initial positions are close to their desired positions
due to local minima. The intrinsic variations across individ-
uals make the similarity transformation unable to provide a
precise enough initial alignment.

We employ a more robust deformation representation, a
3-D control grid which is a coarser grid than the voxel grid.

T x y z, ,( )
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Figure 5 . Cross-sections of the atlas and a subject,
before and after the similarity transformation. The
atlas is rotated by 90 degrees to match the subject.
The outlines of features in the transformed atlas
are directly applied to the subject. They do not
match well with their counterparts in the subject.

After similarity transformation



The vertices of the control grid are control points that can
shift independently in 3-D space. The 3-D displacements of
the control points determine the displacements of the voxels
they enclose. Only the control points can deform freely, the
voxels inside each control grid cell are forced to deform
smoothly. Since the number of control points is orders of
magnitude lower than the number of voxels, there are fewer
parameters to estimate, making the deformation process
more stable. Figure 6 is a 2-D illustration of the 3-D smooth
deformation.

• Estimating the smooth deformation
For a voxel  in the subject volume, sup-

pose the control grid cell it belongs to is theith in the array
of all control grid cells . The corresponding
control grid cell in the atlas is . From the relative
position of  with respect to the 8 vertices of

, we can tri-linearly interpolate the location of
its counterpart in the atlas , using the 8 ver-
tices of  in the atlas. S denotes the smooth defor-
mation. The intensity at  in the subject volume
is , and the intensity at  is

.
Ideally the atlas should completely align with the sub-

ject, and  should equal to . In
practice,  and  differ. The
best deformation minimizes the difference. Similar to sec-
tion 3.1, the sum of squared differences (SSD) between all
voxels’ intensities in the atlas and in the subject acts as the
error function, and the Levenberg-Marquardt iterative non-
linear optimization method is used to determine the best
smooth deformation parameters.

Figure 7 shows the effect of applying the smooth defor-
mation to the intermediate result in Figure 5. The atlas is
warped in 3-D space to match the subject. The outlines of the
anatomical structures in the deformed atlas roughly align
with the corresponding structures in the subject.

3.3. Matching through fine-tuning deformation
The smooth deformation is effective and robust at
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Figure 6 . A 2-D illustration of the smooth deformation.
The control points in the atlas are shifted to match
their counterparts in the subject, thus deforming the
atlas to align with the subject.
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roughly matching anatomical structures in the atlas to those
of the subject, even when the similarity transformation gives
an imperfect initial alignment. However, since only the con-
trol points are allowed to shift independently, it cannot ac-
count for any variations smaller than the size of a control
grid cell. The fine-tuning deformation addresses the finer de-
tails.

• Representing the fine-tuning deformation
Similar to section 3.2, the intensity difference between

spatially corresponding voxels in the atlas and the subject
volumes is the deforming force. However, each atlas voxel
can shift freely in 3-D space. The deformation parameters
are the voxels’ 3-D displacements. [8] uses a similar ap-
proach.

• Estimating the fine-tuning deformation
For a voxel  in the subject volume with in-

tensity , its corresponding voxel
 in the atlas has intensity .

D is the current fine-tuning deformation. If  is the differ-
ence betweenD and the optimum deformation, we have:

The first order Taylor expansion of the first term in (2):

From (2) and (3), one solution for is :

To stabilize the deformation parameters when the inten-
sity gradient in the atlas, , is close to zero,
we add a stabilizing factor :

The deformationD is recovered by solving for , add-
ing it to D, and iterating until is smaller than a user de-
fined threshold. Because the number of deformation
parameters is 3 times the number of voxels, the problem is
under-constrained. We apply 3-D Gaussian smoothing to the
voxels’ 3-D displacements after each iteration to regularize
the problem. Figure 8 shows the result of applying the fine-

Figure 7 . Corresponding cross-sections of the atlas
and the subject volumes after the smooth deformation.
Outlines of anatomical structures in the atlas roughly
align with the corresponding ones in the subject.
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tuning deformation to the result in Figure 7. The outlines of
anatomical structures in the atlas match well with their coun-
terparts in the subject.

Figure 9 demonstrates the progress in the hierarchical
deformable registration algorithm on another example. The
result of this algorithm is an atlascustomizedfor the subject.
Labels of anatomical structures in the customized atlas can
be directly applied to segment and label the corresponding
structures in the subject volume.

Figure 8 . Corresponding cross-sections of the atlas
and the subject after the fine-tuning deformation.
The outlines of anatomical structures in the atlas
align well with their counterparts in the subject.
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Figure 9. The progressive result of hierarchically
deforming the atlas to match a subject. The
alignment of the corresponding anatomical structures
improves noticeably along the deformation hierarchy.
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4. Implementation details
Several issues in the implementation are crucial to mak-

ing the algorithm robust and efficient. The following subsec-
tions discuss them in detail.

4.1. Background separation
Since we take a voxel-based approach with no prior seg-

mentation, each voxel in the data is given equal weight.
There is usually background noise in the data, which neces-
sitates background separation to ensure only relevant voxels
contributes to the matching process.

An automatically set threshold eliminates dim back-
ground noise. The threshold is the first valley of the intensity
histogram, after it is smoothed using a Gaussian filter. Bright
outliers still remain. Since the region containing the head is
connected, we apply a connected-component algorithm to
the thresholded binary data and find the largest connected
component. Any holes caused by dark regions inside the
head are filled in. The algorithm only considers voxels with-
in that component in later processing.

4.2. Intensity normalization
The quality of the matching is represented by the inten-

sity differences between corresponding voxels in the atlas
and the subject volumes. But in general the intensity distri-
bution in the subject is different from that in the atlas even
within one imaging modality (e.g. T1 weighted MRI). Our
current solution is to normalize each volume to have the
same mean and standard deviation in intensity to make them
comparable.

4.3. Multi-resolution processing
The image volumes we have experimented range from 1

to 16 million voxels. It is imperative to carry out the match-
ing efficiently. A multi-resolution strategy can improve effi-
ciency, as well as help the optimization procedure first focus
on global patterns and then refine the result using details
present at the higher resolutions. We employ two strands of
multi-resolution processing: an image pyramid (in the simi-
larity transformation and the smooth deformation), and a
control grid pyramid (in the smooth deformation).

Currently the image pyramid has 3 levels, each level
having half the resolution of the next higher level. The con-
trol grid pyramid has 5 levels, in which the numbers of con-
trol points along x, y, and z directions are 2x2x2, 3x3x3,
4x4x4, 5x5x5, and 6x6x6.

4.4. Stochastic sampling
In the similarity transformation and the smooth defor-

mation, we do not process every voxel during each iteration
of the optimization process. Instead, we sample a random set
of voxels at each iteration. This method is valid because the
optimizations are over-constrained. Moreover, the stochastic
nature of the sampling helps the optimization process to es-



cape from local minima [11]. Because the fine-tuning defor-
mation has 3 times as many parameters as the number of
voxels, the problem is highly underconstrained and stochas-
tic sampling is not appropriate.

4.5. Parallel processing
In our approach, the computation for each voxel is iden-

tical, so the process is voxel-wise parallelizable. To reduce
overhead, we apply parallel processing at a higher level than
the voxel representation. During the smooth deformation, we
parallelize the processing of each control grid cell; whereas
in the fine-tuning deformation, we parallelize the processing
of each cross-section of the volumes.

5. Evaluation
This is a fully automatic algorithm. Thesimilarity trans-

formation is initialized by trying many random initial trans-
formations and picking the one which gives the minimum
SSD [14]. The entire algorithm takes 12 minutes to custom-
ize the atlas for a 256x256x124 image volume on an SGI
computer with four 194 MHz R10000 processors. Parame-
ters such as the number of stochastic samples, the number of
levels in the image pyramids, and the number of control
points can be tuned to improve efficiency.

We conducted experiments on 106 normal brain MRI,
with the number of voxels ranging from 1 to 16 million. 98
cases yielded visually satisfactory results. Consistent satis-
factory performance is impeded because our approach is in-
tensity-based, and suffers when the subject’s data has a
considerably different intensity distribution than the atlas,
even after the intensity normalization.

5.1. Qualitative Evaluation
Figure 10 is a close-up of a subject’s lateral ventricles,

overlaid with the outlines of the atlas’ lateral ventricles after
deformation at each level of the hierarchy. The accuracy im-
proves significantly along the deformation hierarchy. The
outlines of the atlas’ lateral ventricles appear to change in
shape. This is because the transformation and deformations
move and warp the atlas in 3-D space, whereas we are look-
ing at a fixed cross-section.

5.2. Quantitative Evaluation
For quantitative evaluation, we hand segmented thecor-

pus callosum in the mid-sagittal plane (a reference plane
used by doctors) of 18 subjects, and compared them with the
segmentations given by the customized atlases, as illustrated
in Figure 11. We use the number of mislabelled voxels rela-
tive to the size of the structure in the hand-segmentation to
quantify the segmentation accuracy. Mislabelled voxels in-
clude those labelled as corpus callosum in the customized at-
las but not in the hand-segmentation and vice versa. For the
particular subject shown in Figure 11, 15.4% of the voxels
are mislabelled.

Figure 12 shows distributions of the percentage of mis-
labelled voxels after each stage of the hierarchical deforma-
tion. After the similarity transformation, only 16% of all the
cases have less than 20% mislabelled voxels, and 28% of the
cases almost have all the labels wrong. This improved after
the smooth deformation, when 61% of the cases have less
than 20% mislabelled voxels, the worst 11% of the cases
have 40-60% mislabelled voxels. After the fine-tuning de-
formation, 72% of the cases have less than 20% mislabelled
voxels, only 6% of the cases have as much as 40% misla-
belled voxels. This is consistent with the observation in sec-
tion 5.1, that the segmentation accuracy increases
significantly after each level of the deformation hierarchy.
The corpus callosum is a thin structure with an intricately
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Figure 10. A close-up on the segmentation of
the subject’s lateral ventricles at each stage in
the deformation hierarchy. The improvement
in alignment accuracy is significant.

Figure 11 . Comparing labels from manual
segmentation and that from the customized atlas
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Figure 12 . distributions of the percentage of
mislabelled voxels of 18 images sets, after
each stage of the deformation hierarchy.



curved surface, so a one-voxel mis-registration of the surface
can result in a large number of mislabelled voxels.

The above evaluation, however, is subject to a single
person’s decisions in segmenting the data. In medical imag-
ing, quantitative evaluation is difficult due to the absence of
ground truth. A more objective standard may be developed
by fusing multiple experts’ opinions.

6. Anomaly detection through registration
Our hierarchical deformable registration algorithm has

proven effective at segmenting and labelling anatomical
structures. It also has potential in detecting and locating pa-
thologies. Certain pathologies causemass effect, which
shifts brain structures, and forces structures close to the pa-
thology to deform significantly. Figure 13 compares corre-
sponding cross-sections of the atlas and a brain with a
pathology. The atlas exhibits symmetry about the central
line, whereas the symmetry is destroyed in the patient. The
symmetry and asymmetry are most visible in the size, shape,
and location of the lateral ventricle pairs.

6.1. Exploit Symmetry
Since certain anomalies destroy the symmetry that ex-

ists in normal brains, the lack of symmetry is an indication
of a pathological condition. To detect asymmetry, we match
a subject’s mirror volume (with left and right flipped) to the
original volume. For a normal brain, little deformation is
needed to align its mirror volume to itself; for a brain with
pathologies that cause mass effect, a significant deformation
will be necessary. The direction of the deformation suggests
the location of the pathology. Figure 14 shows data from
those patients.

The left column displays an axial cross-section of each
patient’s brain. The right column is the same cross-section
overlaid with the deformation vectors for matching the pa-
tient’s mirror volume to itself. For the normal brain (first
row), the magnitude of the deformation vectors is negligible
because it is approximately symmetric. For the brain with a
chronic subdural hematoma (second row), the deformation
vectors have large magnitudes, and exhibit a uniform direc-
tion. This direction suggests the source that causes mass ef-
fect, a possible pathology. For the brain with a tumor (third
row), the magnitude of the deformation vectors is large, and
the directions manifest a swirl pattern. This is because the tu-
mor is so close to the central line that its “counterpart” in the

Lateral
Ventricles

Figure 13. The corresponding cross-sections of
the atlas and a patient. Note the symmetry in the
atlas, and the loss of symmetry in the patient.
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mirror volume partly matched with itself. Unlike the other
image sets, this is a CT scan.

6.2. Detect Abnormal Variations
Despite the large range of intrinsic variation between in-

dividuals, there exists a distinction between the normal range
of natural shape variability and pathology-afflicted deforma-
tion. Figure 15 compares theskull label for a normal brain
and a brain with chronic subdural hematoma. Theskull of the
normal brain has uniform thickness, with variations within a
small range; whereas the thickness of theskull in the patho-
logical brain varies significantly. Since this is beyond the
normal variation, it suggests a possible abnormality. While a
symmetry based method is capable of detecting pathologies
that cause structural changes, this method may also be able
to detect pathologies that only cause density changes. After
customizing the atlas for the patient, the area of pathology
will have an anatomical label. If the intensity distribution of
the area does not match the expected distribution of the
named structure, it suggests an anomaly.

7. Related Work
A comprehensive survey of medical image registration

via optimization in transformation space is given in [9]. Ba-
jcsy et al. elastically deform a 3D atlas to match anatomical
brain images. The method requires user interaction and is
computationally expensive [6],[7]. Christensen et al. used a
fluid dynamic deformable model [1], [2]. It takes 1.8 hours

Figure 14 . An axial cross-section of each patient (left),
and the same cross-section overlaid with deformation
vectors (right). The magnitude and direction of the
deformation vectors indicate the possible existence
and location of the pathologies.

Normal

Chronic
subdural
hematoma

Tumor



to match a 1.6 million voxel volume on a 16384-processor
MasPar. Thirion assumes the volumes are already globally
aligned, and applies optical flow directly [8]. Since optical
flow relies heavily on the constant brightness assumption, it
is prone to failure when the intensity variations or deforma-
tions are large. Viola et al. investigated registration based on
mutual information [10], [11], [12]. Currently it is only em-
ployed in affine transformations between image data of the
same person from different modalities.

8. Conclusion and Future Directions
We have introduced a hierarchical deformable registra-

tion algorithm that automatically segments and classifies
features in 3-D images. It starts with an atlas, an expert-seg-
mented and classified MRI of a normal brain. Given a sub-
ject’s images, the atlas is warped in 3-D space until it closely
matches the subject, i.e. the atlas iscustomizedfor the sub-
ject. Labels in the customized atlas can be applied directly to
segment and classify the subject’s anatomical structures.

Experiments have been done on 106 brain MRI vol-
umes, of which 98 cases achieved segmentations qualitative-
ly comparable to manual segmentation. We performed a
quantitative evaluation of the segmentation for the corpus
callosum. There is significant improvement in accuracy after
each stage in the deformation hierarchy. For the final seg-
mentation, of 18 subjects for which classification was exam-
ined voxel by voxel, 72% had fewer than 20% of the voxels
mislabelled, and 26% had less than 10% mislabelled.

One interesting application of the deformable registra-
tion algorithm is to indicate the possible existence and loca-
tion of pathologies. By exploiting the symmetry
characteristic of normal brains, we can detect anomalies that
destroy symmetry; by applying knowledge of normal varia-
tions in anatomy, we may be able to find pathologies that in-
cur structural or density changes. The speed of this algorithm
makes it possible to examine a significant number of sub-
jects, so as to characterize normal variations in the shape,
size, and location of anatomical structures. This character-
ization can then be used to improve the accuracy of the reg-
istration algorithm, by guiding the deformation process and
limiting the space of deformations that must be explored; on
the other hand, it can also aid anomaly detection, by detect-
ing the abnormal deformations required to match an anoma-
lous structure to the normal atlas.

Figure 15 . Comparing the skull label
between a normal brain and a brain
with a chronic subdural hematoma.
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To further improve the precision and robustness of the
algorithm, we would like to study more effective intensity
normalization schemes, or use a criterion not based on inten-
sity similarity, such as mutual information or matching sa-
lient features. Also, more objective and extensive validation
of the accuracy will be important.
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