
Segmentation-Based Online Change Detection
for Mobile Robots

Bradford Neuman

CMU-RI-TR-10-30

August 2010

Robotics Institute
Carnegie Mellon University

Pittsburgh, Pennsylvania 15213

c© Carnegie Mellon University





Abstract
As mobile robotics continues to advance, we are beginning to see intelligent

robots with complex perception and planning systems onboard. These systems
are often engineered for a specific task, or trained using machine learning to be
adaptable and robust. Unfortunately, when faced with the complexities of the
real world, almost every current robotic system will eventually encounter a situ-
ation which it has not been not trained or designed to handle. Unless a system
operates in a highly structured or controlled environment, it will be impossible
to determine all of the types of obstacles a robot may encounter. Instead of try-
ing to make robots perfect perception and planning machines, we seek to enable
robotic systems to detect situations in which the robot is unfamiliar. When a robot
regularly visits an area more than once, we propose the use of a change detec-
tion algorithm to identify significant changes in that area over time and inform
the robot about possible hazards. If a robot has traversed an area before, we can
generally assume it to be safe, but if an unexpected change happens in the robots
environment, this may represent a danger to the robot or the safety of humans
nearby. We propose an algorithm to segment a 3D scene and use the segmentation
as contextual information for an improved change detection algorithm. We will
explain our proposed solution in detail and then provide data which show that the
performance of change detection is increased by using segmentation. Finally, we
will argue that these techniques can enhance the safety and reliability of mobile
robots.
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Figure 1: An example of the system detecting a manikin that was not previously
present in this environment.

1 Introduction
As robotics continues to advance, mobile robots are becoming more and more
impressive. In the past several years we have seen robots which can complete
complex automated tasks robustly and without major incident. In many domains,
such as urban [1] or outdoor [2, 3] navigation, one could say we have solved
95% of the problem of robustly and safely driving while obeying laws and safety
constraints. However, the last 5% will be significantly harder to complete. As
errors and potential pitfalls become more rare and complex, they become more
dangerous because they are difficult to test and observe. Since these systems are
heavily engineered for the environments they are intended to operate in, they can
fail when encountering situations that are outside of their experience base.

Because of these limitations, robots which must operate in the real world must
do so in very controlled environments where there is little uncertainty about the
situations they will encounter. Robots like Crusher [4] are incredibly capable, but
a human supervisor must still track the robot to monitor its performance and press
an emergency-stop button if it is about to fall into trouble.

Due to the cost of failure of such systems, this lack of robustness to new situa-
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tions is a primary reason why many autonomous systems in domains ranging from
industrial and agricultural to military have yet to be fielded in the real world de-
spite already impressive performance. Of particular concern is the issue of safety,
since any harm to a human would be catastrophic to robotic applications.

This thesis leverages the fact that rather than developing an autonomy system
that is 100% reliable, it is more practical to have a system that works well a huge
majority of the time and is able to detect scenarios that are unusual and that the
robot may be unable to handle safely. We can then detect potentially hazardous
situations before they cause a serious failure.

In this thesis we explore change detection as a specific formulation of the
problem of novelty detection. We examine the situation where robots will operate
in an area that they had previously visited. Because a prime indicator of safety
is the fact that the robot had successfully traversed a location at a previous time,
detecting when something in the scene has changed is a good indicator of potential
safety risks. When a change is detected, a human can be queried on the best way
to deal with the situation or the robot can simply avoid the area entirely. This
is common scenario in applications such as agriculture, warehouse management,
and security patrolling.

The goal of this thesis is to improve on the functionality of an existing change
detection system that compares each location in the scene to the same location as
encountered previously. Just like when trying to classify an image using a fixed-
scale sliding window, this approach discards potentially useful contextual infor-
mation. By incorporating an online segmentation algorithm within the existing
change detection pipeline, this thesis shows how considering an intermediate rep-
resentation that captures more contextual knowledge about the environment can
significantly improve the quality of online change detection for a mobile robot.

By enabling a mobile robot system to detect such situations, we hope to reduce
the time it takes for such systems to be deployable in real-world applications.

1.1 Detecting Changes in 3D Scenes

Much of the theory behind working with 3D scenes comes from computer vision,
where images are represented as 2D grids of pixels. In three dimensions, we image
splitting up the world into boxes called voxels. Each voxel then can have a color
specified in red, green, and blue channels (or some other representation). Other
data, such as information about shape or other features, can also be associated
with a given voxel.
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Thinking of 3D scenes like analogs of 2D images does have several limita-
tions. In a 2D image, there is no sense of occupancy; every pixel within a given
range (the size of the image) has some color. In a 3D voxels, however, not all
voxels will be occupied. There is a very important difference between a location
occupied by a black voxel and a location that is not occupied at all. Because of
this, it does not always make sense to think of edges between objects in a 3D
point-cloud, since these objects may be separated by empty space. In images, we
can consider a pixel to have either four neighbors (North, South, East, and West)
or 8 neighbors, including the diagonals. In three dimensions this translates to 6,
16, or 26 neighbors.

Our goal in change detection is to detect change between two representations
of the world: one historical and one current. We can represent each of these as 3D
voxels and state out problem as:

Given voxels representing data from two runs of the same physi-
cal location, detect and flag any significant changes in the envi-
ronment.

In this problem, “significant change” is difficult to define. Our general ap-
proach in this thesis is to consider significant any change which may potentially
represent a dangerous situation for the robot or any humans in the area. We also
want the ability to flag any changes which may be of interest to human operators.
This includes critical changes such as the presence of a human (perhaps in place
of some other obstacle), but also other changes in the environment. For example,
in a factory setting, a change in the position or orientation of large factory equip-
ment may represent a safety hazard. In general we strive to create a solution that
is flexible in the definition of a change. This means we avoid heuristics about size
or position of objects that might be significant (although we are limited on size be-
cause of the resolution of our perception system, explained in Section 3.2). In this
way, different training data could be used to achieve different levels of sensitivity
or to focus on different types of changes. Eventually we hope this system could
be trained online to allow the user to specify the level of change sensitivity by
driving around with the robot and showing it which changes are significant. For
now, to simplify the problem, we are not considering this type of on-line training,
but we will avoid approaches which would make it impossible. Since our primary
motivation is to increase safety and reliability, our change detection system must
run on-line and fast enough to notify the robot of changes in real time.

A straightforward way to approach the problem is to consider changes on a
voxel-by-voxel basis. That is, consider both sets of voxels one voxel at a time and
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compare each point to the corresponding voxel in the other log using some sort of
classifier which works on pairs of voxels. This is the way the pre-existing change
detection system worked. This approach was somewhat successful, but was very
prone to false positives, like those seen in Figure 2(a). This is not surprising
because there is a lot of noise at an individual voxel level. It is also very hard to
match up the voxels in a significant way. For example, if the robot is driving at
slightly different speeds the density of points it scans as the laser sweeps across
the ground will differ. This will change the features created when the scene is
binned into voxels. This means that even without sensor noise or small changes in
the environment, the data will differ. Even in 2D image processing, considering
two scenes one point at a time is rarely the best approach.

To improve the quality of this naı̈ve voxel-by-voxel approach, we first consider
a segmentation of the input scene which groups the voxels into distinct objects,
and then use that to determine change. The problem of scene segmentation and
its application to change detection is the focus of this thesis.

(a) Without Segmentation (b) With Segmentation

Figure 2: An example of change detection with and without segmentation

1.2 Segmentation: Using Contextual Scene Information

In order to provide context to algorithms which compare scenes, we consider the
approach of scene segmentation. The idea of segmentation is to group each voxel
in a scene into a distinct group. The goal is for these groups to semantically
represent objects in the scene. For a given scene there are many logical ways to
break things up into objects. For example, it is just as valid to segment a tree into
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a trunk, branches, and a canopy, as it is to consider a tree as made up of hundreds
of leaves and pieces of bark. What will differentiate these segmentations is their
usefulness to our change detection problem.

We use segmentation as a way to inform change detection. When humans no-
tice changes in their environment, they do not consider individual points one-by-
one. Instead, they consider context and use a semantic understand of objects they
see to determine change. For change detection, we consider important changes to
be those which change an object, or introduce a new object into a scene. There-
fore, we will look for changes on a segment-by-segment basis instead of voxel-
by-voxel.

We can now update the statement of our problem from above to be:

Given voxels representing current and previous data at the same
physical location, detect and flag any segments of the current
scene which have changed significantly.

This thesis will focus on the process of splitting the voxel data into segments.
It is important to note that segmentation is not an end-result which we are seeking.
Instead, we investigate segmentation as a means of improving change detection.

The segmentation problem can be looked at as learning a property between
pairs of voxels in a scene. We want to look at neighboring voxels in 3D space and
determine if they are in the same or different segments. This makes segmenta-
tion a binary classification problem. In order to apply standard machine learning
techniques, we want a single data vector, x, which represent a voxel pair, so we
compute a difference function on the two neighboring voxels we are considering,
which turns two voxels into a single feature vector. See Section 4.4 for a discus-
sion of differences functions.

In this thesis we will present our methods and results for our segmentation
based change detection system. We will explain how the system works and why it
is a valid approach, and demonstrate experimental results that show that it is effec-
tive in improving the performance of change detection, as it did for the example
in Figure 2(b).

2 Related Work
Robotics has developed to a point that it is possible to create autonomous vehicles
which can successfully navigate in complex environments. For example, Boss,
the CMU robotic entry to the 2007 DARPA Urban Challenge, utilized complex
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algorithms to identify and avoid obstacles [1]. This robot worked well enough to
avoid failures (such as hitting an obstacle or disobeying a traffic law), but there
is still too high a chance of failure. During development of Boss and similar
robots, the autonomy systems are trained to detect a huge number of objects by
being given many examples of correct actions or perceptions. Many other complex
robotic systems have had large success with autonomous operation [2, 3, 5], but
we have yet to see deployment of systems like these in the field.

One very common idea in robotics is that of a cost map, whereby the space of
actions or paths the robot can take are given specific costs, and it is the goal of a
planner to determine the optimal path as the path which minimizes the cost. Costs
in mobile robotics often represent how much time or energy a robot will spend
traversing a given area. They can also be used as hard constraints by assigning in-
finite cost to things like buildings or humans. Much of the research done to create
robots like Boss is focused on how to derive these costs and how to select the best
path given a constantly changing map of costs. Algorithms such as D* have been
created, which can produce provably optimal paths given partial information, and
update those paths as new information is discovered [6]. This means that robots
can begin with an estimate of the world, and then update various costs as they
move about.

Many planning approaches rely on machine learning to infer traversal costs
based on sensor data. For example, we can imagine a classifier for a large robot
which learns that small green things (grass or leaves) are traversible, while larger
brown things (tree trunks or people) are not traversible. In these kind of supervised
machine learning approaches, the result is highly dependent on the data set used
for training. Consider, for example, a robot which is trained to detect vegetation
and obstacles like humans or rocks. If this robot were to encounter a chain link
fence, it would not have any directly relevant training material. The fence might
appear to be made of small thin objects, much like twigs. The robot may thus
decide to try to drive through the fence, which is unlikely to succeed. This kind
of failure is even more important when human safety is involved. If a robot sees
a human lying in camouflage, it might consider it a low obstacle and attempt to
traverse over the human. While it is possible to add samples of humans lying in
camouflage to the training data, it is nearly impossible to come up with enough
training examples to reliably cover everything a robot will see in an unstructured
and uncontrollable environment.

Instead of trying to train a robot to know what to do for every type of object it
encounters, one approach is to detect situations which are not representative in the
training data. This approach is called novelty detection because it seeks to detect
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objects which are novel compared to what has already been seen [7].

We consider change detection as the problem of novelty detection applied on
a per-location basis. Basically, we consider things to be changes if the voxels
are novel compared to the voxels that used to be in that location. Previous work
on change detection has often focused on detecting changes in images, such as
detecting land use changes from satellite imagery. These techniques all required
accurate image registration, meaning that the images needed to be properly lined
up before the algorithms could run. The simplest of the methods was to use pixel
differencing or similar methods, and apply a threshold value to detect changed
pixels. More advanced methods used some vision approaches to reduce artificial
changes based on glare or lighting conditions. Some specifically targeted vege-
tation by looking at various bands of wavelengths in the images that correspond
to vegetation. The images were also compared by running PCA to compare the
principal components between images. These techniques produced 60%-70% ac-
curacy in detecting land mass changes such as the conversion of non-urban areas
to urban areas. Techniques for this type of land-mass change detection were also
considered which relied on separate classifications of the two images into types
of land (urban, non-urban, seat, etc.), and then comparison on the classifier result,
but these were not effective [8].

The problem of change detection has also been extensively researched in the
signal processing domain. There are many approaches to detecting change which
rely on a temporal stream of signal data which can be compared against either
a model for that data or the previous history of the signal [9]. These filtering
approaches are not directly applicable to detecting 3D scene changes for several
reasons. First, they generally assume more than two data points for a given signal.
If we think of the scene a robot sees as a very complex signal or group of signals,
in change detection we want to detect differences between the signal at one point
and the signal at another, without seeing a continuous stream in-between. Addi-
tionally, it is hard to model the data the robot receives as individual signals. There
is no way to directly compare sensor readings, since they are all co-dependent (the
laser scans rely on localization, etc.). It is not clear how we could represent the
post-processed feature-rich point clouds as continuous signals in order to apply
filtering techniques.
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3 System Architecture
This section describes the mobile robot platform used for this research and pro-
vides a high-level description of it’s autonomy system and data flow.

3.1 Platform

Figure 3: The modified John Deere eGator platform

This research was performed using the John Deere eGator platform shown in
Figure 3 from the rCommerce lab at Carnegie Mellon supported by the Robotics
Collaborative Technology Alliance. The robot is equipped with a variety of com-
puting and sensors to allow it to perceive the environment and to form and execute
intelligent plans. Additionally, it can be driven manually or through remote con-
trol, facilitating data gathering efforts.

Sensing is performed by a SICK laser scanner and a PointGrey Grasshopper
camera. The SICK is fixed to a motor that nods it vertically with a fixed frequency
allowing it to survey the environment. The SICK returns 180 readings at about
50 Hz, continually building a cloud of laser impact points in front of the robot.

The camera is fixed facing forward on the robot, covering about a 60 degree
horizontal field of view. Due to the variable lighting conditions the robot will en-
counter in outdoor environments, the camera makes use of a high-dynamic range
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(HDR) mode where information from pairs of images of varying exposure times
are combined to better enable consistent and reliable camera-based features. The
exposure times of these two modes are regulated by a controller that constantly
fluctuates the exposure to maximize the percentage of the laser points that can be
adequately exposed (not over or under-saturated). This allows the robot to simul-
taneously deal with a shaded and a well-lit portion of the scene, even though no
single image would expose them well. An example output of the HDR camera
system can be seen in Figure 4. Because the transform between the laser and the
camera at any time is known, locations in space determined by the laser can be
tagged with color and other camera-based features by projecting the point into
each image and taking the optimal values.

Figure 4: Example output from HDR camera system. An image of low exposure
(left) is combined with an image of high exposure (center) to create a single image
that is well-exposed for the entire scene (right).

The system estimates its position and motion at all times using a Kalman Filter
aided by a GPS unit and an inertial measurement unit (IMU). This ensures that
locally the position estimates are highly accurate even while the global position
estimate can have errors of several meters.

The system has an onboard computer with a quad-core 3.2 GHz Pentium 4
CPU and 4 GB of memory that is shared between all onboard processes.

3.2 Perception System and Features
The eGator autonomy system is modeled closely on that of the Crusher vehicle
from the UPI program [4] shown in Figure 6. Figure 5 outlines the high level data
flow within the eGator autonomy system. The perception system assigns traversal
costs by analyzing the color, position, density, and point cloud distributions of the
environment [10, 11]. A large variety of engineered features that could be useful
for this task are computed in real-time and the local environment is split into
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Figure 5: High-level structure of the eGator autonomy system.

Figure 6: The Crusher vehicle of the UPI program. A majority of the core au-
tonomy system for our platform is derived from that of the Crusher autonomy
system.

columns of voxels in order to capture all potentially relevant information. This
vertical voxelization approach is effective for mobile robots since the presence of
specific features at certain vertical positions is highly relevant to their impact on
traversal cost. For example, solid objects at wheel height are likely to be small
rocks while similar features higher off of the ground are more likely to be trees or
man-made objects. Each voxel, tagged with its corresponding features, is passed
to a cost producer. The system then interprets these features to create a final
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traversal cost for that location in the world that can be used for path planning
purposes.

(a) Image of scene (b) Height-off-ground estimates

(c) Colorized laser data (d) PCA spatial features

Figure 7: Example of features generated from the UGV’s perception system. An
HDR image for the environment is shown on the left. Laser data for the envi-
ronment, colored using the onboard camera sensor is shown in the center image.
Spatial features computed for the environment are shown on the right.

Each 20cm3 voxel and contains up to 30 different features including color and
texture-based features, spatial representation features, and camera-based features
derived from image color and texture. Especially useful spatial features are com-
puted by analyzing the eigenvectors of the distribution of points at each location
[11]. Locations with one dominant eigenvalue (such as a pole) have a strong lin-
ear property, those with two dominant eigenvalues (such as the ground) have a
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planar property, and those without a dominant eigenvalue have a more spherical
distribution (such as bushes). An example of these color and spatial features is
displayed in Figure 7. In Figure 7(d), the linear, planar, and spherical features are
displayed in red, blue, and green respectively. You can observe that the vegetation
has a much larger spherical feature while the ground is dominated by the planar
feature.

An extensive log playback and processing infrastructure allows us to develop
and optimize many of our system components off-line.

3.3 Data Collection and Labeling
We collected two types of data logs for this project in static outdoor environments
by manually driving the vehicle through scenes consisting of both natural and
man-made objects. First, we collected over 100 logs consisting of diverse scenes
and objects. We labeled this output manually with 27 classes using a specially
designed voxel labeling tool that utilized both image and laser data. This labeled
data set was used by multiple modules in the system to perform supervised learn-
ing on various object categories. The labels consisted of many specific categories
such as road, grass, big bush, small bush, tree trunk, car, pole, barrel, etc.

We also collected a second data set of 15 pairs of logs for testing the change
detection system. In these change detection sets, we first took a baseline log and
then made various changes to the environment and recorded changed logs. Some
changes consisted of the additions of various man-made objects or rocks. Since
human safety is a critical factor in robotics, many of these logs contained the
appearances of manikins to represent a human that had wandered on a scene. The
voxels that had changed in each scene were carefully labeled to quantitatively
evaluate performance. There were logs collected from 7 unique scenes in total.

3.4 Online Novelty Detection System
This work builds upon the system’s existing change detection system. We evaluate
the impact of integrating a segmentation system into the change detection pipeline
against this baseline system.

The system’s change detection system is an extension of the novelty detection
system described in [7]. The goal of novelty detection can be stated as follows:
given a training set D = {x}1...N ∈ X where xi = {x1i , . . . , xki }, learn a function
f : X → {novel, not-novel}. In the online scenario, each time step t provides an
example xt and a prediction ft(xt) is made.
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The described system approaches the problem of novelty detection using a
kernel machine where seen examples generate an influence of familiarity in fea-
ture space toward future examples (see Algorithm 1). All possible functions f are
elements of a reproducing kernel Hilbert space H [12], meaning that all f ∈ H
are linear combinations of kernel functions:

ft(xt) =
t−1∑
i=1

αik(xi, xt) (1)

The novelty detection system therefore makes the assumption that proximity in
feature space is directly related to similarity. Observed examples deemed as novel
are therefore remembered and have an influence of familiarity on future examples
through the kernel function k(xi, xj). A novelty threshold, γ, is specified and
for each example xt, the algorithm accumulates the influence of all previously
seen novel examples (line 5). If this sum does not exceed γ then the example is
identified as novel and is remembered for future novelty prediction (line 7).

Algorithm 1 Online novelty detection algorithm from [7]

1: given: A sequence of features S = (xi)1...T ; a novelty threshold γ
2: outputs: A sequence of hypotheses f = (f1(x1), f2(x2), . . .)
3: initialize: t← 1
4: loop
5: ft(xt)←

∑t−1
i=1 k(xi, xt)

6: if ft(xt) < γ then
7: αt ← 1
8: else
9: αt ← 0

10: end if
11: t← t+ 1
12: end loop

This approach found that especially if the number of features is large, it may
first be necessary to project the high-dimensional input xt into a lower-dimensional
subspace more suitable for novelty detection using distance metrics. To deal with
issues caused by features that are redundant, noisy or are dominated dispropor-
tionally by a subset of the training set, this system performs dimensionality re-
duction using discriminant analysis, which seeks transformations that are efficient
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Figure 8: Labeled examples projected onto the subspace defined by the first three
basis vectors computed by MDA. Only the first four classes were used to construct
the subspaces (’other man-made’ class was withheld as a test class). There is
significant separation between the new man-made class and the known classes,
implying a suitable subspace for novelty detection.

for discriminating between different classes within the data. Multiple Discrimi-
nant Analysis (MDA), a generalization of Fischer’s linear discriminant for more
than two classes, computes the linear transformation that maximizes the sepa-
ration between the class means while keeping the class distributions themselves
compact, making it useful for classification tasks [13]. Using MDA to construct
a lower dimensional subspace using labeled classes not only optimizes for known
class separability but likely leads to separability between known classes and novel
classes.

Novelty detection is about encountering new classes, so by using discriminat-
ing ability as the metric for constructing a subspace, one can capture the com-
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binations of features that make known classes novel with respect to each other
and likely generalize to previously unseen environments, in effect capturing what
makes things novel. An example of this dimensionality reduction technique can
be seen in Figure 8.

3.5 Extension to Change Detection System

Change detection can be viewed as a location-specific version of novelty detec-
tion. Rather than trying to identify situations that are novel with respect to every-
thing seen previously, a change detection system needs to identify when a situation
is novel with respect to how the situation looked at an earlier time (from a stored
log for example).

Algorithm 2 Online change detection algorithm (modification of Algorithm 1)

1: given: A set of voxel features (xi)1...N from the current navigation; a sequence
of corresponding voxel features from the nearby locations from the previous
run S = (x̃i)1...M ; a novelty threshold γ

2: outputs: A sequence of hypotheses f = (f1(x1), f2(x2), . . . , fN(xN)) where
fi(xi) specifies if voxel xi has changed from the previous iteration

3: initialize: i← 1
4: loop
5: initialize: y ← 0
6: y ←

∑M
j=1 k(xi, x̃j)

7: if y < γ then
8: fi(xi)← true
9: else

10: fi(xi)← false
11: end if
12: i← i+ 1
13: end loop

Algorithm 2 shows a slight modification of the novelty detection algorithm
shown in Algorithm 1 for use in change detection. Assume a log of all seen
voxel features is available from a previous navigation of an environment (only the
compressed representation is necessary since comparisons happen in the MDA-
defined space rather than the raw feature space). For each seen voxel, the kernel
function is used to sum the similarity between that voxel and all voxels near that
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location from the previous navigation (line 6). If the example is novel with respect
to those sets of voxels, then the system specifies that the voxel has changed from
before.

This approach to change detection parallels a sliding window approach to im-
age classification. Evaluating one voxel at a time works for many situations, but
losing the ability to reason contextually about the scene leads to many false pos-
itives in the same way that classifying objects in an image is difficult when only
considering one pixel at a time.

In the next section we will consider an expansion of this change detection
algorithm which takes into account contextual information in the form of scene
segmentations.

4 Segmentation System
The problem of segmenting data into meaningful regions has been extensively
researched in the computer vision domain [14, 15, 16, 17], but previously ex-
isting 3D segmentation approaches are not applicable to change detection. One
approach was to use graphical models to create segmentations based entirely on
the locations of points in 3D space. This approach is limited in that it considers
only spatial dimensions (not color or other features). It also requires knowledge of
a “foreground” point known to be in the segment, which must be the point closest
to the camera which is contained within the segment. Worse, it has a parameter
that effects the radius of the captured segment, which is hard to adjust automati-
cally [18]. Other work has been done to create basic classifiers from feature-rich
3D scenes. This work produced a method which could determine differences be-
tween vegetation, ground, and non-traversible obstacles. It performed well on the
types of data with which it was trained, but is not effective for unknown envi-
ronments [19]. More Recently, work has been done to automatically segment 3D
point-clouds directly into objects. Some approaches [20, 21] try to directly detect
known objects in the scene, but this is inappropriate for change detection wince
our assumption is that the object is unknown. Other work tries to detect and ana-
lyze the shapes inside the point clouds [22, 23], which is not likely to generalize
well to completely unknown objects. There has been work done to create a dis-
criminative 3D segmentation technique which uses a subclass of Markov Random
Fields that provided impressive experimental results [24]. Their approach is not
entirely applicable to change detection, however. They assume that they having
training data which contains representative objects, and then they use segmen-
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tation to detect those same type of objects in point clouds. This approach will
eventually fail in change detection when the robot encounters a new type of object
which it has not previously seen. Our approach will be to build a classifier which
can determine the similarity of objects, regardless of their class. This approach
also uses only location information, while we will consider advanced features like
color and shape.

4.1 Improvement to Change Detection System

We propose creating a new segmentation based change detection module which
will first perform a segmentation of the scene and then use that information along
with the voxel-based change detector described in 3.5 The segmentation module
will add context information by looking at the perceived scene and splitting it into
regions which represent entire objects.

In this section we will discuss the details of the segmentation pipeline and how
it is integrated into the system. We will also discuss relevant parameters and how
they have been optimized. See figure 9 for a graphical overview of this system.

4.2 Segmentation Pipeline

Segmentation-based change detection uses the voxel-based change detection al-
gorithm (algorithm 2) currently present in the system in order to classify the indi-
vidual voxels within a segment. Instead of performing the full scene segmentation
simultaneously, we present an iterative approach. Since we do not want to train
classifiers which are specific to types of objects, we seek methods which can train
on the general differences between objects. Because of this, and some important
optimizations described in section 4.6, we look at the problem one segment at a
time. When finding a single segment, the problem is a two-class classification
problem where one class represents voxels within the segment while the other
represents voxels outside the segment.

Algorithm 3 is an overview of the entire pipeline for detecting changes using
segmentation. Each major step is highlighted in a subsection below. The basic
approach for each segment is to select a representative seed voxel and then op-
timize between the similarity of that voxel and other voxels in the scene and the
constraint that segments are made up of neighboring voxels in a scene.
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Algorithm 3 Segmentation-based change detection algorithm

1: given: A set of voxel features (xi)1...N from the current navigation; a sequence
of corresponding voxel features from the nearby locations from the previous
run S = (x̃i)1...M ; a novelty threshold γ; a segment change threshold η

2: outputs: A sequence of hypotheses f = (f1(x1), f2(x2), . . . , fN(xN)) where
fi(xi) specifies if voxel xi has changed from the previous iteration

3: initialize: S ← {} (NOTE: S is a set which will hold sets representing
indices of segment voxels)

4: loop
5: s← seed(x) The result from Algorithm 4 in described Section 4.5
6: if s = −1 or |x| = 0 then
7: g ← ∆(x, S, γ) Where ∆ is the voxel based change detector in algo-

rithm 2 described in section 3.5
8: for each z in (S) do

9: if
|{gi = 1 ∀i ∈ z}|

|z|
> η then

10: f(i)← 1 ∀i ∈ z
11: else
12: f(i)← 0 ∀i ∈ z
13: end if
14: end for
15: end if
16: Swap x1 and xs
17: Run the similarity classifier on the voxles in x as described in section 4.3
18: Create the graph representing the MRF described in section 4.6
19: Solve for y, the labeling which minimizes the MRF energy function in

equation 4 in section 4.6
20: x← {xi ∀i : yi = 0}
21: append {{i ∀i : yi = 1}} to S
22: end loop
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Figure 9: The control flow through the segmentation-based change detection sys-
tem. The blue nodes are the steps added by this thesis

4.3 Similarity Classifier

We believe that voxels in the same segment should be noticeably more similar
than those in different segments. In order to determine constraints on similar-
ity between voxels we need some sort of classifier which learns what features
make voxels similar or different. Since we are not seeking to build a specific ob-
ject classifier, we need a general approach. In many machine learning problems,
it is possible to train on exactly the same classes that the classifier is trying to
determine. However, since the focus of change detection is to detect new and un-
precedented situations, we cannot assume that we will provide a close example for
everything the robot will encounter. Therefore, we use a radial basis function in a
kernel method. Radial basis functions are homogeneous kernel functions, which
means that they depend only on the difference of feature vectors they are compar-
ing [25]. This means that we will learn based on the difference between a pair
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of voxels which is similar and a pair which is dissimilar (remember that feature
vectors for our classifier are results of a difference function computed on a pair of
voxels, see Section 4.4).

Because of their efficiency, expressive power, and the applicability of kernel-
ization, we chose Support Vector Machines as our similarity classifier (although
we test another popular method in section 4.3.2). A support vector machine is a
margin-based linear classifier which creates a hyper-plane in a high dimensional
space to separate vectors of two classes. There are more general forms of SVM
for regression or multi-class problems, but the segmentation approach only uses
the traditional two-class version. The thing that is unique about SVMs is that they
find a hyperplane which classifies the training data as correct within a margin.
This means that there is a region around the hyper-plane which contains no data-
points. When an SVM is given a test datapoint, it simply determines which side of
the decision hyperplane the point lies within. The SVM also gives us a confidence
value which represents the distance from the hyperplane. If the test point is very
near to the boundary, the SVM is likely to be less accurate than if the point is far
away. This is because, during training, potential hyperplanes are penalized based
on how far they incorrectly classify points past the hyperplane. This confidence
value has units of distance in the higher dimensional space used by the SVM, so
it cannot be directly interpreted as a probability [25].

The SVM approach can be extended with the use of kernel functions which
allow much more powerful classifiers by extending the space of the feature vec-
tors. In traditional SVMs, the hyperplane lies within the same space the feature
vectors lie in. For example, if we were training on 2D data, the hyperplane would
be a line. Using kernels, however, would allow the same 2D training data to
create a hyperplane in a higher dimensional space, which would appear nonlin-
ear when projected back down onto the original space, creating complex decision
boundaries [12]. Our use of kernels allows us to learn complicated relationships
between our feature rich data vectors which may have many dependent and redun-
dant features.

4.3.1 Classifier Training

Our training data comes from logs which were labeled with categories, explained
in Section 3.3. The data are labeled with 27 object categories, however, there is
significant overlap between many of the categories such as large and small bushes.
To deal with these, we merge several of these classes to end with 20 training
categories such as paved roads, trees, bushes, barrels, buildings, etc.. We use
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these categories to determine similarity, we are not seeking to develop a category
classifier for voxels.

Because we use combinations of two voxels to create learning features, the
number of training feature examples is exponential in the number of voxels in the
labeled data. However, it is important to see that we want a good distribution of
feature vectors, which are the output of some function f(x, y), so the number of
examples we need will depend on the dimensionality of the output of that func-
tion. To prevent over-fitting the test data, we reserve 20% of the original labeled
voxels to be used for testing only, and all training examples come from difference
functions computed on only the training voxels while test data comes only from
the test voxels. The similarity classifier test accuracies reported throughout this
section are the percentage of times the classifier correctly determined if a pair of
points from the test data had the same or different labels.

The labels are created such that there are an equal number of sampled similar
pairs as non-similar pairs. Similar pairs are defined as those which appear in the
same log as neighbors and are tagged with the same category label. Non-similar
pairs consist of two non-adjacent voxels labeled with different categories.

4.3.2 Boosting

Because this is a complex non-linear classification problem, we first attempted
using the boosting technique. In boosting, we consider a weak classifier which
is only required to have an accuracy greater than 50%. In our case we use deci-
sion trees of depth one (often called decisions stumps) as the weak classifier. In
each iteration of boosting, results from multiple instances of the weak classifier
are combined to create a stronger overall classifier. After 120 iterations of the
adaboost[26] algorithm, we achieved 73.15% test accuracy.

In order to verify the convergence properties of the algorithm, we plotted the
test and training error based on the number of iterations in Figure 10. This shows
that the algorithm is working properly and that we have converged on a stable
solution.

4.3.3 SVM

We had the most success using an an SVM to classify similarity, achieving 95%
test accuracy for the similarity classifier. We use the Radial Basis Function kernel:

k(xi, xj) = exp(−γ||xi − xj||2)

21



Figure 10: Adaboost error, zoomed in on y-axis

We considered other kernel options, but settled on RBF because of its perfor-
mance and homogeneous properties (see Section 4.3).

This method has two parameters: The slack variable, C, and the kernel band-
width, γ.

In order to tune these parameters we performed a grid search over values of
C and γ and focused the search manually over three iterations to settle on the
values of C = 541.4 and γ = 0.27724 which minimized test error to 5%. we
generated the errors by running the classifier with separate test and training data 3
times at each zoom level, first generating the coarse plot (Figure 11(a)) then and
intermediate grid, and finally the finer plot (Figure 11(b)).

(a) Coarse scale parameters. The C values
here are divided by 10 and the γ values on
the x-axis are a negative log scale where 0
corresponds to 10−8 and 8 corresponds to 10.

(b) Fine scale parameters plotted on a log scale

Figure 11: SVM parameter tuning
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For this work we use the kernelized SVM implementation provided by libsvm[27].

4.4 Difference Functions
Difference function represent differences between voxels. They are what allow
us to train and evaluate the similarity classifier pairs of voxels by creating a sin-
gle feature vector from a pair of voxels. Because ordering of voxels is arbitrary,
e want to maintain the property that difference functions are symmetric. Differ-
ence functions can be traditional distance functions such as Euclidean distance
between voxels in the feature space, or they can be more complicated vector func-
tions which might preserve more of the original data. Using a scalar function like
Euclidean distance basically reduces the problem to that of finding a difference
threshold. Using a higher dimensional difference function allows us to use more
complicated classifiers which can learn non-linear boundaries in the space of the
feature vectors returned from the difference function. The difference functions
we considered and the accuracies of similarity classifiers trained using them are
reported in Table 1. The most naive of these functions is the absolute value dif-
ference, which simply subtracts the feature vectors of the two input voxels. This
approach, however, loses information about the locations of the original voxels in
feature space. For example, it might be the case that bright red voxels represent
noise in the camera. If we take the absolute value of the difference in the red chan-
nel between a noise voxel and some other voxel, the number we get does not tell
us about the original magnitude of the red feature. If we also store the sum of the
two features, however, we have the ability to learn different properties of change
for different regions of the feature space. We could learn that anything with a very
high combined red channel feature is likely noise, while the same difference in
redness for two more green objects does in fact represent a change.

4.5 Seed Selection
Because our voxel classifier works with pairs of voxels, we need a method by
which to determine which pairs in the scene to evaluate. It is not computation-
ally feasible to tun the classifier against all n2 pairs in a log, so we approach the
problem as one of picking a relevant seed and comparing all other voxels to that
seed. When we come up with a segment based on this seed, we will remove the
segment and choose a new seed from the remaining voxels.

In order to determine the quality of a seed, we compute a scoring function by
evaluation the classifier on each pair in the clique of the k voxels we randomly
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Table 1: Difference functions. The input dimension is n (n ≈ 30 in our system)
and the output dimensions listed are the dimensions of the features used in train-
ing. Since the scalar difference functions performed so poorly we did not try to
optimize them, so it may be possible to achieve better results with those functions.

Function f(x, y) = z dim(z) Comment SVM Test Accuracy
|x− y| n Absolute value 91.97%

{|x− y|, x+ y} 2n Absolute value concatenated
with sum

95%

‖(x− y)‖ 1 Euclidean distance in the raw
feature space

62%

‖projPCA4(x)− projPCA4(y)‖ 1 Distance in first 4 PCA dimen-
sions

68%

‖projMDA4(x)− projMDA4(y)‖ 1 Distance in first 4 MDA dimen-
sions

65%

x·y
||x|| ||y|| 1 “cosine distance” 54%

select as seed candidates. If the classifier confidence is positive, this provides
evidence that the two seed candidates are more likely similar, while a negative
confidence provides evidence they are different. Let x1 be the seed of chosen seed
candidates, and let c(xi, xj) be the confidence of the result of running the voxel
classifier described in section 4.3 on the pair of voxels xi, xj . One simple scoring
function would be

s(xi) =
∑

xj∈x,i 6=j

c(xi, xj)

This function does not work well, however, because it penalizes seeds for being
different. While we seek a representative seed, we don’t want a seed which is
the average of all the remaining voxels. Instead, we prefer a seed which is most
clearly associated with one of the remaining unknown segments. Consider a case
in which we have two strong segments remaining and several noise voxels. Our
classifier may not be very confident about the relationship between a noise voxel
and a regular voxel, so the score of the noise voxel may be a sum of small numbers.
This score might then be the same as the score for one of the good seed voxels
since that score would be the sum of high positive confidence terms for the voxels
in the same segment and large negative confidence terms for the voxels in the
other segment.
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Instead of penalizing a seed candidate for being clearly different from other
seed candidates, we simply ignore negative confidences to select the seed which
is the most correlated with all of the voxels which the classifier thinks are in the
same segment. Thus, our scoring function becomes

s(xi) =
∑

xj∈x,i 6=j

max{0, c(xi, xj)} (2)

Note that since we are randomly sampling to find seeds, the number of seeds
we sample, k, has a large effect on performance.

The seed selection method is laid on in algorithm 4.

Algorithm 4 Seed Selection Algorithm
1: given: A set of unsegmented voxels x; a maximum number of seed candi-

dates, k
2: outputs: The index of chosen seed voxel in x
3: initialize: i← 1
4: x’← shuffle(x)
5: for i = 1 to k do
6: Si,i ← 0
7: for j = 1 to k, i 6= j do
8: Si,j ←

∑
xj∈x’,i 6=j max{0, c(xi, xj)} (the score from Equation 2)

9: end for
10: end for
11: Let Si =

∑k
j=1 Si,j ∀i ∈ [1 : k]

12: s← argmaxi Si

13: if Ss > 0 then
14: return: indexOf{x’s in x}
15: else
16: return: −1
17: end if

4.6 Global Segment Smoothness
Our similarity classifier gives us segmentation solutions which consider only two
voxels at a time. For each pass of the classifier, we have a result representing the
similarity between each voxel in the scene and the chosen seed voxel (See Figure
12)
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Figure 12: This image represents one pass of the similarity classifier on an outdoor
scene. The seed voxel is represented by a red ”x” near the right of the image. The
seed is a ground voxel in this case. The color of each voxel represents its level of
confidence. Voxels more red are more likely similar while more blue voxels are
more likely different. The blue area in the center contains a bench and a tree, so
they look very different from the ground. Notice the single blue voxel near the
bottom, which is a ground point incorrectly labeled as not similar.

We believe this can be improved by using a graphical model to take into ac-
count the 3D structure of a scene. In general, changed objects contain many vox-
els, so changed voxels are likely to be in close proximity to other changed voxels.
Adding such a neighborhood consistency assumption to our similarity classifier
allows us to remove some of the noise inherent to the classifier. This closely
parallels the smoothing assumption used to continually adjust the ground height
estimate within the perception system to take into account both evidence from
laser data as well as maintaining a degree of smoothness due to the continuity of
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the ground surface[28].
It is common in machine learning to represent structure in data through a

graphical model. A Markov random field (MRF) is a type of graphical model
in which nodes represent some state variable and undirected edges represent the
dependence of those two variables. If two nodes are connected with an edge, those
variables are not independent. However, two isolated nodes (with no connected
path) are independent. We can express conditional independence between two
variables if we know the values of each node that connects the two variables using
methods from graph theory. [25]

In general, such MRF problems are solved by minimizing an energy function
which consists of two terms:

E(l) = Edata(l) + Esmooth(l) (3)

Where E(l) is the energy of the proposed labeling l. Edata(l) represents the
extent to which the data disagrees with the proposed labeling, while Esmooth(l)
measures the degree of violation of the smoothness constraint.

In our scenario, the energy function for a set of segmentation labels y1...N for
an MRF over the N voxels with features x1...N where voxel 1 is assumed to be the
current seed voxel can written as:

E(y1...N) =
N∑
i=2

Eclassifier(xi, xj) + λ
∑
{i,j}∈N

δ(yiyj < 0) +∞δ(y1 6= 1) (4)

Eclassifier(xi, xj) =

{
|c(xi, xj)| if sign(c(xi, xj)) 6= (yiyj)
0 otherwise

}
(5)

Where:

• yi = 1 means voxel i is in the same segment as the seed voxel and yi 6= 1
means voxel i is not in the same segment as the seed voxel. While the algo-
rithm is running the y variables represent our current guess at the labeling.

• c(xi, xj) is the output of the similarity classifier described in Section 4.3

• λ is the neighbor smoothness weight

The first term in Equation 4 represents the degree to which the segmentation
agrees with the evaluations of the classifier (between the seed voxel and the rest
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of the voxels). If the sign of the classifier (positive if same, negative if different)
does not match the assignment of the labels, a penalty equal to the magnitude
(confidence) of the classifier is applied. The second term ensures a neighborhood
constraint by penalizing mismatching neighbors by the smoothness parameter λ.
Finally, we ensure that the seed voxel x1 is in segment 1 by applying an infinite
penalty if this constraint is not met.

In general, minimizing the energy of a k-class MRFs is NP-hard, but the 2-
class problem is a special case that can be solved optimally in polynomial time
using the graph-cut algorithm if the energy of the distribution of each pair of
binary variables is submodular[29, 30].

To solve our MRF represented by the energy function in Equation 4 using the
min-cut algorithm, we construct a graph as follows. We create two additional vir-
tual nodes to function as the source and the sink nodes in the graph. These nodes
represent the two segments to be computed by this iteration of the segmentation
process where the seed voxel will below to the source. For each classifier evalua-
tion, if the classifier says the voxel is the same as the seed, that voxel is connected
to the source node with an edge with weight equal to the magnitude classifier’s
output (the confidence of the prediction). If the classifier predicts that the voxel
is different from the seed, that voxel is instead connected to the sink by the mag-
nitude of the classifier’s output. Neighborhood constraints are represented simply
as connections between those pairs of voxels with a weight equal to the smoothing
parameter, λ . Finally, the seed node is connected to the source node by an edge
with in finite weight, ensuring that it will be part of that class. Because all edge
weights are positive, this graph meets the submodularity requirement (having all
positive weights meets this criteria).

After the graph-cut optimization is performed, any voxel connected to the
source node is part of the current segment while any voxel connected to the sink
node is part of another segment. Any edge that is broken in the optimal segmen-
tation is a computed constraint that was violated.

An example of this approach can be seen in Figure 13. The neighbor con-
straints for the voxel set is shown in Figure 13(a). The full MRF with classifier
constraints representing the energy function we are trying to minimize is shown
in Figure 13(b) along with classifier edge weights. The graph-cut representation
of this two-class MRF is shown in Figure 13(c). The final segmentation com-
puted by optimizing the graph-cut representation of the MRF is shown in Figure
13(d). Broken edges resulting in energy penalties are marked with a slash through
them. Notice that as a result of the neighborhood constraints in this example, the
top-right node is not selected as part of the seed voxel’s segment even though the
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classifier gave a weak recommendation to do so.

(a) Neighbor constraints (b) Original MRF

(c) Graph-cut representation of MRF (d) Final segmented MRF

Figure 13: MRF optimization process for a sample problem.

4.7 Segmentation Termination
Deciding when to terminate segmentation is not trivial. It is possible to consider
adding segments until every voxel has been assigned a segment, but this often
creates tiny fractured segments which contain only a very small number of vox-
els. These small segments are not useful to change detection because they do not
provide contextual information and the problem essentially reverts back to one of
point-by-point change detection. It is important to remember that segmentation is
not our end-goal, so we are only interested in segmentations that will be useful for
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change detection.
We also believe that an ideal segmentation should have a hard time segment-

ing noise voxels, since they will not appear to be similar to any other voxels in the
scene. If these noise voxels appear inside a segment, the MRF smoothing param-
eter should make them seem as part of the segment, but if the voxels are spatially
isolated, they will not become part of any segment. This is possible in cases where
rain or dust causes spurious laser reflections and creates stray voxels. The system
of binning the pointclouds into larger voxels helps to eliminate some of this noise,
but it can still be present. Instead of adding segments for each of these noise
voxels, we seek to terminate segmentation when no more good segments exist.

To achieve termination, we segment until either all voxels have been seg-
mented, or we cannot find a valid seed. If there are no seeds with nonzero score
(see Equation 2 in Section 4.5), this means we cannot find a voxel which seems to
be in the same object as any other voxel we have sampled, and our seed selection
algorithm returns −1 This means that none of the remaining voxels appear to be
in the same segment, so there are no more good segments to be found and we
terminate.

We can see that segmentation will always terminate because voxels are always
being eliminated from the working set x. Since seed selection is a randomized
algorithm, we cannot be sure if it will or will not return a valid seed. However, if
it does not return a valid seed, segmentation will terminate because the output of
algorithm 3 gets set at line 10 or 12. If there are valid seeds, we will optimize an
MRF as described in section 4.6. Since there is an infinite weight between the seed
voxel and the source of the graph, the seed voxel will always be in the segment.
This means that regardless of the neighbor constraints or classifier weights, the
segment generated from an MRF optimization must have at least one voxel. This
voxel will then be removed from the working set in line 21. Since each step either
terminates or reduces the size of x we will eventually fall into the true branch of
line 6 and terminate the algorithm.

4.8 Parameter Optimization
Because of the complexity of this pipeline, thee are many important system pa-
rameters that have great impact on performance. In order to determine the final
values for these parameters we ran through our change detection data set (see sec-
tion 3.3) beginning with our best guess for reasonable values. Then we performed
a manual coordinate descent, by varying one parameter at a time to determine its
affect on the data and optimizing iteratively. Additionally, several parameters and
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Name Description Value
k The number of seed candidates in seed selection from al-

gorithm 4
12

λ The MRF smoothing parameter from equation 4 0.25
η The percentage of a segment which must be changed for

a changed segment from algorithm 3
0.45

Table 2: A summary of the relevant parameters of segmentation and change de-
tection

options were ruled out based on smaller runs or using visualization. See results in
section 5.3.1 for explanations of the effects of the various parameters.

5 Results
Overall, we have found that our approach to change detection is effective. While
there are still circumstances that cause our algorithm to perform poorly, it does
a good job classifying the majority of logs and is a strong step in the direction
of a fully robust and performant change detector for feature-rich 3D scenes. We
have also found that by treating voxels as members of segments, we can improve
change detection. Since the ROC curve for change detection with segmentation
is uniformly greater than the curve for change detection without segmentation,
we can conclude that segmentation is a valid approach for improving change de-
tection. An example segmentation is shown in Figure 15 and the corresponding
change detection in Figure 14

5.1 Evaluation Criteria
One of the most difficult aspects of segmentation-based algorithms is determining
what is a good segmentation. Early in the project, we relied heavily on visualiza-
tion methods to look at the qualitative results of segmentation. It is very difficult
even for humans to determine what is a good segmentation. Consider, for ex-
ample, a building. Should the entire building be one segment? Or should each
window and door be its own segment? It could also be valid for each brick and
window pane to be in its own segment.

Even if we could come up with a standard to determine which segmentations
were best, labeling a full segmentation training set would be prohibitively diffi-
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Figure 14: A visualization of change detection without segmentation (left) and
with segmentation (right). The red outline is the outline of the changed voxels.
The result with segmentation has notably fewer false positives

Figure 15: A visualization of segmentation. Note that not all points seen by the
camera represent valid voxels within laser range

cult. When we labeled data points for the voxel classifier (see Section 3.3) we
labeled only the points that clearly belonged to a certain class. This allowed us
to skip edge voxels and voxels that were hard to see. Since the data are binned
into 20 cm3 voxels, it is almost impossible even for humans to determine exactly
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where the edges are. Any human-labeled segmentation also runs the risk of being
inconsistent and punishing a classifier for creating a segmentation that would be
valid.

Since segmentation is coupled with change detection, We take the approach of
classifying the quality of a segmentation based on how useful it is for the change
detection problem. There is not much use for a segmentation by itself, so it makes
sense to look at how the segments are being used and determine quality of the
segmentation with a measure of the amount of improvement in change detection.

Change detection is evaluated based on human-labeled change data (see Sec-
tion 3.3). We run change detection both with and without segmentation for a given
parameter set and compare the output to the hand-labeled data, reporting the rate
of true positives (voxels both our classifier and the labeled data mark as changed)
vs. the rate of false positives (voxels our classifier marks as changed which are
not marked as changed in the human-labeled data). Since the parameter γ which
controls the sensitivity of the voxel-based change detection algorithm (algorithm
2 described in section 3.5) creates a trade-off between true positives and false
positives, we consider varying that parameter while holding all other parameters
constant. This produces a Relative Operating Characteristic (ROC) curve which is
a plot of true vs. false positives. The top left of an ROC curve represents the ideal
of 100% true positives and 0% false positives. There is no need for a similar ROC
curve with true negatives vs. false negatives since these plots would be symmetri-
cal. The true negative rate is just 1 minus the false positive rate, and similarly for
false negatives. The line y = x represents the cases when classifier gets an equal
portion of true and false positives, meaning that it gets as many classifications
correct as it gets incorrect, and is therefore a worthless classifier.

More formally, let φ(v) be the ground-truth about voxel v, 1 for a change and
0 for a non-change. Let φ̂(v) be the result of our change detection algorithm. For
a given parameter set and γ, the location on the ROC plot is:

(x, y) =


∑
v∈V

f(v)∑
v∈V

φ(v)
,

∑
v∈V

t(v)∑
v∈V

1− φ(v)


Where true positives are:

t(v) =

{
1 φ̂(v) = φ(v) = 1
0 otherwise
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and false positives are:

f(v) =

{
1 φ̂(v) = 1 ∩ φ(v) = 0
0 otherwise

Note that the plot is scaled by the number of true positives and true negatives
so that both axes represent a rate of prediction.

Once an ROC curve is generated with a parameter set, we can find an optimal
threshold. In the simplest form the optimal threshold is just the threshold which
maximizes the score function h(x)

h(v) = t(v) + (1− f(v)) (6)

This means we weight true positives and false positives equally. In other
words, we would not care if we got one more true positive at the expense of
one additional false positive. It is possible to modify equation 6 to increase true
positives or decrease false positives. For change detection, it may make sense to
prefer false positives so the robots are overly cautious. We can therefore add a
risk parameter, α, to equation 6 to get

h(v) = αt(v) + (1− f(v)) (7)

An α of 1 represents the standard scoring function, while higher values prefer
true positives (allowing more false positives) and lower values are stricter, allow-
ing fewer false positives. For the parameter optimization in this thesis we consider
only α = 1, but it would be straightforward to extend our analysis for different
values.

When comparing parameter sets we look at pairs of ROC logs and determine
which optimal threshold is better (has a higher score in equation 7). Even though
we vary γ for the ROC generation, γ is actually a fixed parameter of the system,
so an ideal segmentation is one that has a better score for all values of γ. This
would cause the segmentation ROC curve to be uniformly above and to the left of
the voxel-based change detection curve. Additionally, we do not want to limit out
solution to only being better than voxel-based change detection for certain values
of α so we want an ROC curve which is uniformly better regardless of α and γ.
This way, if there are some requirements about minimum true positive rates and
maximum false positive rates, they can generally be imposed without changing
the parameters of the system. However, if strong demands were places on these
cutoffs, changing the parameters might improve the performance of the system,
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but as long as the curve for change detection with segmentation is to the upper-
left of the curve without segmentation, it will always be better (on average) to use
segmentation.

For comparison purposes we also consider a very naı̈ve occupancy-based ap-
proach to the change detection problem. Here we consider as changed every new
voxel which appears in the current scene but wasn’t occupied historically. This
algorithm can only detect changes that add new objects to the scene, which make
up the majority of our dataset. This occupancy-based algorithm has no parameters
and is thus represented as a single point in our ROC analysis.

5.2 Quantitative Results
Our optimal total performance for change detection with segmentation was 80.3%
true positives with 12.96% false positives. To achieve the same true positive rate
using change detection without segmentation, we would have to incur a 24% false
positive rate. This was achieved with a threshold of 0.1245. Segmentation outper-
forms results without segmentation for almost every log we recorded. Our base-
line occupancy based algorithm performed much worse, resulting in a 62.27%
true positive rate while incurring 37.35% false positives. See Figure 16 for a total
ROC plot of our system run against all labeled logs.

These results were generated with a pre-scanned baseline and a replayed log,
which means it should be feasible to run this algorithm online. For these ROC
results, we slowed down playback to 20% of real-time, but there are many per-
formance optimizations that could be made to this algorithm. Some are described
in Section 7. In the interest of time during the parameter selection process, we
pre-scan the baseline logs instead of running them through the perception system,
although the system does have this capability.

5.3 Analysis
Overall, we are pleased with the performance of our change detection system us-
ing scene segmentation. We believe that the segmentation step improves change
detection, but we also think there is still some room for improvement. We believe
that our results make sense. Occupancy does very poorly because it is a very naı̈ve
method which cannot deal with any mis-registration in the data, displayed in Fig-
ure 17. We also see that segmentation improves the ROC curve uniformly across
the threshold parameters, which is what we expect. Individually, ROC plots such
as those in Figure 20 generally have better performance than the corresponding
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Figure 16: Performance of the Change Detection system with and without seg-
mentation

ROC for change detection without segmentation. We also see that the segmen-
tation performance is somewhat discrete, which is also expected. This happens
because we are marking changes on a segment-by-segment basis, so performance
will remain constant until another segment meets the thresholds, at which point
there will be a jump, possibly in both true and false positives, which is exactly
what we see.

5.3.1 Effects of System Parameters

The weight on the neighborhood constrain in the MRF, λ (see Equation 4) es-
sentially encodes how smooth we expect our segments to be. If the smoothing
parameter is very low we do very little smoothing and rely almost entirely on
the voxel-based classifier. This leads to increased false positives because noise
doesn’t get canceled out by the surrounding voxels. This does, however, help
in detecting smaller objects. If the parameter is very high, we get very smooth
segments and very few false positives, but we are too likely to miss important seg-
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Figure 17: This plot represents the misalignment between subsequent runs of data
collection that our algorithm can handle

ments or merge multiple segments which should have been kept distinct. Figure
18 shows the effect of extreme values of the smoothing parameter on segmentation
and the resulting change detection.

The segment change threshold, η is the percentage of a segment which must
be novel in order for the entire segment to be considered novel. Low values of
this parameter cause too many false positives because noise in a segment may
cause it to become changed. High values here have a risk of missing changes,
especially when the segmentation quality is poor. If the segments are too large,
and encompass both a change and a non-change, too high a change threshold will
cause the change to be missed. We generally consider it better to mark a larger
area as changed than to miss a change that happens within a large segment. See
Figure 19

This parameter is somewhat coupled to the smoothness because an optimal
smoothness parameter will give us well sized segments. If the smoothing parame-
ter is high, we tend to get larger segments, and so need a smaller segment change
threshold in order to capture changes, while if the smoothing constant is low, we
get many smaller segments and so can use a higher threshold.

5.3.2 Strengths and Weaknesses

There are several factors that we believe influence the performance of segmenta-
tion, and thus change detection. First, although we can handle error in localiza-
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(a) λ = 0.05 creates too many segments, causing the detected changed to be less accurate

(b) λ = 5.0 creates too large of a segment and misses most of the change. Notice the increase
in false positives due to oversized segments

Figure 18: Side-by-side segmentations with varying smoothness parameters. See
figure 20(d) for optimal parameters

tion, the better a log is registered the better out results are likely to be. Since we
have no a priori assumptions about things like number or size of segments, some
logs prove very difficult to segment. For example, the log depicting a manikin on
a pile of logs in Figure 20(c) is very difficult to segment and comes out looking
fractured and difficult to interpret. Additionally, the ROC curve is pushed towards
the false positives. We believe that this may be due to the complexity of the scene.
The logs create many disjoint segments. This can cause segmentation to perform
worse because it will have a harder time finding valid voxels which represent a
large volume of the voxels in the scene. Additionally, any noise on the edges of
real segments will be amplified by the number of segments. Logs like the barrel
and manikin on concrete slabs in figure 20(a) perform extremely well, possibly
due to the distinctness of the changes compared to the baseline. Although we
never trained the similarity classifier with anything resembling the shape or color
of the manikin sitting on the concrete slab (we didn’t even use any manikins for
the similarity classifier), the segmentation module has an easy time identifying it.
Logs like this might be “easier” because the occupancy only approach seems to
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(a) η = 0.1 causes too many false positives (b) η = 9.9 makes it too so difficult to get true
positives that the algorithm cannot achieve
better than about 95% for any threshold

Figure 19: ROC curves for high and low values of the percent segment change
threshold

do better on this log than on logs like the one in figure 20(d). The closing gate log
is a great example of this algorithms success because something like a gate can be
very difficult for a robot to understand the traversibility cost of because it is made
up of so many small and isolated pieces.

5.3.3 Sources of Error

There are several possible causes of error that may have partially degraded our
results. We believe that a large source of error may come from poor human label-
ing of the change detection pair data logs explained in Section 3.3. It was very
difficult to determine exactly which voxels should be labeled, especially around
the borders of objects. This is especially difficult because of the voxelization. If
we could determine the true edge of a change, it would occur somewhere within a
20cm3 voxel. This means that on average, half of the information inside the voxel
we labeled is incorrect. In logs where changes were partially occluded by veg-
etation, it was almost impossible to differentiate between vegetation voxels and
the new object’s voxels, so there are almost certainly incorrectly labeled voxels in
those logs.

Another source of error is the effect of parallax between the camera and laser
scanner on the robot. The perception system combines data from these two sources
to assign colors to each voxel, but the two sensors are not at the same location.
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If there are objects near the robot, there will be a region of voxels which the
laser scanner can see but the camera cannot, even though the voxels are within
the range of the projected camera image (they are “behind” something the camera
sees). This causes some voxels to be incorrectly colored.

We also believe that better registration between scenes would improve results.
While we do not require perfect registration, a better registration means that more
of voxels from the current segment will correspond to the ones they are projected
upon in the historical data. Registration is a serious issue with the data we col-
lected. Due to GPS error, it is not uncommon to have logs taken subsequently be
separated by 2 meters (see Figure 17), and we regularly deal with at least half a
meter of error.

6 Contribution
In this thesis we have presented a new approach to change detection which takes
into account contextual information based on 3D scene segmentations. We have
demonstrated experimentally that this approach provides an advantage over voxel-
by-voxel change detection. Our algorithm runs on-line and was evaluated using
real data collected from a robot so we know that our technique is robust to noise
in sensor data and poor localization.

This work is a step towards the goal of increasing the fieldability of autonomous
mobile robots. We have demonstrated that it is possible to detect change which
could represent a danger to the robot or its environment. We believe that a sys-
tem like the online segmentation-based change detection algorithm presented in
this thesis can improve robotics by alleviating the pressure on learning systems.
Amazing work has gone into complex systems which can classify obstacles and
potential dangers with great accuracy. We believe it to be incredibly difficult if not
impossible to improve those systems to 100% accuracy, so our approach is to at-
tempt to detect when a complex autonomy system might fail. Change detection is
useful because it can reduce the amount of time it takes to bring a robot into use in
the field because it allows humans to monitor robots and check in on then if they
encounter a new situation which they may not be able to handle. It also allows
fewer humans to oversee more robots since the robots can flag circumstances in
which they may need human help. This allows the humans to focus their time on
the more important tasks which may be difficult for robots. Change detection is
also a useful end result for applications like security patrolling or inspection where
the goal is to notice if any changes are going on which might breach security or
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safety.
We believe that even further improvements can be made to the method of

change detection and that this idea of detecting changes will be the best way to
bring advanced robotics systems to use.

7 Future Direction
We would like to gather more data or find ways of using existing data sets to
further validate our algorithm.

We believe that we could improve change detection results by re-working the
perception system to be more friendly to segmentation and change detection. The
perception system was created primarily to discover obstacles that may obstruct
the robot. Since the robot is large enough to traverse over small obstacles, 20
cm3 was a logical choice of voxel size. However, given finer resolution of voxels
we believe we may be able to improve segmentation since we could find better
boundaries between objects. We think it might even be best to segment based
on the original point-cloud data before voxelization to get the most information,
which is what other 3D segmentation methods use. This would create more com-
putational difficulties and may introduce noise, but it would also be possible to
get much finer grained segmentations.

Another place for potential improvement is in the training of the similarity
classifier. Although we achieved great test accuracy in our SVM classifier (95%),
the data we used were not actual segmentations, but rather labels which deter-
mined similarity. It may be possible to label entire segmentations and train a
classifier directly on the segmentation data-set. We may also be able to improve
the way we use the similarity classifier to optimize global smoothness. Our SVM
approach gives us an unbounded confidence, but there are modifications to SVM
which use Bayesian methods to return actual probabilities for each classification
[27]. Using this method requires more computation but may produce better re-
sults.

There are many possible ways to improve the runtime and memory usage ef-
ficiency of the change detection pipeline. We are using a very large feature space
(60 dimensions for feature vectors used in the voxel classifier), so we spend a huge
amount of time computing kernel functions on these large vectors. Decreasing the
size of the space would have some impact on change detection performance, but
could drastically improve runtime. We also have not optimized memory efficiency
at all and removing some of the duplicated data in the pipeline would improve
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both space and time efficiency. Also, we could use random sampling methods to
create the MRF constraints instead of comparing the seed to every single other
voxel. Also, since segments represent disjoint regions of the scene, we could
process change detection on each segment in parallel. It may also be possible to
parallelize much of the segmentation pipeline. Optimization for runtime would be
important if this algorithm were going to be used in the field.

One promising idea we hope to explore is using multiple segmentations and
combining the results. If we could rank how confident an entire segment was as to
whether or not it had changed, we could weigh votes between multiple segmenta-
tions with different parameters and seeds. The idea is that some of the segments
in some of the segmentations will be very good, and those will have a higher
weight, making the overall change detection result more accurate. This idea is
being applied in computer vision to determine properties of objects [31, 32, 33].

There are also recent techniques in graphical models which allow the training
of a graph much like our MRF but that maximizes a margin. This approach has
shown promise in 3D segmentation where the classes are known ahead of time
[24, 34].

We would also like to begin to consider what happens when the robot does en-
counter change. We would like to explore ways to notify humans when potentially
important changes are discovered, while optimizing for the humans time. One
possibility is to ask humans when they are available and simply avoid changed
areas when all humans are busy. We would then provide a method for humans to
mark changes as safe, which would update the online change detection system to
mark those things as non-changes the next time they are seen.

We are also interested in how an algorithm like this could work with a team of
robots. By sharing information it may be possible for groups of robots to detect
change more robustly. This is especially interesting because one of the ideal uses
of change detection is in a setting where humans are working with robot teams
and the team of robots is trying to optimize the humans time.
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(a) Despite never having trained on an object this shape or color, the system has no problem
identifying the manikin as a change

(b) Despite good ROC performance, this segmentation misses the second manikin entirely

(c) The segmentation is so bad that none of the segments surpass the segment change threshold
η and we see no detected changes at all

(d) The gate is somewhat difficult to segment, but segmentation is still helpful. The baseline
for this log is the same scene with the gate opened

Figure 20: Performance on selected individual data logs. The ROC performance,
scene segmentation, and detected changes are shown from left to right.
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